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Preface

My original goal for this book was to introduce Bayesian statistics at the earliest
possible stage to students with a reasonable mathematical background. This entailed
coverage of a similar range of topics as an introductory statistics text, but from a
Bayesian perspective. The emphasis is on statistical inference. I wanted to show how
Bayesian methods can be used for inference and how they compare favorably with
the frequentist alternatives. This book is meant to be a good place to start the study
of Bayesian statistics. From the many positive comments I have had from users, I
think the book succeeded in its goal.

I also found that many users were taking up the book at a more intermediate level
instead of the introductory level I had envisaged. The topics covered in Chapters
2 and 3 would be old-hat for these users, so I would have to include some more
advanced material to cater for the needs of that group. The second edition is my
attempt to meet this new goal as well as the original goal.

Changes in the Second Edition

The Second Edition contains two new chapters as well as reordering, along with some
minor rewriting of the existing chapters. The new chapters added include Chapter
10, Bayesian inference for Poisson observations (added after the chapter comparing
Bayesian and frequentist inference for binomial), and Chapter 15, Bayesian inference
for the standard deviation for normal observations with known mean (added after the
chapter on simple linear regression). Chapters 10-14 in the previous edition have
been renumbered to become Chapters 11-13 and Chapter 16 in the Second Edition.

xiii
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I have included some new exercises and new computer exercises which use new
Minitab macros and R-functions. These can be downloaded from the book website:
www.stats.waikato.ac.nz/publications/bolstad/IntroductionToBayesianStatistics/.

My Perspective on Bayesian Statistics

A book can be characterized as much by what is left out as by what is included. Like
a sculptor facing a block of marble, the author must see a coherent view of the subject
and take out the details that would interfere with his or her view. This book is my
attempt to show a coherent view of Bayesian statistics as a good way to do statistical
inference. In order to keep the focus on what I wanted, details that are outside the
scope of the text are included in footnotes. The choice of topics included is mine
alone. Here are some of my reasons behind my choice.

I did not mention decision theory or loss functions when discussing Bayesian
statistics. In many books, Bayesian statistics gets compartmentalized into decision
theory while inference is presented in the frequentist manner. While decision theory
is a very interesting topic in its own right, I want to present the case for Bayesian
statistical inference, and did not want to get side-tracked.

I think to get full benefit of Bayesian statistics, one really has to consider all priors
subjective. They are either (1) a summary of what you believe or (2) a summary of all
you allow yourself to believe initially. I consider the subjective prior as the relative
weights I give to each possible parameter value, before looking at the data. Even if
I use a flat prior to give all possible values equal prior weight, it is subjective since I
chose it. In any case, it gives all values equal weight only in that parameterization,
so it can be considered "objective" only in that parameterization. In my book I do
not wish to dwell on the problems associated with trying to be objective in Bayesian
statistics. I explain why universal objectivity is not possible (in a footnote since I
don’t want to distract the reader). I want to leave him/her with the "relative weight"
idea of the prior in the parameterization they have the problem in.

In the first edition I did not mention Jeffreys’ prior explicitly, although the
beta(3, ) prior for binomial and flat prior for normal mean are in fact the Jef-
freys’ prior for those respective observation distributions. In the second edition I do
mention Jeffreys’ prior for Poisson and normal standard deviation, so I mentioned it
for binomial and normal mean as well. 1 give a brief explanation (in a footnote) and
references. In particular, I don’t want to get the reader involved with the problems
about Jeffreys’ prior, such as for mean and variance together, as opposed to indepen-
dent Jeffreys’ priors, or the Jeffreys’ prior violating the likelihood principal. These
are beyond the level I wish to go. I just want the reader to note the Jeffreys’ prior
in these cases as possible priors, the relative weights they give, when they may be
appropriate, and how to use them. Mathematically, all parameterizations are equally
valid; however, usually only the main one is very meaningful. I want the reader
to focus on relative weights for their parameterization as the prior. It should be (a)
a summary of their prior belief (conjugate prior matching their prior beliefs about
moments or median), (b) flat (hence objective) for their parameterization, or (c) some
other form that gives reasonable weight over the whole range of possible values. The
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posteriors will be similar for all priors that have reasonable weight over the whole
range of possible values.

The Bayesian inference on the standard deviation of the normal was done where
the mean is considered a known parameter. The conjugate prior for the variance is
the inverse chi-squared distribution. Our intuition is about the standard deviation, yet
we are doing Bayes’ theorem on the variance. This required introducing the change
of variable formula for the prior density.

Considering the mean as known avoided the mathematically more advanced case
where both mean and standard deviation are unknown. The Student’s ¢t is presented
as the required adjustment to credible intervals for the mean when the variance is
estimated from the data. In fact, this would be the result when the joint posterior
found, and the variance marginalized out. My other reason was that the Gibbs sampler
would cycle back and forth, drawing the mean from its distribution given the data
and the known variance, and then drawing the variance from its distribution given
the data and the known mean. However, the Gibbs sampler and other Markov chain
Monte Carlo methods are not mentioned explicitly in this book. They will have to
wait for a sequel.

Outline of an Intermediate Level Course Based on This Text

This is a suggested 36 one-hour lecture course using this text for students who have
already completed an introductory statistics course.

e Chapter 1 (one lecture). This gives an introduction to the course.
e Chapter 2 and Chapter 3 (no lectures). Students should read them as a review.

e Chapter 4 (two lectures). This introduces rules of probability including Bayes’
theorem.

e Chapter 5 (two lectures). This introduces discrete random variables and their
probability functions including binomial, hypergeometric, and Poisson.

o Chapter 6 (three lectures). Bayes’ theorem for discrete random variable with
discrete prior.

e Chapter 7 (two lectures). Continuous random variables and their probability
density functions, including uniform, beta, gamma, and normal.

e Chapter 8 (three lectures). Bayesian inference on binomial proportion, using
either uniform, beta, or general continuous prior. Includes section on how to
choose your prior.

e Chapter 9 (three lectures). Comparing Bayesian inference for proportion with
the corresponding frequentist inferences.

e Chapter 10 (three lectures). Bayesian inference for Poisson using either posi-
tive uniform, Jeffreys’, or gamma prior.



xvi PREFACE

e Chapter 11 (four lectures). Bayesian inference for normal mean with known
standard deviation for discrete and continuous priors (flat, normal, and general
continuous). Emphasis on how to choose prior. Student’s ¢ introduced as
adjustment required when the standard deviation is not known and estimate
from sample is used. The predictive distribution of next observation is found
as an example of marginalization.

¢ Chapter 12 (one lecture). Comparing Bayesian inference for normal mean with
corresponding frequentist inferences.

e Chapter 13 (three lectures). Bayesian inference for difference between normal
means and difference between two binomial proportions using the normal
approximation.

e Chapter 14 (three lectures). Bayesian inference for simple linear regression
model. Includes section developing the predictive distribution of the next
observation for a given z.

o Chapter 15 (three lectures). Bayesian inference for normal standard deviation,
when the mean is known.

o Chapter 16 (three lectures). Robust Bayesian inference using mixture priors.
This protects against misspecified priors, which is one of the main reasons
many people are reluctant to use Bayesian methods.

An Introductory Level Course Based on This Text.

My original aim was to have an introductory course, covering the same material as a
standard introductory statistics course, but from a Bayesian perspective. This remains
possible following the outline in the Preface for the First Edition. Allowing for the
renumbering of the chapters, a course aimed at this level would include Chapters 1-9,
and Chapters 10-14. This covers gathering and presenting data, probability including
Bayes’ theorem, discrete and continuous random variables, statistical inference for
binomial parameter, statistical inference for normal mean, Bayesian inference for
difference between normal means and for difference between binomial proportions,
and Bayesian inference for the simple linear regression model.

Acknowledgments
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Preface to the First Edition

How This Text Was Developed

This text grew out of the course notes for an Introduction to Bayesian Statistics
course that I have been teaching at the University of Waikato for the past few years.
My goal in developing this course was to introduce Bayesian methods at the earliest
possible stage and to cover a similar range of topics as a traditional introductory
statistics course. There is currently an upsurge in using Bayesian methods in applied
statistical analysis, yet the Introduction to Statistics course most students take is
almost always taught from a frequentist perspective. In my view, this is not right.
Students with a reasonable mathematics background should be exposed to Bayesian
methods from the beginning, because that is the direction applied statistics is moving.

Mathematical Background Required

Bayesian statistics uses the rules of probability to make inferences, so students must
have good algebraic skills for recognizing and manipulating formulas. A general
knowledge of calculus would be an advantage in reading this book. In particular,
the student should understand that the area under a curve is found by integration and
that the location of a maximum or a minimum of a continuous differentiable function
is found by setting the derivative function equal to zero and solving. The book is
self-contained with a calculus appendix students can refer to. However, the actual
calculus used is minimal.

Xix
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Features of the Text

In this text I have introduced Bayesian methods using a step-by-step development
from conditional probability. In Chapter 4, the universe of an experiment is set up with
two dimensions, the horizontal dimension is observable, and the vertical dimension
is unobservable. Unconditional probabilities are found for each point in the universe
using the multiplication rule and the prior probabilities of the unobservable events.
Conditional probability is the probability on that part of the universe that occurred, the
reduced universe. It is found by dividing the unconditional probability by their sum
over all the possible unobservable events. Because of way the universe is organized,
this summing is down the column in the reduced universe. The division scales them up
so the conditional probabilities sum to one. This result, known as Bayes’ theorem,
is the key to this course. In Chapter 6 this pattern is repeated with the Bayesian
universe. The horizontal dimension is the sample space, the set of all possible values
of the observable random variable. The vertical dimension is the parameter space,
the set of all possible values of the unobservable parameter. The reduced universe
is the vertical slice that we observed. The conditional probabilities, given what
we observed, are the unconditional probabilities found by using the multiplication
rule (prior x likelthood) divided by their sum over all possible parameter values.
Again, this sum is taken down the column. The division rescales the probabilities
so they sum to one. This gives Bayes’ theorem for a discrete parameter and a
discrete observation. When the parameter is continuous, the rescaling is done by
dividing the joint probability—probability density function at the observed value by
its integral over all possible parameter values so it integrates to one. Again, the joint
probability—probability density function is found by the multiplication rule and at the
observed value is (prior x likelihood). This is done for binomial observations and a
continuous beta prior in Chapter 8. When the observation is also a continuous random
variable, the conditional probability density is found by rescaling the joint probability
density at the observed value by dividing by its integral over all possible parameter
values. Again, the joint probability density is found by the multiplication rule and at
the observed value is prior x likelihood. This is done for normal observations and
a continuous normal prior in Chapter 10. All these cases follow the same general
pattern.

Bayes’ theorem allows one to revise his/her belief about the parameter, given the
data that occurred. There must be a prior belief to start from. One’s prior distribution
gives the relative belief weights he/she has for the possible values of the parameters.
How to choose one’s prior is discussed in detail. Conjugate priors are found by
matching first two moments with prior belief on location and spread. When the
conjugate shape does not give satisfactory representation of prior belief, setting up a
discrete prior and interpolating is suggested.

Details that I consider beyond the scope of this course are included as footnotes.
There are many figures that illustrate the main ideas, and there are many fully
worked out examples. I have included chapters comparing Bayesian methods with
the corresponding frequentist methods. There are exercises at the end of each chapter,
some with short answers. In the exercises, I only ask for the Bayesian methods to be



PREFACE TO FIRST EDITION xxi

used, because those are the methods I want the students to learn. There are computer
exercises to be done in Minitab or R using the included macros. Some of these
are small-scale Monte Carlo studies that demonstrate the efficiency of the Bayesian
methods evaluated according to frequentist criteria.

Advantages of the Bayesian Perspective

Anyone who has taught an Introduction to Statistics class will know that students have
a hard time coming to grips with statistical inference. The concepts of hypothesis
testing and confidence intervals are subtle and students struggle with them. Bayesian
statistics relies on a single tool, Bayes’ theorem, to revise our belief given the data.
This is more like the kind of plausible reasoning that students use in their everyday
life, but structured in a formal way. Conceptually, it is a more straightforward method
for making inferences. The Bayesian perspective offers a number of advantages over
the conventional frequentist perspective.

e The "objectivity" of frequentist statistics has been obtained by disregarding
any prior knowledge about the process being measured. Yet in science there
usually is some prior knowledge about the process being measured. Throwing
this prior information away is wasteful of information (which often translates
to money). Bayesian statistics uses both sources of information: the prior
information we have about the process and the information about the process
contained in the data. They are combined using Bayes’ theorem.

e The Bayesian approach allows direct probability statements about the param-
eters. This is much more useful to a scientist than the confidence statements
allowed by frequentist statistics. This is a very compelling reason for using
Bayesian statistics. Clients will interpret a frequentist confidence interval as a
probability interval. The statistician knows that this interpretation is not cor-
rect but also knows that the confidence interpretation relating the probability
to all possible data sets that could have occurred but didn’t; is of no particular
use to the scientist. Why not use a perspective that allows them to make the
interpretation that is useful to them.

e Bayesian statistics has a single tool, Bayes’ theorem, which is used in all situ-
ations. This contrasts to frequentist procedures, which require many different
tools.

o Bayesian methods often outperform frequentist methods, even when judged by
frequentist criteria.

o Bayesian statistics has a straightforward way of dealing with nuisance param-
eters. They are always marginalized out of the joint posterior distribution.

e Bayes’ theorem gives the way to find the predictive distribution of future
observations. This is not always easily done in a frequentist way.
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These advantages have been well known to statisticians for some time. However,
there were great difficulties in using Bayesian statistics in actual practice. While it is
easy to write down the formula for the posterior distribution,

g(8) x f(datalb)
[ 9(8) x f(datal6) df

g(bldata) =

N

a closed form existed only in a few simple cases, such as for a normal sample with
a normal prior. In other cases the integration required had to be done numerically.
This in itself made it more difficult for beginning students. If there were more than a
few parameters, it became extremely difficult to perform the numerical integration.

In the past few years, computer algorithms (e.g., the Gibbs Sampler and the
Metropolis—Hasting algorithm) have been developed to draw an (approximate) ran-
dom sample from the posterior distribution, without having to completely evaluate
it. We can approximate the posterior distribution to any accuracy we wish by taking
a large enough random sample from it. This removes the disadvantage of Bayesian
statistics, for now it can be done in practice for problems with many parameters, as
well as for distributions from general samples and having general prior distributions.
Of course these methods are beyond the level of an introductory course. Neverthe-
less, we should be introducing our students to the approach to statistics that gives the
theoretical advantages from the very start. That is how they will get the maximum
benefit.

Outline of a Course Based on This Text

At the University of Waikato we have a one-semester course based on this text. This
course consists of 36 one-hour lectures, 12 one-hour tutorial sessions, and several
computer assignments. In each tutorial session, the students work through a statistical
activity in a hands-on way. Some of the computer assignments involve Monte Carlo
studies showing the long-run performance of statistical procedures.

o Chapter 1 (one lecture) gives an introduction to the course.

o Chapter 2 (three lectures) covers scientific data gathering including random
sampling methods and the need for randomized experiments to make inferences
on cause—effect relationships.

s Chapter 3 (two lectures) is on data analysis with methods for displaying and
summarizing data. If students have already covered this material in a previous
statistics course, this could be covered as a reading assignment only.

e Chapter 4 (three lectures) introduces the rules of probability including joint,
marginal, and conditional probability and shows that Bayes’ theorem is the
best method for dealing with uncertainty.

e Chapter S (two lectures) introduces discrete and random variables.
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o Chapter 6 ((three lectures) shows how Bayesian inference works for an discrete
random variable with a discrete prior.

o Chapter 7 (two lectures) introduces continuous random variables.

e Chapter 8 (three lectures) shows how inference is done on the population
proportion from a binomial sample using either a uniform or a beta prior.
There is discussion on choosing a beta prior that corresponds to your prior
belief and then graphing it to confirm that it fits your belief.

e Chapter 9 (three lectures) compares the Bayesian inferences for the proportion
with the corresponding frequentist ones. The Bayesian estimator for the pro-
portion is compared with the corresponding frequentist estimator in terms of
mean squared error. The difference between the interpretations of Bayesian
credible interval and the frequentist confidence interval is discussed.

e Chapter 10 (four lectures) introduces Bayes’ theorem for the mean of a normal
distribution, using either a "flat” improper prior or a normal prior. There is
considerable discussion on choosing a normal prior and then graphing it to con-
firm it fits with your belief. The predictive distribution of the next observation
is developed. Student’s t distribution is introduced as the adjustment required
for the credible intervals when the standard deviation is estimated from the
sample. Section 10.5 is at a higher level, and may be omitted.

e Chapter 11 (one lecture) compares the Bayesian inferences for mean with the
corresponding frequentist ones.

e Chapter 12 (three lectures) does Bayesian inference for the difference between
two normal means, and the difference between two binomial proportions using
the normal approximation.

e Chapter 13 (three lectures) does simple linear regression model in a Bayesian
manner. Section 13.5 is at a higher level and may be omitted.

e Chapter 14 (three lectures) introduces robust Bayesian methods using mixture
priors. This chapter shows how to protect against misspecified priors, which
is one of the main concerns that many people have against using Bayesian
statistics. It is at a higher leve] than the previous chapters and could be omitted
and more lecture time given to the other chapters.
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Introduction to
Statistical Science

Statistics is the science that relates data to specific questions of interest. This includes
devising methods to gather data relevant to the question, methods to summarize
and display the data to shed light on the question, and methods that enable us to
draw answers to the question that are supported by the data. Data almost always
contain uncertainty. This uncertainty may arise from selection of the items to be
measured, or it may arise from variability of the measurement process. Drawing
general conclusions from data is the basis for increasing knowledge about the world,
and is the basis for all rational scientific inquiry. Statistical inference gives us
methods and tools for doing this despite the uncertainty in the data. The methods
used for analysis depend on the way the data were gathered. It is vitally important
that there is a probability model explaining how the uncertainty gets into the data.

Showing a Causal Relationship from Data

Suppose we have observed two variables X and Y. Variable X appears to have an
association with variable Y. If high values of X occur with high values of variable Y’
and low values of X occur with low values of Y, we say the association is positive. On
the other hand, the association could be negative in which high values of variable X
occur in with low values of variable Y. Figure 1.1 shows a schematic diagram where
the association is indicated by the dotted curve connecting X and Y. The unshaded
area indicates that X and Y are observed variables. The shaded area indicates that
there may be additional variables that have not been observed.
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2 INTRODUCTION TO STATISTICAL SCIENCE

Figure 1.1 Association between two variables.

Figure 1.2 Association due to causal relationship.,

We would like to determine why the two variables are associated. There are
several possible explanations. The association might be a causal one. For example,
X might be the cause of Y. This is shown in Figure 1.2, where the causal relationship
is indicated by the arrow from X to Y.

On the other hand, there could be an unidentified third variable Z that has a causal
effect on both X and Y. They are not related in a direct causal relationship. The
association between them is due to the effect of Z. Z is called a lurking variable,
since it is hiding in the background and it affects the data. This is shown in Figure
1.3.

It is possible that both a causal effect and a lurking variable may both be contribut-
ing to the association. This is shown in Figure 1.4. We say that the causal effect and
the effect of the lurking variable are confounded. This means that both effects are
included in the association.
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Figure 1.3 Association due to lurking variable.

Figure 1.4 Confounded causal and lurking variable effects.

Our first goal is to determine which of the possible reasons for the association
holds. If we conclude that it is due to a causal effect, then our next goal is to
determine the size of the effect. If we conclude that the association is due to causal
effect confounded with the effect of a lurking variable, then our next goal becomes
determining the sizes of both the effects.

1.1 THE SCIENTIFIC METHOD: A PROCESS FOR LEARNING

In the Middle Ages, science was deduced from principles set down many centuries
earlier by authorities such as Aristotle. The idea that scientific theories should be
tested against real world data revolutionized thinking. This way of thinking known
as the scientific method sparked the Renaissance.

The scientific method rests on the following premises:

s A scientific hypothesis can never be shown to be absolutely true.



4 INTRODUCTION TO STATISTICAL SCIENCE

e However, it must potentially be disprovable.
e It is a useful model until it is established that it is not true.
e Always go for the simplest hypothesis, unless it can be shown to be false.

This last principle, elaborated by William of Ockham in the 13%" century, is now
known as "Ockham’s razor" and is firmly embedded in science. It keeps science from
developing fanciful overly elaborate theories. Thus the scientific method directs
us through an improving sequence of models, as previous ones get falsified. The
scientific method generally follows the following procedure:

1. Ask a question or pose a problem in terms of the current scientific hypothesis.

2. Gather all the relevant information that is currently available. This includes
the current knowledge about parameters of the model.

3. Design an investigation or experiment that addresses the question from step 1.
The predicted outcome of the experiment should be one thing if the current
hypothesis is true, and something else if the hypothesis is false.

4. Gather data from the experiment.

5. Draw conclusions given the experimental results. Revise the knowledge about
the parameters to take the current results into account.

The scientific method searches for cause-and-effect relationships between an ex-
perimental variable and an outcome variable. In other words, how changing the
experimental variable results in a change to the outcome variable. Scientific mod-
elling develops mathematical models of these relationships. Both of them need to
isolate the experiment from outside factors that could affect the experimental results.
All outside factors that can be identified as possibly affecting the results must be
controlled. It is no coincidence that the earliest successes for the method were in
physics and chemistry where the few outside factors could be identified and con-
trolled. Thus there were no lurking variables. All other relevant variables could
be identified, and then physically controlled by being held constant. That way they
would not affect results of the experiment, and the effect of the experimental variable
on the outcome variable could be determined. In biology, medicine, engineering,
technology, and the social sciences it isn’t that easy to identify the relevant factors
that must be controlled. In those fields a different way to control outside factors
is needed, because they can’t be identified beforehand and physically controlled.

1.2 THE ROLE OF STATISTICS IN THE SCIENTIFIC METHOD

Statistical methods of inference can be used when there is random variability in the
data. The probability model for the data is justified by the design of the investigation or
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experiment. This can extend the scientific method into situations where the relevant
outside factors cannot even be identified. Since we cannot identify these outside
factors, we cannot control them directly. The lack of direct control means the outside
factors will be affecting the data. There is a danger that the wrong conclusions could
be drawn from the experiment due to these uncontrolled outside factors.

The important statistical idea of randomization has been developed to deal with
this possibility. The unidentified outside factors can be "averaged out" by randomly
assigning each unit to either treatment or control group. This contributes variability
to the data. Statistical conclusions always have some uncertainty or error due to
variability in the data. We can develop a probability model of the data variability
based on the randomization used. Randomization not only reduces this uncertainty
due to outside factors, it also allows us to measure the amount of uncertainty that
remains using the probability model. Randomization lets us control the outside
factors statistically, by averaging out their effects.

Underlying this is the idea of a statistical population, consisting of all possible
values of the observations that could be made. The data consists of observations
taken from a sample of the population. For valid inferences about the population
parameters from the sample statistics, the sample must be "representative” of the
population. Amazingly, choosing the sample randomly is the most effective way to
get representative samples!

1.3 MAIN APPROACHES TO STATISTICS

There are two main philosophical approaches to statistics. The first is often referred to
as the frequentist approach. Sometimes it is called the classical approach. Procedures
are developed by looking at how they perform over all possible random samples. The
probabilities don’t relate to the particular random sample that was obtained. In many
ways this indirect method places the "cart before the horse."

The alternative approach that we take in this book is the Bayesian approach. It
applies the laws of probability directly to the problem. This offers many fundamental
advantages over the more commonly used frequentist approach. We will show these
advantages over the course of the book.

Frequentist Approach to Statistics

Most introductory statistics books take the frequentist approach to statistics, which
is based on the following ideas:

e Parameters, the numerical characteristics of the population, are fixed but un-
known constants.

e Probabilities are always interpreted as long-run relative frequency.

o Statistical procedures are judged by how well they perform in the long run over
an infinite number of hypothetical repetitions of the experiment.
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Probability statements are only allowed for random quantities. The unknown
parameters are fixed, not random, so probability statements cannot be made about
their value. Instead, a sample is drawn from the population, and a sample statistic
is calculated. The probability distribution of the statistic over all possible random
samples from the population is determined and is known as the sampling distribution
of the statistic. The parameter of the population will also be a parameter of the
sampling distribution. The probability statement that can be made about the statistic
based on its sampling distribution is converted to a confidence statement about the
parameter. The confidence is based on the average behavior of the procedure under
all possible samples.

Bayesian Approach to Statistics

The Reverend Thomas Bayes first discovered the theorem that now bears his name.
It was written up in a paper An Essay Towards Solving a Problem in the Doctrine of
Chances. This paper was found after his death by his friend Richard Price, who had
it published posthumously in the Philosophical Transactions of the Royal Society in
1763. Bayes showed how inverse probability could be used to calculate probability
of antecedent events from the occurrence of the consequent event. His methods were
adopted by Laplace and other scientists in the 19* century, but had largely fallen
from favor by the early 20t* century. By the middle of the 20** century, interest in
Bayesian methods had been renewed by De Finetti, Jeffreys, Savage, and Lindley,
among others. They developed a complete method of statistical inference based on
Bayes’ theorem.

This book introduces the Bayesian approach to statistics. The ideas that form the
basis of the this approach are:

¢ Since we are uncertain about the true value of the parameters, we will consider
them to be random variables.

¢ The rules of probability are used directly to make inferences about the param-
eters.

¢ Probability statements about parameters must be interpreted as "degree of
belief.” The prior distribution must be subjective. Each person can have
his/her own prior, which contains the relative weights that person gives to every
possible parameter value. It measures how "plausible” the person considers
each parameter value to be before observing the data.

e We revise our beliefs about parameters after getting the data by using Bayes’
theorem. This gives our posterior distribution which gives the relative weights
we give to each parameter value after analyzing the data. The posterior dis-
tribution comes from two sources: the prior distribution and the observed
data.

This has a number of advantages over the conventional frequentist approach. Bayes’
theorem is the only consistent way to modify our beliefs about the parameters given
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the data that actually occurred. This means that the inference is based on the actual
occurring data, not all possible data sets that might have occurred but didn’t! Allowing
the parameter to be a random variable lets us make probability statements about it,
posterior to the data. This contrasts with the conventional approach where inference
probabilities are based on all possible data sets that could have occurred for the fixed
parameter value. Given the actual data, there is nothing random left with a fixed
parameter value, so one can only make confidence statements, based on what could
have occurred. Bayesian statistics also has a general way of dealing with a nuisance
parameter. A nuisance parameter is one which we don’t want to make inference
about, but we don’t want them to interfere with the inferences we are making about
the main parameters. Frequentist statistics does not have a general procedure for
dealing with them. Bayesian statistics is predictive, unlike conventional frequentist
statistics. This means that we can easily find the conditional probability distribution
of the next observation given the sample data.

Monte Carlo Studies

In frequentist statistics, the parameter is considered a fixed, but unknown, constant.
A statistical procedure such as a particular estimator for the parameter cannot be
judged from the value it gives. The parameter is unknown, so we can’t know the
value the estimator should be giving. If we knew the value of the parameter, we
wouldn’t be using an estimator.

Instead, statistical procedures are evaluated by looking how they perform in the
long run over all possible samples of data, for fixed parameter values over some
range. For instance, we fix the parameter at some value. The estimator depends
on the random sample, so it is considered a random variable having a probability
distribution. This distribution is called the sampling distribution of the estimator,
since its probability distribution comes from taking all possible random samples.
Then we look at how the estimator is distributed around the parameter value. This is
called sample space averaging. Essentially it compares the performance of procedures
before we take any data.

Bayesian procedures consider the parameter to be a random variable, and its
posterior distribution is conditional on the sample data that actually occurred, not all
those samples that were possible but did not occur. However, before the experiment,
we might want to know how well the Bayesian procedure works at some specific
parameter values in the range.

To evaluate the Bayesian procedure using sample space averaging, we have to
consider the parameter to be both a random variable and a fixed but unknown value
at the same time. We can get past the apparent contradiction in the nature of the
parameter because the probability distribution we put on the parameter measures
our uncertainty about the true value. It shows the relative belief weights we give to
the possible values of the unknown parameter! After looking at the data, our belief
distribution over the parameter values has changed. This way we can think of the
parameter as a fixed, but unknown, value at the same time as we think of it being
a random variable. This allows us to evaluate the Bayesian procedure using sample
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space averaging. This is called pre-posterior analysis because it can be done before
we obtain the data.

In Chapter 4, we will find out that the laws of probability are the best way to model
uncertainty. Because of this, Bayesian procedures will be optimal in the post-data
setting, given the data that actually occurred. In Chapters 9 and 11, we will see
that Bayesian procedures perform very well in the pre-data setting when evaluated
using pre-posterior analysis. In fact, it is often the case that Bayesian procedures
outperform the usual frequentist procedures even in the pre-data setting.

Monte Carlo studies are a useful way to perform sample space averaging. We draw
a large number of samples randomly using the computer and calculate the statistic
(frequentist or Bayesian) for each sample. The empirical distribution of the statistic
(over the large number of random samples) approximates its sampling distribution
(over all possible random samples). We can calculate statistics such as mean and
standard deviation on this Monte Carlo sample to approximate the mean and standard
deviation of the sampling distribution. Some small-scale Monte Carlo studies are
included as exercises.

1.4 PURPOSE AND ORGANIZATION OF THIS TEXT

A very large proportion of undergraduates are required to take a service course in
statistics. Almost all of these courses are based on frequentist ideas. Most of them
don’t even mention Bayesian ideas. As a statistician, I know that Bayesian methods
have great theoretical advantages. I think we should be introducing our best students
to Bayesian ideas, from the beginning. There aren’t many introductory statistics text
books based on the Bayesian ideas. Some other texts include Berry (1996), Press
(1989), and Lee (1989).

This book aims to introduce students with a good mathematics background to
Bayesian statistics. It covers the same topics as a standard introductory statistics
text, only from a Bayesian perspective. Students need reasonable algebra skills to
follow this book. Bayesian statistics uses the rules of probability, so competence
in manipulating mathematical formulas is required. Students will find that general
knowledge of calculus is helpful in reading this book. Specifically they need to know
that area under a curve is found by integrating, and that a maximum or minimum of a
continuous differentiable function is found where the derivative of the function equals
zero. However, the actual calculus used is minimal. The book is self-contained with
a calculus appendix that students can refer to.

Chapter 2 introduces some fundamental principles of scientific data gathering
to control the effects of unidentified factors. These include the need for drawing
samples randomly, along with some random sampling techniques. The reason why
there is a difference between the conclusions we can draw from data arising from an
observational study and from data arising from a randomized experiment is shown.
Completely randomized designs and randomized block designs are discussed.
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Chapter 3 covers elementary methods for graphically displaying and summarizing
data. Often a good data display is all that is necessary. The principles of designing
displays that are true to the data are emphasized.

Chapter 4 shows the difference between deduction and induction. Plausible rea-
soning is shown to be an extension of logic where there is uncertainty. It turns out that
plausible reasoning must follow the same rules as probability. The axioms of prob-
ability are introduced and the rules of probability, including conditional probability
and Bayes’ theorem are developed.

Chapter 5 covers discrete random variables, including joint and marginal discrete
random variables. The binomial, hypergeometric, and Poisson distributions are
introduced, and the situations where they arise are characterized.

Chapter 6 covers Bayes’ theorem for discrete random variables using a table. We
see that two important consequences of the method are that multiplying the prior by
a constant, or that multiplying the likelihood by a constant do not affect the resulting
posterior distribution. This gives us the "proportional form" of Bayes’ theorem.
We show that we get the same results when we analyze the observations sequentially
using the posterior after the previous observation as the prior for the next observation,
as when we analyze the observations all at once using the joint likelihood and the
original prior. We demonstrate Bayes’ theorem for binomial observations with a
discrete prior and for Poisson observations with a discrete prior.

Chapter 7 covers continuous random variables, including joint, marginal, and con-
ditional random variables. The beta, gamma, and normal distributions are introduced
in this chapter.

Chapter 8 covers Bayes’ theorem for the population proportion (binomial) with a
continuous prior. We show how to find the posterior distribution of the population
proportion using either a uniform prior or a beta prior. We explain how to choose a
suitable prior. We look at ways of summarizing the posterior distribution.

Chapter 9 compares the Bayesian inferences with the frequentist inferences. We
show that the Bayesian estimator (posterior mean using a uniform prior) has better
performance than the frequentist estimator (sample proportion) in terms of mean
squared error over most of the range of possible values. This kind of frequentist
analysis is useful before we perform our Bayesian analysis. We see the Bayesian
credible interval has a much more useful interpretation than the frequentist confidence
interval for the population proportion. One-sided and two-sided hypothesis tests using
Bayesian methods are introduced.

Chapter 10 covers Bayes’ theorem for the Poisson observations with a continuous
prior. The prior distributions used include the poisitive uniform, the Jeffreys’ prior,
and the gamma prior. Bayesian inference for the Poisson parameter using the resulting
posterior include Bayesian credible intervals and two-sided tests of hypothesis, as
well as one-sided tests of hypothesis.

Chapter 11 covers Bayes’ theorem for the mean of a normal distribution with
known variance. We show how to choose a normal prior. We discuss dealing
with nuisance parameters by marginalization. The predictive density of the next
observation is found by considering the population mean a nuisance parameter and
marginalizing it out.
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Chapter 12 compares Bayesian inferences with the frequentist inferences for the
mean of a normal distribution. These comparisons include point and interval estima-
tion, and hypothesis tests including both the one-sided and the two-sided cases.

Chapter 13 shows how to perform Bayesian inferences for the difference between
normal means and how to perform Bayesian inferences for the difference between
proportions using the normal approximation.

Chapter 14 introduces the simple linear regression model and shows how to
perform Bayesian inferences on the slope of the model. The predictive distribution
of the next observation is found by considering both the slope and intercept to be
nuisance parameters and marginalizing them out.

Chapter 15 introduces Bayesian inference for the standard deviation o, when we
have a random sample of normal observations with known mean u. This chapter
is at a somewhat higher level than the previous chapters and requires the use of the
change-of-variable formula for densities. Priors used include positive uniform for
standard deviation, positive uniform for variance, Jeffreys’ prior, and the inverse chi-
squared prior. We discuss how to choose an inverse chi-squared prior that matches
our prior belief about the median. Bayesian inferences from the resulting posterior
include point estimates, credible intervals, and hypothesis tests including both the
one-sided and two-sided cases.

Chapter 16 shows how we can make Bayesian inference robust against a misspeci-
fied prior by using a mixture prior and marginalizing out the mixture parameter. This
chapter is also at a somewhat higher level than the others, but it shows how one of
the main dangers of Bayesian analysis can be avoided.

Main Points

® An association between two variables does not mean that one causes the other.
It may be due to a causal relationship, it may be due to the effect of a third
(lurking) variable on both the other variables, or it may be due to a combination
of a causal relationship and the effect of a lurking variable.

e Scientific method is a method for searching for cause-and-effect relationships
and measuring their strength. It uses controlled experiments, where outside
factors that may affect the measurements are controlled. This isolates the rela-
tionship between the two variables from the outside factors, so the relationship
can be determined.

o Statistical methods extend the scientific method to cases where the outside
factors aren’t identified, and hence can’t be controlled. The principle of ran-
domization is used to statistically control these unidentified outside factors by
averaging out their effects. This contributes to variability in the data.

e We can use the probability model (based on the randomization method) to
measure the uncertainty.
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The frequentist approach to statistics considers the parameter to be a fixed but
unknown constant. The only kind of probability allowed is long-run relative
frequency. These probabilities are only for observations and sample statistics,
given the unknown parameters. Statistical procedures are judged by how they
perform in an infinite number of hypothetical repetitions of the experiment.

The Bayesian approach to statistics allows the parameter to be considered a
random variable. Probabilities can be calculated for parameters as well as
observations and sample statistics. Probabilities calculated for parameters
are interpreted as "degree of belief” and must be subjective. The rules of
probability are used to revise our beliefs about the parameters, given the data.

A frequentist estimator is evalvated by looking at its sampling distribution
for a fixed parameter value and seeing how it is distributed over all possible
repetitions of the experiment.

If we look at the sampling distribution of a Bayesian estimator for a fixed
parameter value, it is called pre-posterior analysis since it can be done prior to
taking the data.

A Monte Carlo study is where we perform the experiment a large number of
times and calculate the statistic for each experiment. We use the empirical
distribution of the statistic over all the samples we took in our study instead of
its sampling distribution over all possible repetitions.
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Scientific Data Gathering

Scientists gather data purposefully, in order to find answers to particular questions.
Statistical science has shown that data should be relevant to the particular questions,
yet be gathered using randomization. The development of methods to gather data
purposefully, yet using randomization, is one of the greatest contributions the field
of statistics has made to the practice of science.

Variability in data solely due to chance can be averaged out by increasing the
sample size. Variability due to other causes cannot be. Statistical methods have been
developed for gathering data randomly, yet relevant to a specific question. These
methods can be divided into two fields. Sample survey theory is the study of methods
for sampling from a finite real population. Experimental design is the study of
methods for designing experiments that focus on the desired factors and that are not
affected by other possibly unidentified ones.

Inferences always depend on the probability model which we assume generated
the observed data being the correct one. When data are not gathered randomly, there
is a risk that the observed pattern is due to lurking variables that were not observed,
instead of being a true reflection of the underlying pattern. In a properly designed
experiment, treatments are assigned to subjects in such a way as to reduce the effects
of any lurking variables that are present, but unknown to us.

When we make inferences from data gathered according to a properly designed
random survey or experiment, the probability model for the observations follows
from the design of the survey or experiment, and we can be confident that it is
correct. This puts our inferences on a solid foundation. On the other hand, when we
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make inferences from data gathered from a nonrandom design, we don’t have any
underlying justification for the probability model, we just assume it is true! There is
the possibility the assumed probability model for the observations is not correct, and
our inferences will be on shaky ground.

2.1 SAMPLING FROM A REAL POPULATION

First, we will define some fundamental terms.

e Population. The entire group of objects or people the investigator wants
information about. For instance, the population might consist of New Zealand
residents over the age of eighteen. Usually we want to know some specific
attribute about the population. Each member of the population has a number
associated with it, for example, his/her annual income. Then we can consider
the model population to be the set of numbers for each individual in the
real population. Our model population would be the set of incomes of all
New Zealand residents over the age of eighteen. We want to learn about the
distribution of the population. Specifically, we want information about the
population parameters, which are numbers associated with the distribution of
the population, such as the population mean, median, and standard deviation.
Often it is not feasible to get information about all the units in the population.
The population may be too big, or spread over too large an area, or it may cost
too much to obtain data for the complete population. So we don’t know the
parameters because it is infeasible to calculate them.

e Sample. A subset of the population. The investigator draws one sample from
the population and gets information from the individuals in that sample. Sample
statistics are calculated from sample data. They are numerical characteristics
that summarize the distribution of the sample, such as the sample mean, median,
and standard deviation. A statistic has a similar relationship to a sample that a
parameter has to a population. However, the sample is known, so the statistic
can be calculated.

o Statistical inference. Making a statement about population parameters on basis
of sample statistics. Good inferences can be made if the sample is representative
of the population as a whole! The distribution of the sample must be similar
to the distribution of the population from which it came! Sampling bias, a
systematic tendency to collect a sample which is not representative of the
population, must be avoided. It would cause the distribution of the sample to
be dissimilar to that of the population, and thus lead to very poor inferences.

Even if we are aware of something about the population and try to represent it in
the sample, there is probably some other factors in the population that we are unaware
of, and the sample would end up being nonrepresentative in those factors.

Example 1 Suppose we are interested in estimating the proportion of Hamilton
voters who approve the Hamilton City Council’s financing a new rugby stadium. We
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decide to go downtown one lunch break and draw our sample from people passing
by. We might decide that our sample should be balanced between males and females
the same as the voting age population. We might get a sample evenly balanced
between males and females, but not be aware that the people we interview during the
day are mainly those on the street during working hours. Office workers would be
overrepresented, while factory workers would be underrepresented. There might be
other biases inherent in choosing our sample this way, and we might not have a clue
as to what these biases are. Some groups would be systematically underrepresented,
and others systematically overrepresented. We can’t make our sample representative
for classifications we don’t know.

Surprisingly, random samples give more representative samples than any nonran-
dom method such as quota samples or judgment samples. They not only minimize
the amount of error in the inference, they also allow a (probabilistic) measurement
of the error that remains.

Simple Random Sampling (without Replacement)

Simple random sampling requires a sampling frame , which is a list of the population
numbered from 1 to N. A sequence of n random numbers are drawn from the
numbers 1 to N. Each time a number is drawn, it is removed from consideration, so
it cannot be drawn again. The items on the list corresponding to the chosen numbers
are included in the sample. Thus, at each draw, each item not yet selected has an
equal chance of being selected. Every item has equal chance of being in the final
sample. Furthermore, every possible sample of the required size is equally likely.

Suppose we are sampling from the population of registered voters in a large city.
It is likely that the proportion of males in the sample is close o the proportion of
males in the population. Most samples are near the correct proportions, however, we
are not certain to get the exact proportion. All possible samples of size n are equally
likely, including those that are not representative with respect to sex.

Stratified Random Sampling

Since we know what the proportions of males and females are from the voters list,
we should take that information into account in our sampling method. In stratified
random sampling, the population is divided into subpopulations called strata. In our
case this would be males and females. The sampling frame would be divided into
separate sampling frames for the two strata. A simple random sample is taken from
each stratum where each stratum sample size is proportional to stratum size. Every
item has equal chance of being selected. And every possible sample that has each
stratum represented in the correct proportions is equally likely. This method will give
us samples that are exactly representative with respect to sex. Hence inferences from
these type samples will be more accurate than those from simple random sampling
when the variable of interest has different distributions over the strata. If the variable
of interest is the same for all the strata, stratified random sampling will be no more
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(and no less) accurate than simple random sampling. Stratification has no potential
downside as far as accuracy of the inference. However, it is more costly, as the
sampling frame has to be divided into separate sampling frames for each stratum.

Cluster Random Sampling

Sometimes we don’t have a good sampling frame of individuals. In other cases the
individuals are scattered across a wide area. In cluster random sampling, we divide
that area into neighborhoods called clusters. Then we make a sampling frame for
clusters. A random sample of clusters is selected. All items in the chosen clusters
are included in the sample. This is very cost effective because the interviewer won’t
have as much travel time between interviews. The drawback is that items in a cluster
tend to be more similar than items in different clusters. For instance, people living
in the same neighborhood usually come from the same economic level because the
houses were built at the same time and in the same price range. This means that each
observation gives less information about the population parameters. It is less efficient
in terms of sample size. However, often it is very cost effective, since getting a larger
sample is usually cheaper by this method.

Nonsampling Errors in Sample Surveys

Errors can arise in sample surveys or in a complete population census for reasons
other than the sampling method used. These nonsampling errors include response
bias; the people who respond may be somewhat different than those who do not
respond. They may have different views on the matters surveyed. Since we only
get observations from those who respond, this difference would bias the results. A
well-planned survey will have callbacks, where those in the sample who haven’t
responded will be contacted again, in order to get responses from as many people
in the original sample as possible. This will entail additional costs, but is important
as we have no reason to believe that nonrespondents have the same views as the
respondents. Errors can also arise from poorly worded questions. Survey questions
should be trialed in a pilot study to determine if there is any ambiguity.

Randomized Response Methods

Social science researchers and medical researchers often wish to obtain information
about the population as a whole, but the information that they wish to obtain is
sensitive to the individuals who are surveyed. For instance, the distribution of the
number of sex partners over the whole population would be indicative of the overall
population risk for sexually transmitted diseases. Individuals surveyed may not wish
to divulge this sensitive personal information. They might refuse to respond, or even
worse, they could give an untruthful answer. Either way, this would threaten the
validity of the survey results. Randomized response methods have been developed
to get around this problem. There are two questions, the sensitive question and the
dummy question. Both questions have the same set of answers. The respondent uses
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a randomization that selects which question he or she answers, and also the answer
if the dummy question is selected. Some of the answers in the survey data will be to
the sensitive question and some will be to the dummy question. The interviewer will
not know which is which. However, the incorrect answers are entering the data from
known randomization probabilities. This way, information about the population can
be obtained without actually knowing the personal information of the individuals
surveyed, since only that individual knows which question he or she answered.
Bolstad, Hunt, and McWhirter (2001) describe a Sex, Drugs, and Rock & Roll Survey
that gets sensitive information about a population (Introduction to Statistics class)
using randomized response methods.

22 OBSERVATIONAL STUDIES AND DESIGNED EXPERIMENTS

The goal of scientific inquiry is to gain new knowledge about the cause-and-effect
relationship between a factor and a response variable. We gather data to help us
determine these relationships and to develop mathematical models to explain them.
The world is complicated. There are many other factors that may affect the response.
We may not even know what these other factors are. If we don’t know what they
are, we cannot control them directly. Unless we can control them, we can’t make
inferences about cause and effect relationships! Suppose, for example, we want to
study a herbal medicine for its effect on weight loss. Each person in the study is
an experimental unit. There is great variability between experimental units, because
people are all unique individuals with their own hereditary body chemistry and dietary
and exercise habits. The variation among experimental units makes it more difficult
to detect the effect of a treatment. Figure 2.1 shows a collection of experimental units.
The degree of shading shows they are not the same with respect to some unidentified
variable. The response variable in the experiment may depend on that unidentified
variable, which could be a lurking variable in the experiment.

Observational Study

If we record the data on a group of subjects that decided to take the herbal medicine
and compared that with data from a control group who did not, that would be an
observational study. The treatments have not been randomly assigned to treatment
and control group. Instead they self-select. Even if we observe a substantial difference
between the two groups, we cannot conclude that there is a causal relationship from an
observational study. We can’t rule out that the association was due to an unidentified
lurking variable. In our study, those who took the treatment may have been more
highly motivated to lose weight than those who did not. Or there may be other factors
that differed between the two groups. Any inferences we make on an observational
study are dependent on the assumption that there are no differences between the
distribution of the units assigned to the treatment groups and the control group. We
can’t know whether this assumption is actually correct in an observational study.
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Figure 2.1 Variation among experimental units.

Designed Experiment

We need to get our data from a designed experiment if we want to be able to
make sound inferences about cause-and-effect relationships. The experimenter uses
randomization to decide which subjects get into the treatment group(s) and control
group respectively. For instance, he/she uses a table of random numbers, or flips a
coin.

We are going to divide the experimental units into four treatment groups (one of
which may be a control group). We must ensure that each group gets a similar range
of units. If we don’t, we might end up attributing a difference between treatment
groups to the different treatments, when in fact it was due to the lurking variable and
a biased assignment of experimental units to treatment groups.

Completely randomized design. We will randomly assign experimental units
to groups so that each experimental unit is equally likely to go to any of the groups.
Each experimental unit will be assigned (nearly) independently of other experimental
units. The only dependence between assignments is that having assigned one unit to
treatment group 1 (for example), the probability of the other unit being assigned to
group 1 is slightly reduced because there is one less place in group 1. This is known
as a completely randomized design. Having a large number of (nearly) independent
randomizations ensures that the comparisons between treatment groups and control
group are fair since all groups will contain a similar range of experimental units.
Units having high values and units having low values of the lurking variable will be
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Figure 2.2 Completely randomized design. Units have been randomly assigned to four
treatment groups.

in all treatment groups in similar proportions. In Figure 2.2 we see the four treatment
groups have similar range of experimental units with respect to the unidentified
lurking variable.

The randomization averages out the differences between experimental units as-
signed to the groups. The expected value of the lurking variable is the same for all
groups, because of the randomization. The average value of the lurking variable for
each group will be close to its mean value in the population because there are a large
number of independent randomizations. The larger the number of units in the exper-
iment, the closer the average values of the lurking variable in each group will be to
its mean value in the population. If we find an association between the treatment and
the response, it will be unlikely that the association was due to any lurking variable.
For a large-scale experiment, we can effectively rule out any lurking variable and
conclude that the association was due to the effect of different treatments.

Randomized block design. If we identify a variable, we can control for it
directly. It ceases to be a lurking variable. One might think that using judgment
about assigning experimental units to the treatment and control groups would lead
to similar range of units being assigned to them. The experimenter could get similar
groups according to the criterion (identified variable) he/she was using. However,
there would be no protection against any other lurking variable that hadn’t been
considered. We can’t expect it to be averaged out if we haven’t done the assignments
randomly!
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Figure 2.3 Similar units have been put into blocks.

Any prior knowledge we have about the experimental units should be used before
the randomization. Units that have similar values of the identified variable should
be formed into blocks. This is shown in Figure 2.3. The experimental units in each
block are similar with respect to that variable. Then the randomization is be done
within blocks. One experimental unit in each block is randomly assigned to each
treatment group. The blocking controls that particular variable, as we are sure all
units in the block are similar, and one goes to each treatment group. By selecting
which one goes to each group randomly, we are protecting against any other lurking
variable by randomization. It is unlikely that any of the treatment groups was unduly
favored or disadvantaged by the lurking variable. On the average, all groups are
treated the same. Figure 2.4 shows the treatment groups found by a randomized
block design. We see the four treatment groups are even more similar than those
from the completely randomized design.

For example, if we wanted to determine which of four varieties of wheat gave
better yield, we would divide the field into blocks of four adjacent plots because plots
that are adjacent are more similar in their fertility than plots that are distant from
each other. Then within each block, one plot would be randomly assigned to each
variety. This randomized block design ensures that the four varieties each have been
assigned to similar groups of plots. It protects against any other lurking variable, by
the within-block randomization.
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Figure 2,4 Randomized block design. One unit in each block randomly assigned to each
treatment group. Randomizations in different blocks are independent of each other.

When the response variable is related to the trait we are blocking on, the blocking
will be effective, and the randomized block design will lead to more precise inferences
about the yields than a completely randomized design with the same number of plots.
This can be seen by comparing the treatment groups from the completely randomized
design shown in Figure 2.2 with the treatment groups from the randomized block
design shown in Figure 2.4. The treatment groups from the randomized block design
are more similar than those from the completely randomized design.

Main Points

e Population. The entire set of objects or people that the study is about. Each
member of the population has a number associated with it, so we often consider
the population as a set of numbers. We want to know about the distribution of
these numbers.

e Sample. The subset of the population from which we obtain the numbers.

e Parameter. A number that is a characteristic of the population distribution,
such as the mean, median, standard deviation, and interquartile range of the
whole population.

e Statistic. A number that is a characteristic of the sample distribution, such as
the mean, median, standard deviation, and interquartile range of the sample.
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o Statistical inference. Making a statement about population parameters on the
basis of sample statistics.

o Simple random sampling. At each draw every item that has not already been
drawn has an equal chance of being chosen to be included in the sample.

e Stratified random sampling. The population is partitioned into subpopulations
called strata, and simple random samples are drawn from each stratum where
the stratum sample sizes are proportional to the stratum proportions in the
population. The stratum samples are combined to form the sample from the
population.

o Cluster random sampling. The area the population lies in is partitioned into
areas called clusters. A random sample of clusters is drawn, and all members
of the population in the chosen clusters are included in the sample.

e Randomized response methods. These allow the respondent to randomly de-
termine whether to answer a sensitive question or the dummy question, which
both have the same range of answers. Thus the respondents personal informa-
tion is not divulged by the answer, since the interviewer does not know which
question it applies to.

e Observational study. The researcher collects data from a set of experimental
units not chosen randomly, or not allocated to experimental or control group
by randomization. There may be lurking variables due to the lack of random-
ization.

o Designed experiment. The researcher allocates experimental units to the treat-
ment group(s) and control group by some form of randomization.

o Completely randomized design. The researcher randomly assigns the units
into the treatment groups (nearly) independently. The only dependence is the
constraint that the treatment groups are the correct size.

® Randomized block design. The researcher first groups the units into blocks
which contain similar units. Then the units in each block are randomly as-
signed, one to each group. The randomizations in separate blocks are per-
formed independent of each other.

Monte Carlo Exercises

2.1 Monte Carlo study comparing methods for random sampling. We will
use a Monte Carlo computer simulation to evaluate the methods of random
sampling. Now, if we want to evaluate a method, we need to know how it does
in the long run. In a real-life situation, we can’t judge a method by the sample
estimate it gives, because if we knew the population parameter, we would not
be taking a sample and estimating it with a sample statistic.
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One way to evaluate a statistical procedure is to evaluate the sampling distri-
bution which summarizes how the estimate based on that procedure varies in
the long run (over all possible random samples) for a case when we know the
population parameters. Then we can see how closely the sampling distribution
is centered around the true parameter. The closer it is, the better the statistical
procedure, and the more confidence we will have in it for realistic cases when
we don’t know the parameter.

If we use computer simulations to run a large number of hypothetical repetitions
of the procedure with known parameters, this is known as a Monte Carlo study
named after the famous casino. Instead of having the theoretical sampling
distribution, we have the empirical distribution of the sample statistic over
those simulated repetitions. We judge the statistical procedure by seeing how
closely the empirical distribution of the estimator is centered around the known
parameter.

The population. Suppose there is a population made up of 100 individuals,
and we want to estimate the mean income of the population from a random
sample of size 20. The individuals come from three ethnic groups with pop-
ulation proportions of 40%, 40%, and 20%, respectively. There are twenty
neighborhoods, and five individuals live in each one. Now, the income dis-
tribution may be different for the three ethnic groups. Also, individuals in
the same neighborhood tend to be more similar than individuals in different
neighborhoods.

Details about the population are contained in the Minitab worksheet sscsam-
ple.mtw. Each row contains the information for an individual. Column 1
contains the income, column 2 contains the ethnic group, and column 3 con-
tains the neighborhood. Compute the mean income for the population. That
will be the true parameter value that we are trying to estimate.

In the Monte Carlo study we will approximate the sampling distribution of the
sample means for three types of random sampling, simple random sampling,
stratified random sampling, and cluster random sampling. We do this by draw-
ing a large number (in this case 200) random samples from the population using
each method of sampling, calculating the sample mean as our estimate. The
empirical distribution of these 200 sample means approximates the sampling
distribution of the estimate.

(a) Display the incomes for the three ethnic groups (strata) using boxplots on
the same scale. Compute the mean income for the three ethnic groups.
Do you see any difference between the income distributions?

(b) Draw 200 random samples of size 20 from the population using simple
random sampling using sscsample.mac and put the output in columns
¢6—9. Details of how to use this macro are in Appendix C. Answer the
following questions from the output:

i. Does simple random sampling always have the strata represented in
the correct proportions?
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ii.

iii.

On the average, does simple random sampling give the strata in their
correct proportions?

Does the mean of the sampling distribution of the sample mean for
simple random sampling appear to be close enough to the population
mean that we can consider the difference to be due to chance alone?
{We only took 200 samples, not all possible samples.)

(c) Draw 200 stratified random samples using the macro and store the output
in c11-c14. Answer the following questions from the output:

i.

1ii.

Does stratified random sampling always have the strata represented
in the correct proportions?

. On the average, does stratified random sampling give the strata in

their correct proportions?

Does the mean of the sampling distribution of the sample mean
for stratified random sampling appear to be close enough to the
population mean that we can consider the difference to be due to
chance alone? (We only took 200 samples, not all possible samples.)

(d) Draw 200 cluster random samples using the macro and put the output in
columns c16—19. Answer the following questions from the output:

i.

iii.

Does cluster random sampling always have the strata represented in
the correct proportions?

. On the average, does cluster random sampling give the strata in their

correct proportions?

Does the mean of the sampling distribution of the sample mean for
cluster random sampling appear to be close enough to the population
mean that we can consider the difference to be due to chance alone?
(We only took 200 samples, not all possible samples.)

(e) Compare the spreads of the sampling distributions (standard deviation
and interquartile range). Which method of random sampling seems to be
more effective in giving sample means more concentrated about the true
mean?

(f) Give reasons for this.

2.2 Monte Carlo study comparing completely randomized design and ran-

domized block design. Often we want to set up an experiment to determine
the magnitude of several treatment effects. We have a set of experimental units
that we are going to divide into treatment groups. There is variation among
the experimental units in the underlying response variable that we are going to
measure. We will assume that we have an additive model where each of the
treatments has a constant effect. That means the measurement we get for an
experimental unit 7 given treatment j will be the underlying value for unit ¢
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plus the effect of the treatment for the treatment it receives:
Yig = u; + Ty,

where u; is the underlying value for experimental unit 7 and T is the treatment
effect for treatment j. The assignment of experimental units to treatment
groups is crucial.

There are two things that the assignment of experimental units into treatment
groups should deal with. First, there may be a "lurking variable" that is
related to the measurement variable, either positively or negatively. If we
assign experimental units that have high values of that lurking variable into
one treatment group, that group will be either advantaged or disadvantaged,
depending if there is a positive or negative relationship. We would be quite
likely to conclude that treatment is good or bad relative to the other treatments,
when in fact the apparent difference would be due to the effect of the lurking
variable. That is clearly a bad thing to occur. We know that to prevent this,
the experimental units should be assigned to treatment groups according to
some randomization method. On the average, we want all treatment groups to
get a similar range of experimental units with respect to the lurking variable.
Otherwise, the experimental results may be biased.

Second, the variation in the underlying values of the experimental units may
mask the differing effects of the treatments. It certainly makes it harder to
detect a small difference in treatment effects. The assignment of experimental
units into treatment groups should make the groups as similar as possible.
Certainly, we want the group means of the underlying values to be nearly
equal.

The completely randomized design randomly divides the set of experimental
units into treatment groups. Each unit is randomized (almost) independently.
We want to ensure that each treatment group contains equal numbers of units.
Every assignment that satisfies this criterion is equally likely. This design does
not take the values of the other variable into account. It remains a possible
lurking variable.

The randomized block design takes the other variable value into account. First
blocks of experimental units having similar values of the other variable are
formed. Then one unit in each block is randomly assigned to each of the
treatment groups. In other words, randomization occurs within blocks. The
randomizations in different blocks are done independently of each other. This
design makes use of the other variable. It ceases to be a lurking variable and
becomes the blocking variable.

In this assignment we compare the two methods of randomly assigning exper-
imental units into treatment groups. Each experimental unit has an underlying
value of the response variable and a value of another variable associated with
it. (If we don’t take the other variable in account, it will be a lurking variable.)
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We will run a small-scale Monte Carlo study to compare the performance of
these two designs in two situations.

(a) First we will do a small-scale Monte Carlo study of 500 random as-
signments using each of the two designs when the response variable is
strongly related to the other variable. We let the correlation between them
be k1 = .8. The details of how to use the Minitab macro Xdesign.mac or
the R function Xdesign are in Appendix 3 and Appendix 4, respectively.
Look at the boxplots and summary statistics.

i.

ii.

iii.

iv.

vi.

vil.

viii.

ix.

Does it appear that, on average, all groups have the same underlying
mean value for the other (lurking) variable when we use a completely
randomized design?

Does it appear that, on average, all groups have the same under-
lying mean value for the other (blocking) variable when we use a
randomized block design?

Does the distribution of the other variable over the treatment groups
appear to be the same for the two designs? Explain any difference.
Which design is controlling for the other variable more effectively?
Explain.

. Does it appear that, on average, all groups have the same underlying

mean value for the response variable when we use a completely
randomized design?

Does it appear that, on average, all groups have the same underlying
mean value for the response variable when we use a randomized
block design?

Does the distribution of the response variable over the treatment
groups appear to be the same for the two designs? Explain any
difference.

Which design will give us a better chance for detecting a small
difference in treatment effects? Explain.

Is blocking on the other variable effective when the response variable
is strongly related to the other variable?

(b) Next we will do a small-scale Monte Carlo study of 500 random as-
signments using each of the two designs when the response variable is
weakly related to the other variable. We let the correlation between them
be k1 = .4. Look at the boxplots and summary statistics.

i.

Does it appear that, on average, all groups have the same underlying
mean value for the other (lurking) variable when we use a completely
randomized design?

. Does it appear that, on average, all groups have the same under-

lying mean value for the other (blocking) variable when we use a
randomized block design?
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Does the distribution of the other variable over the treatment groups
appear to be the same for the two designs? Explain any difference.

. Which design is controlling for the other variable more effectively?

Explain.

. Does it appear that, on average, all groups have the same underlying

mean value for the response variable when we use a completely
randomized design?

Does it appear that, on average, all groups have the same underlying
mean value for the response variable when we use a randomized
block design?

Does the distribution of the response variable over the treatment
groups appear to be the same for the two designs? Explain any
difference.

Which design will give us a better chance for detecting a small
difference in treatment effects? Explain.

Is blocking on the other variable effective when the response variable
is strongly related to the other variable?

(c) Next we will do a small-scale Monte Carlo study of 500 random assign-
ments using each of the two designs when the response variable is not
related to the other variable. We let the correlation between them be
k1 = 0. This will make the response variable independent of the other
variable. Look at the boxplots for the treatment group means for the other
variable.

iii.

iv.

vi.

. Does it appear that, on average, all groups have the same underlying

mean value for the other (lurking) variable when we use a completely
randomized design?

. Does it appear that, on average, all groups have the same under-

lying mean value for the other (blocking) variable when we use a
randormized block design?

Does the distribution of the other variable over the treatment groups
appear to be the same for the two designs? Explain any difference.

Which design is controlling for the other variable more effectively?
Explain.

. Does it appear that, on average, all groups have the same underlying

mean value for the response variable when we use a completely
randomized design?

Does it appear that, on average, all groups have the same underlying
mean value for the response variable when we use a randomized
block design?
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vii.

viii.

ix.

Does the distribution of the response variable over the treatment
groups appear to be the same for the two designs? Explain any
difference.

Which design will give us a better chance for detecting a small
difference in treatment effects? Explain.

Is blocking on the other variable effective when the response variable
is independent from the other variable?

. Can we lose any effectiveness by blocking on a variable that is not

related to the response?



Displaying and
Summarizing Data

We use statistical methods to extract information from data and gain insight into
the underlying process that generated the data. Frequently our data set consists of
measurements on one or more variables over the experimental units in one or more
samples. The distribution of the numbers in the sample will give us insight into the
distribution of the numbers for the whole population.

It is very difficult to gain much understanding by looking at a set of numbers. Our
brains were not designed for that. We need to find ways to present the data that allow
us to note the important features of the data. The visual processing system in our brain
enables us to quickly perceive the overview we want, when the data are represented
pictorially in a sensible way. They say a picture is worth a thousand words. That
is true, provided the we have the correct picture. If the picture is incorrect, we can
mislead ourselves and others very badly!

3.1 GRAPHICALLY DISPLAYING A SINGLE VARIABLE

Often our data set consists of a set of measurements on a single variable for a single
sample of subjects or experimental units. We want to get some insight into the
distribution of the measurements of the whole population. A visual display of the
measurements of the sample helps with this.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Table 3.1 Earth density measurements by Cavendish

550 561 488 507 526 555 536 529 558 5.65
557 553 562 529 544 534 579 510 527 539
542 547 563 534 546 530 575 568 585

5.0 5.2 5.4 5.6 5.8

Figure 3.1 Dotplot of Earth density measurements by Cavendish.

Example 2 In 1798 the English scientist Cavendish performed a series of 29 mea-
surements on the density of the Earth using a torsion balance. This experiment and
the data set are described by Stigler (1977). Table 3.1 contains the 29 measurements.

Dotplot

A dotplot is the simplest data display for a single variable. Each observation is rep-
resented by a dot at its value along horizontal axis. This shows the relative positions
of all the observation values. It is easy to get a general idea of the distribution of the
values. Figure 3.1 shows the dotplot of Cavendish’s Earth density measurements.

Boxplot (Box-and-Whisker Plot)

Another simple graphical method to summarize the distribution of the data is to form
a boxplot. First we have to sort and summarize the data.

Originally, the sample values are y1, - - -, y,. The subscript denotes the order (in
time) the observation was taken, y; is the first, y» is the second, and so on up to yn,
which is last. When we order the sample values by size from smallest to largest we
get the order statistics. They are denoted y(1}, - - - , Y[n), Where yjy] is the smallest, y(o)
is the second smallest, on up to the largest y;,). We divide the ordered observations
into quarters with the quartiles. @1, the lower quartile, is the value that 25% of the
observations are less than or equal to it, and 75% or more of the observations are
greater than or equal to it. ()2, the middle quartile, is the value that 50% or more of
the observations are less than or equal to it, and 50% or more of the observations are
greater than or equal to it. Q5 is also known as the sample median. Similarly Qs, the
upper quartile is the value that 75% of the observations are less than or equal to it,
and 25% of the observations are greater than or equal to it. We can find these from
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the order statistics:

Q1= y[_n%] s
Q? = y[,n;_l] )
Qs = Yppentn -

If the subscripts are not integers, we take the weighted average of the two closest
order statistics. For example, Cavendish’s Earth density data n = 29,

Q1 =y 5.
This is halfway between the 7t* and 8" order statistics, so
Q1 =3 %Xy +iXyg -

The five number summary of a data set is yp), @1, @2, @3, Ym)- This gives the
minimum, the three quartiles, and the maximum of the observations. The boxplot
or box-and-whisker plot is a pictorial way of representing the five number summary.
The steps are:

e Draw and label an axis.

e Draw a box with ends at the first and third quartiles.

Draw a line through the box at the second quartile (median).

Draw a line (whisker) from the lower quartile to the lowest observation, and
draw a line (whisker) from the upper quartile to the highest observation.

Warning: Minitab extends the whiskers only to a maximum length of 1.5 x
the interquartile range. Any observation further out than that is identified with
an asterisk (*) to indicate the observation may be an outlier. This can seriously
distort the picture of the sample, because the criterion does not depend on the
sample size. A large sample can look very heavy-tailed because the asterisks
show that there are many possibly outlying values, when the proportion of
outliers is well within the normal range. In Exercise 6, we show how this
distortion works and how we can control it by editing the outlier symbol in the
Minitab boxplot.

The boxplot divides the observations into quarters. It shows you a lot about the
shape of the data distribution. Examining the length of the whiskers compared to the
box length shows whether the data set has light, normal, or heavy tails. Comparing
the lengths of the whiskers show whether the distribution of the data appears to be
skewed or symmetric. Figure 3.2 shows the boxplot for Cavendish’s Earth density
measurements. It shows that the data distribution is fairly symmetric but with a
slightly longer lower tail.
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Figure 3.2 Boxplot of Earth density measurements by Cavendish.

Stem-and-Leaf Diagram

The stem-and-leaf diagram is a quick and easy way of extracting information about
the distribution of a sample of numbers. The stem represents the leading digit(s) to a
certain depth (power of 10) of each data item, and the leaf represents the next digit of
the data item. A stem-and-leaf diagram can be constructed by hand for a small data
set. It is often the first technique used on a set of numbers. The steps are

e Draw a vertical axis (stem) and scale it for the stem units. Always use a linear
scale!

e Plot leaf for the next digit. We could round off the leaf digit, but usually we
don’t bother if we are doing it by hand. In any case, we may have lost some
information by rounding off or by truncating.

¢ Order the leaves with the smallest near stem to the largest farthest away.
o State the leaf unit on your diagram.

The stem-and-leaf plot gives a picture of the distribution of the numbers when we
turn it on its side. It retains the actual numbers to within the accuracy of the leaf
unit. We can find the order statistics counting up from the lower end. This helps
to find the quartiles and the median. Figure 3.3 shows a stem-and-leaf diagram for
Cavendish’s Earth density measurements. We use a two-digit stem, units and tenths,
and a one-digit leaf, hundredths.
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Figure 3.3 Stem-and-leaf plot for Cavendish’s Earth density measurements.

There are 29 measurements. We can count down to the X 2041 = X5 to find that
the median is 5.46. We can count down to X i = X71. Thus the first quartile
Q1= 3 X X7+ } x Xg whichis 5.295

Frequency Table

Another main approach to simplify a set of numbers is to put it in a frequency table.
This is sometimes referred to as binning the data. The steps are:

e Partition possible values into nonoverlapping groups (bins). Usually we use
equal width groups. However, this is not required.

e Put each item into the group it belongs in.
¢ Count the number of items in each group.

Frequency tables are a useful tool for summarizing data into an understandable form.
There is a trade-off between the loss of information in our summary, and the ease of
understanding the information that remains. We have lost information when we put
a number into a group. We know it lies between the group boundaries, but its exact
value is no longer known. The fewer groups we use, the more concise the summary,
but the greater loss of information. If we use more groups we lose less information,
but our summary is less concise and harder to grasp. Since we no longer have the
information about exactly where each value lies in a group, it seems logical that the
best assumption we can then make is that each value in the group is equally possible.
The Earth density measurements made by Cavendish are shown as a frequency table
in Table 3.2.

If there are two many groups, some of them may not contain any observations.
In that case, it is better to lump two or more adjacent groups into a bigger one to
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Table 3.2 Frequency table of Earth density measurements by Cavendish

Boundaries Frequency
4.80 <z <5.00 1

5.00 < x <5.20
520 <z <540
540 <z < 5.60
5.60 <z <5.80
5.80 <z <6.00

— =~ \O \C N

get some observations in every group. There are two ways to show the data in a
frequency table pictorially. They are histograms and cumulative frequency polygons.

Histogram

This is the most common way to show the distribution of data in the frequency table.
The steps for constructing a histogram are:

e Put group boundaries on horizontal axis drawn on a linear scale.

o Draw arectangular bar for each group where the area of bar is proportional to
the frequency of that group. For example, this means that if a group is twice
as wide as the others, its height is half that group’s frequency. The bar is flat
across the top to show our assumption that each value in the group is equally
possible.

e Do not put any gaps between the bars if the data are continuous.

o The scale on the vertical axis is density, which is group frequency divided by
group width. When the groups have equal width, the scale is proportional to
frequency, or relative frequency, and they could be used instead of density.
This is not true if unequal width groups are used. It is not necessary to label
the vertical axis on the graph. The shape of the graph is the important thing,
not its vertical scale.

e Warning: If you use unequal group widths in Minitab, you must click on
density in the options dialog box; otherwise, the histogram will have the wrong
shape.

The histogram gives us a picture of how the sample data are distributed. We can see
the shape of the distribution and relative tail weights. We look at it as representing
a picture of the underlying population the sample came from. This underlying
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population distribution! would generally be reasonably smooth. There is always a
trade-off between too many and too few groups. If we use too many groups, the
histogram has a "saw tooth" appearance and the histogram is not representing the
population distribution very well. If we use too few groups, we lose details about the
shape. Figure 3.4 shows histogram of the Earth density measurements by Cavendish
using 12, 6, and 4 groups, respectively. This illustrates the trade-off between too
many and too few groups. We see that the histogram with 12 groups has gaps and
a saw-tooth appearance. The histogram with 6 groups gives a better representation
of the underlying distribution of Earth density measurements. The histogram with 4
groups has lost too much detail. The last histogram has unequal width groups. The
height of the wider bars is shortened to keep the area proportional to frequency.

Cumulative Frequency Polygon

The other way for displaying the data from a frequency table is to construct a
cumulative frequency polygon, sometimes called an ogive. It is particularly useful
because you can estimate the median and quartiles from the graph. The steps are:

e Group boundaries on horizontal axis drawn on a linear scale.
e Frequency or percentage shown on vertical axis.
o Plot (lower boundary of lowest class, 0).

o For each group, plot (upper class boundary, cumulative frequency). We don’t
know the exact value of each observation in the group. However, we do know
that all the values in a group must be less than or equal to the upper boundary.

¢ Join the plotted points with a straight line. Joining them with a straight line
shows that we consider each value in the group to be equally possible.

We can estimate the median and quartiles easily from the graph. To find the median,
go up to 50% on the vertical scale and then draw a horizontal line across to the
cumulative frequency polygon, and then a vertical line down to the horizontal axis.
The value where it hits the axis is the estimate of the median. Similarly, to find
the quartiles, go up to 25% or 75%, go across to cumulative frequency polygon,
and go down to horizontal axis to find lower and upper quartile, respectively. The
underlying assumption behind these estimates is that all values in a group are evenly
spread across the group. Figure 3.5 shows the cumulative frequency polygon for the
Earth density measurements by Cavendish.

Uin this case, the population is the set of all possible Earth density measurements that Cavendish could
have obtained from his experiment. This population is theoretical, as each of its elements was only brought
into existence by Cavendish performing the experiment.
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Figure 3.4 Histograms of Earth density measurements by Cavendish with different bound-
aries. Note that the area is always proportional to frequency.
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Figure 3.5 Cumulative frequency polygon of Earth density measurements by Cavendish.

3.2 GRAPHICALLY COMPARING TWO SAMPLES

Sometimes we have the same variable recorded for two samples. For instance, we
may have responses for the treatment group and control group from a randomized
experiment. We want to determine whether or not the treatment has been effective.

Often a picture can clearly show us this, and there is no need for any sophisticated
statistical inference. The key to making visual comparisons between two data samples
is "Don’t compare apples to oranges.” By that, we mean that the pictures for the two
samples must be lined up, and with the same scale. Stacked dotplots and stacked
boxplots, when they are lined up on the same axis, give a good comparison of the
samples. Back-to-back stem-and-leaf diagrams are another good way of comparing
two small data sets. The two samples use common stem, and the leaves from one
sample are on one side of the stem, and the leaves from the other sample are on
the other side of the stem. The leaves of the two sample are ordered, from smallest
closest to stem to largest farthest away. We can put histograms back-to-back or stack
them. We can plot the cumulative frequency polygons for the two samples on the
same axis. If one is always to the left of the other, we can deduce that its distribution
is shifted relative to the other.

All of these pictures can show us whether there are any differences between the
two distributions. For example, do the distributions seem to have the same location
on the number line, or does one appear to be shifted relative to the other? Do the
distributions seem to have the same spread, or is one more spread out than the other?
Are the shapes similar? If we have more than two samples, we can do any of these
pictures that is stacked. Of course, back-to-back ones only work for two samples.

Example 3 Berween 1879 and 1882, scientists were devising experiments for deter-
mining the speed of light. Table 3.3 contains measurements collected by Michelson
in a series of experiments on the speed of light. The first 20 measurements were
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Table 3.3 Michelson’s speed-of-light measurements.®

Michelson (1879) Michelson (1882)

850 740 883 816
900 1070 778 796
930 850 682 711
950 980 611 599
980 880 1051 781
1000 980 578 796
930 650 774 820
760 810 772 696
1000 1000 573 748
960 960 748 797
851 809

723

“Value in table plus 2999000km/s.

Michelson 1882

Michelson 1879

T T T i I
580 680 780 880 980 1080

Figure 3.6 Dotplots of Michelson’s speed-of-light measurements.

made in 1879, and the next 23 supplementary measurements were made in 1882. The
experiment and the data are described in Stigler (1977).

Figure 3.6 shows stacked dotplots for the two data sets. Figure 3.7 shows stacked
boxplots for the two data sets. The true value of the speed of light in the air is
2999710. We see from these plots that there was a systematic error (bias) in the first
series of measurements that was greatly reduced in the second.

Back-to-back stem-and-leaf diagrams are another good way to show the relation-
ship between two data sets. The stem goes in the middle. We put the leaves for one
data set on the right side and put the leaves for the other on the left. The leaves are
ascending order moving away from the stem. Back-to-back stem-and-leaf diagrams
are shown for Michelson’s data in Figure 3.8. The stem is hundreds, and the leaf unit
is 10.
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Figure 3.7 Boxplot of Michelson’s speed-of-light measurements.
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Figure 3.8 Back-to-back stem-and-leaf plots for Michelson’s data.

3.3 MEASURES OF LOCATION

Sometimes we want to summarize our data set with numbers. The most important
aspect of the data set distribution is determining a value that summarizes its location
on the number line. The most commonly used measures of location are the mean and
the median. We will look at each ones’s advantages and disadvantages.

Both the mean and the median are members of the trimmed mean family, which
also includes compromise values between them, depending on the amount of trim-
ming. We do not consider the mode (most common value) to be a suitable measure of
location for the following reasons. For continuous data values, each value is unique
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if we measure it accurately enough. In many cases, the mode is near one end of the
distribution, not the central region. The mode may not be unique.

Mean: Advantages and Disadvantages

The mean is the most commonly used measure of location, because of its simplicity
and its good mathematical properties. The mean of a data set y1, - - -, Y is simply
the arithmetic average of the numbers.

3|

n
1
G o= x>t o= =X+t
i=1

The mean is simple and very easy to calculate. You just make one pass
through the numbers and add them up. Then divide the sum by the size of the sample.

The mean has good mathematical properties. The mean of a sum is the
sum of the means. For example, if y is total income, « is "earned income" (wages and
salaries), v is "unearned income" (interest, dividends, rents), and w is "other income"
(social security benefits and pensions, etc.). Clearly, a persons total income is the
sum of the incomes he or she receives from each source y; = u; + v; + w;. Then

G=0+0+ 0.

So it doesn’t matter if we take the means from each income source and then add them
together to find the mean total income, or add the each individuals incomes from all
sources to get his/her total income and then take the mean of that. We get the same
value either way.

The mean combines well. The mean of a combined set is the weighted average
of the means of the constituent sets, where weights are proportions each constituent
set is to the combined set. For example, the data may come from two sources, males
and females who had been interviewed separately. The overall mean would be the
weighted average of the male mean and the female mean where the weights are the
proportions of males and females in the sample.

The mean is the first moment or center of gravity of the numbers. We
can think of the mean as the balance point if an equal weight was placed at each of the
data points on the (weightless) number line. The mean would be the balance point of
the line. This leads to the main disadvantage of the mean. It is strongly influenced
by outliers. A single observation much bigger than the rest of the observations has a
large effect on the mean. That makes using the mean problematic with highly skewed
data such as personal income. Figure 3.9 shows how the mean is influenced by an
outlier.

Calculating mean for grouped data. When the data have been put in a fre-
quency table, we only know between which boundaries each observation lies. We
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Figure 3.9 The mean as the balance point of the data is affected by moving the outlier.

no longer have the actual data values. In that case there are two assumptions we can
make about the actual values.

1. All values in a group lie at the group midpoint.
2. All the values in a group are evenly spread across the group.

Fortunately, both these assumptions lead us to the same calculation of the mean value.
The total contribution for all the observations in a group is the midpoint times the
frequency under both assumptions.

where n; is the number of observations in the 7" interval, n is the total number of
J J
observations, and m; is the midpoint of the 7t interval.

Median: Advantages and Disadvantages

The median of a set of numbers is the number such that 50% of the numbers are less
than or equal to it, and 50% of the numbers are greater than or equal to it. Finding
the median requires us to sort the numbers. It is the middle number when the sample
size is odd, or it is the average of the two numbers closest to middle when the sample
size is even.
=Yy

The median is not influenced by outliers at all. This makes it very suitable
for highly skewed data like personal income. This is shown in Figure 3.10. However,
it does not have same good mathematical properties as mean. The median of a sum
is not necessarily the sum of the medians. Neither does it have good combining
properties similar to those of the mean. The median of the combined sample is not
necessarily the weighted average of the medians. For these reasons, the median is
not used as often as the mean. It is mainly used for very skewed data such as incomes
where there are outliers which would unduly influence the mean, but don’t affect the
median.
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Figure 3.10 The median as the middle point of the data is not affected by moving the
outlier.

Trimmed mean. We find the trimmed mean with degree of trimming equal to & by
first ordering the observations, then trimming the lower k and upper k order statistics,
and taking the average of those remaining.

n—k
2 ik+120)

n — 2k
We see that Zo (where there is no trimming) is the mean. If n is odd and we let
k= %, then Iy is the median. Similarly, if n is even and we let k = "T_Q, then Ty is
the median. If k is small, the trimmed mean will have properties similar to the mean.
If k is large, the trimmed mean has properties similar to the median.

&

k=

3.4 MEASURES OF SPREAD

After we have determined where the data set is located on the number line, the next
important aspect of the data set distribution is determining how spread out the data
distribution is. If the data are very variable, the data set will be very spread out. So
measuring spread gives a measure of the variability. We will look at some of the
common measures of variability.

Range: Advantage and Disadvantage
The range is the largest observation minus the smallest:

R=ym —yy -

The range is very easy to find. However, the largest and smallest observation are
the observations that are most likely to be outliers. Clearly, the range is extremely
influenced by outliers.

Interquartile Range: Advantages and Disadvantages

The interquartile range measures the spread of the middle 50% of the observations.
It is the third quartile minus first quartile:

IQR =Q3 - Q1.

The quartiles are not outliers, so the interquartile range is not influenced by outliers.
Nevertheless, it is not used very much in inference because like the median it doesn’t
have good math or combining properties.
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Variance: Advantages and Disadvantages

The variance of a data set is the average squared deviation from the mean.?

k(3
x> (yi—9)%.
3==1

Var(y) =

3

In physical terms, it is the second moment of inertia about the mean. Engineers
refer to the variance as the MSD, mean squared deviation. It has good mathematical
properties, although more complicated than those for the mean. The variance of a
sum (of independent variables) is the sum of the individual variances.

It has good combining properties, although more complicated than those for the
mean. The variance of a combined set is the weighted average of the variances
of the constituent sets, plus the weighted average of the squares of the constituent
means away from the combined mean, where the weights are the proportions that
each constituent set is to the combined set.

Squaring the deviations from the mean emphasizes the observations far from the
mean. Those observations have large magnitude in a positive or negative direction
already, and squaring them makes them much larger still, and all positive. Thus the
variance is very influenced by outliers. The variance is in squared units. Thus its size
is not comparable to mean.

Calculating variance for grouped data. The variance is the average squared
deviation from the mean. When the data have been put in a frequency table, we no
longer have the actual data values. In that case there are two assumptions we can
make about the actual values.

1. All values in a group lie at the group midpoint.

2. All the values in a group are evenly spread across the group.

Unfortunately, these two assumptions lead us to different calculation of the variance.
Under the first assumption we get the approximate formula

J
1 _
Var(y) = - an x (m; — )2,
=1

where n; is the number of observations in the j** interval, n is the total number
of observations, m; is the midpoint of the j th interval. This formula only contains
between-group variation, and ignores the variation for the observations within the

ZNote that we are defining the variance of a data set using the divisor n. We aren’t making any distinction
over whether our data set is the whole population or only a sample from the population. Some books
define the variance of a sample data set using divisor n -- 1. One degree of freedom has been lost because
for a sample, we are using the sample mean instead of the unknown population mean. When we use the
divisor n — 1, we are calculating the sample estimate of the variance, not the variance itself.
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same group. Under the second assumption we add in the variation within each group
to get the formula

1< R?
1% == E i x (m; — §)? Cx =2
ar(y) n <n] (mj —§)” +ny x 12) )
where R; is the upper boundary minus the lower boundary for the 5" group.

Standard Deviation: Advantages and Disadvantages

The standard deviation is the square root of the variance.

X Z(yi - 9)?.
i=1

Engineers refer to it as the RMS, root mean square. It is not as affected by outliers as
the variance is, but it is still quite affected. It inherits good mathematical properties
and good combining properties from the variance. The standard deviation is the most
widely used measure of spread. It is in the same units as mean, so its size is directly
comparable to the mean.

sd(y) =

3=

3.5 DISPLAYING RELATIONSHIPS BETWEEN TWO OR MORE
VARIABLES

Sometimes our data are measurements for two variables for each experimental unit.
This is called bivariate data. We want to investigate the relationship between the two
variables.

Scatterplot

The scatterplot is just a two-dimensional dotplot. Mark off the horizontal axis for
the first variable, the vertical axis for the second. Each point is plotted on the graph.
The shape of the "point cloud" gives us an idea as to whether the two variables are
related, and if so, what is the type of relationship.

When we have two samples of bivariate data and want to see if the relationship
between the variables is similar in the two samples, we can plot the points for both
samples on the same scatterplot using different symbols so we can tell them apart.

Example 4 The Bears.mtw file stored in Minitab contains 143 measurements on wild
bears that were anesthetized, measured, tagged, and released. Figure 3.11 shows
a scatterplot of head length versus head width for these bears. From this we can
observe that head length and head width are related. Bears with large width heads
tend to have heads that are long. We can also see that male bears tend to have larger
heads than female bears.
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Figure 3.11 Head length versus head width in black bears.

Scatterplot Matrix

Sometimes our data consists of measurements of several variables on each experi-
mental unit. This is called multivariate data. To investigate the relationships between
the variables, form a scatterplot matrix. This means that we construct the scatterplot
for each pair of variables, and then display them in an array like a matrix. We look
at each scatterplot in turn to investigate the relationship between that pair of the
variables. More complicated relationships between three or more of the variables
may be hard to see on this plot.

Example 4 (continued) Figure 3.12 shows a scatterplot matrix showing scatter-
plots of head length, head width, neck girth, length, chest girth, and weight for the
bear measurement data. We see there are strong positive relationships among the
variables, and some of them appear to be nonlinear.
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Figure 3.12 Scatterplot matrix of bear data.

3.6 MEASURES OF ASSOCIATION FOR TWO OR MORE VARIABLES

Covariance and Correlation between Two Variables

The covariance of two variables is the average of first variable minus its mean times
second variable minus its mean:

n

Cov(z,y) = % Z(xz —Z)yi — 7).

i=1

This measures how the variables vary together. Correlation between two variables is
the covariance of the two variables divided by product of standard deviations of the
two variables. This standardizes the correlation to lie between —1 and +1.

Couv(z,y)
Var(z) x Var(y)

Corr(z,y) =

Correlation measures the strength of the linear relationship between two variables.
A correlation of +1 indicates that the points lie on a straight line with positive slope.
A correlation of —1 indicates that the points lie on a straight line with negative slope.
A positive correlation that is less than one indicates that the points are scattered, but
generally low values of the first variable are associated with low values of the second,
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Table 3.4 Correlation matrix for bear data

Head.L Head W  Neck.G  Length  Chest.G Weight
Head.LL 1.000 744 .862 .895 .854 .833
Head. W 744 1.000 .805 736 756 756
Neck.G .862 .805 1.000 .873 .940 .943
Length .895 736 .873 1.000 .889 .875
Chest.G .854 756 .940 .889 1.000 966
Weight .833 756 .943 .875 .966 1.000

and high values of the first are associated with high values of the second. The higher
the correlation, the more closely the points are bunched around a line. A negative
correlation has low values of the first associated with high values of the second, and
high values of the first associated with low values of the second. A correlation of
0 indicates that there is no association of low values or high values of the first with
either high or low values of the second. It does not mean the variables are not related,
only that they are not linearly related.

When we have more than two variables, we put the correlations in a matrix. The
correlation between z and y equals the correlation between y and z, so the correlation
matrix is symmetric about the main diagonal. The correlation of any variable with
itself equals one.

Example 4 (continued) The correlation matrix for the bear data is given in Table
3.4. We see that all the variables are correlated with each other. Looking at the
matrix plot we see that Head.L and Head.W have a correlation of .744, and the
scatterplot of those two variables is spread out. We see that the Head.L and Length
have a higher correlation of .895, and on the scatterplot of those variables, we see
the points lie much closer to a line. We see that Chest.G and Weight are highly
correlated at .966. On the scatterplot we see those points lie much closer to a line,
although we can also see that actually they seem to lie on a curve that is quite close
to a line.

Main Points

e Data should always be looked at in several ways as the first stage in any
statistical analysis. Often a good graphical display is enough to show what is
going on, and no further analysis is needed. Some elementary data analysis
tools are:

o Order Statistics. The data when ordered smallest to largest. yji}, -+, Y(n]-

o Median. The value that has 50% of the observations above it and 50% of
the observations below it. This is

Yimgt) -
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It is the middle value of the order statistics when n is odd. When n iseven,
the median is the weighted average of the two closest order statistics:

Yr=gn XYzt Xy

The median is also known as the second quartile.

Lower quartile. The value that 25% of the observations are below it and
75% of the observations are above it. It is also known as the first quartile.
Itis
Q1= Y=gy

If "T“ is not an integer, we find it by taking the weighted average of the
two closest order statistics.
Upper quartile. The value that 75% of the observations are below it
and 25% of the observations are above it. It is also known as the upper
quartile. Tt is

Qa = Tpawmen) -

If MLI}—)is not an integer, the quartile is found by taking the weighted
average of the two closest order statistics.

¢ When we are comparing samples graphically, it is important that they be on the
same scale. We have to be able to get the correct visual comparison without
reading the numbers on the axis. Some elementary graphical data displays are:

o Stem-and-leaf diagram. An quick and easy graphic which allows us to

extract information from a sample. A vertical stem is drawn with a num-
bers up to stem digit along linear scale. Each number is represented using
its next digit as a leaf unit at the appropriate place along the stem. The
leaves should be ordered away from the stem. It is easy to find (approx-
imately) the quartiles by counting along the graphic. Comparisons are
done with back-to-back stem-and-leaf diagrams.

Boxplot. A graphic along a linear axis where the central box contains the
middle 50% of the observation, and a whisker goes out from each end of
the box to the lowest and highest observation. There is a line through the
box at the median. So it is a visual representation of the five numbers
Y1) @1, Q2, @3, yin that give a quick summary of the data distribution.
Comparisons are done with stacked boxplots.

Histogram. A graphic where the group boundaries are put on a linear
scaled horizontal axis. Each group is represented by a vertical bar where
the area of the bar is proportional to the frequency in the group.

Cumulative frequency polygon (ogive). A graphic where the group
boundaries are put on a linearly scaled horizontal axis. The point (lower
boundary of lowest group, 0) and the points (upper group boundary, cu-
mulative frequency) are plotted and joined by straight lines. The median
and quartiles can be found easily using the graph.
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e It is also useful to summarize the data set using a few numerical summary
statistics. The most important summary statistic of a variable is a measure of
location which indicates where the values lie along the number axis. Some
possible measures of location are:

o Mean. The average of the numbers. Itis easy to use, has good mathemat-
ical properties, and combines well. It is the most widely used measure of
location. It is sensitive to outliers, so it is not particularly good for heavy
tailed distributions.

o Median. The middle order statistic, or the average of the two closest to
the middle. This is harder to find as it requires sorting the data. It is
not affected by outliers. The median doesn’t have the good mathematical
properties or good combining properties of the mean. Because of this, it
is not used as often as the mean. Mainly it is used with distributions that
have heavy tails or outliers, where it is preferred to the mean.

o Trimmed mean. This is a compromise between the mean and the median.
Discard the k largest and the k& smallest order statistics and take the
average of the rest.

o The second important summary statistic is a measure of spread, which shows
how spread out are the numbers. Some commonly used measures of spread
are:

o Range. This is the largest order statistic minus the smallest order statistic.
Obviously very sensitive to outliers.

o Interquartile range (IQR). This is the upper quartile minus the lower
quartile. It measures the spread of the middle 50% of the observations.
It is not sensitive to outliers.

o Variance. The average of the squared deviations from the mean. Strongly
influenced by outliers, The variance has good mathematical properties,
and combines well, but it is in squared units and is not directly comparable
to the mean.

o Standard deviation. The square root of the variance. This is less sensitive
to outliers than the variance and is directly comparable to the mean since
it is in the same units. It inherits good mathematical properties and
combining properties from the variance.

¢ Graphical display for relationship between two or more variables.

o Scatterplot. Look for pattern.
o Scatterplot matrix. An array of scatterplots for all pairs of variables.
e Correlation is a numerical measure of the strength of the linear relationship

between the two variables. It is standardized to always lie between —1 and
+1. If the points lie on a line with negative slope, the correlation is —1, and if
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they lie on a line with positive slope, the correlation is +1. A correlation of 0
doesn’t mean there is no relationship, only that there is no linear relationship.

Exercises

3.1 A study on air pollution in a major city measured the concentration of sulphur
dioxide on 25 summer days. The measurements were:

3 9 16 23 29
3 11 17 25 35
5 13 18 26 43
7 13 19 27 44
9 14 23 28 46

(a) Form a stem-and-leaf diagram of the sulphur dioxide measurements.
(b) Find the median, lower quartile, and upper quartile of the measurements.

(c) Sketch a boxplot of the measurements.

3.2 Dutch elm disease is spread by bark beetles that breed in the diseased wood.
A sample of 100 infected elms was obtained, and the number of bark beetles
on each tree was counted. The data are summarized in the following table:

Boundaries Frequency
0<z< 50 8
50 < x <100 24
100 < z £ 150 33
150 < z €200 21
200 < z < 400 14

(a) Graph a histogram for the bark beetle data.

(b) Graph a cumulative frequency polygon of the bark beetle data. Show the
median and quartiles on your cumulative frequency polygon.

3.3 A manufacturer wants to determine whether the distance between two holes
stamped into a metal part is meeting specifications. A sample of 50 parts was
taken, and the distance was measured to nearest tenth of a millimeter. The
results were:
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300.6
300.0
300.5
299.9
300.4
299.7
300.5
300.7
300.2
300.3

299.7
300.1
299.6
300.4
300.2
300.1
300.1
300.4
300.3
299.9

300.2
299.9
300.7
299.8
299.4
299.9
299.9
300.0
300.5
300.1

300.0
300.2
299.9
300.4
300.6
300.0
299.8
300.1
300.0
300.2

300.1
300.1
300.2
300.4
299.8
300.0
300.2
300.0
300.1
299.5

(a) Form a stem-and-leaf diagram of the measurements.

(b) Find the median, lower quartile, and upper quartile of the measurements.

(c) Sketch a boxplot of the measurements.

(d) Put the measurements in a frequency table with the following classes:

Boundaries

Frequency

299.2 <z £ 299.6
299.6 < z < 299.8
299.8 < £ < 300.0
300.0 < ¢ < 300.2
300.2 < x <3004
3004 < x < 300.8

(e) Construct a histogram of the measurements.

(f) Construct a cumulative frequency polygon of the measurements. Show

the median and quartiles.

3.4 The manager of a government department is concerned about the efficiency in
which his department serves the public. Specifically, he is concerned about the
delay experienced by members of the public waiting to be served. He takes a
sample of 50 arriving customers, and measures the time each waits until service
begins. The times (rounded off to the nearest second) are:
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98 5 6 39 31
46 129 17 1 64
40 121 88 102 50
123 50 20 37 65
75 191 110 28 44
47 6 43 60 12
150 16 182 32 5
106 32 26 87 137
44 13 18 69 107
5 53 54 173 118

(a) Form a stem-and-leaf diagram of the measurements.
(b) Find the median, lower quartile, and upper quartile of the measurements.
(c) Sketch a boxplot of the measurements.

(d) Put the measurements in a frequency table with the following classes:

Boundaries Frequency
O<z< 20
20<z < 40
40 <z< 60
60<z < 80
80 <z <100
100 < z < 200

(e) Construct a histogram of the measurements.

(f) Construct a cumulative frequency polygon of the measurements. Show
the median and quartiles.

3.5 A random sample of 50 families reported the dollar amount they had available
as a liquid cash reserve. The data have been put in the following frequency
table:
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Boundaries Frequency
0<z< 500 17
500 <z < 1000 15

1000 < z < 2000
2000 < z < 4000
4000 < z £ 6000
6000 < = < 10000

W W

(a) Construct a histogram of the measurements.

(b) Construct a cumulative frequency polygon of the measurements. Show
the'median and quartiles.

(c) Calculate the grouped mean for the data.

In this exercise we see how the default setting in the Minitab boxplot command
can be misleading, since it doesn’t take the sample size into account. We
will generate three samples of different sizes from the same distribution, and
compare their Minitab boxplots. Generate 250 normal (0, 1) observations and
put them in column cl by pulling down the calc menu to the random data
command over to normal and filling in the dialog box. Generate 1000 normal
(0, 1) observations the same way and put them in column c2, and generate 4000
normal (0,1) observations the same way and put them in column ¢3. Stack
these three columns by pulling down the manip menu down to stack/unstack
and over to stack columns and filling in the dialog box to put the stacked column
into ¢4, with subscripts into ¢S. Form stacked boxplots by pulling down graph
menu to boxplot command and filling in dialog box. Y is ¢4 and x is c5.

(a) What do you notice from the resulting boxplot?
(b) Which sample seems to have a heavier tail?
(c) Why is this misleading?

(d) Click on the boxplot. Then pull down the editor menu down to select
item and over to outlier symbols. Click on custom in the dialog box, and
select dot.

(e) Is the graph still as misleading as the original?

Barker and McGhie (1984) collected 100 slugs from the species Limax maximus
around Hamilton, New Zealand. They were preserved in a relaxed state, and
their length in millimeters (mm) and weight in grams (g) were recorded. Thirty
of the observations are shown below. The full data are in the Minitab worksheet
slug.mtw.
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Length Weight Length Weight Length Weight

(mm) (8) (mm) (g (mm) (8
73 3.68 21 0.14 75 4.94
78 5.48 26 0.35 78 5.48
75 4.94 26 0.29 22 0.36
69 3.47 36 0.88 61 3.16
60 3.26 16 0.12 59 1.91
74 4.36 35 0.66 78 8.44
85 6.44 36 0.62 90 13.62
86 8.37 22 0.17 93 8.70
82 6.40 24 0.25 71 4.39
85 8.23 42 2.28 94 8.23

(a) Plot weight on length using Minitab. What do you notice about the shape
of the relationship?

(b) Often when we have a nonlinear relationship, we can transform the vari-
ables by taking logarithms and achieve linearity. In this case, weight is
related to volume which is related to length times width times height.
Taking logarithms of weight and length should give a more linear re-
lationship. Plot log(weight) on log(length) using Minitab. Does this
relationship appear to be linear?

(c) From the scatterplot of log(weight) on log(length) can you identify any
points that do not appear to fit the pattern?



Logic, Probability,
and Uncertainty

Most situations we deal with in everyday life are not completely predictable. If I
think about the weather tomorrow at noon, I cannot be certain whether it will or will
not beraining. I could contact the Meteorological Service and get the most up-to-date
weather forecast possible, which is based on the latest available data from ground
stations and satellite images. The forecast could be that it will be a fine day. I decide
to take that forecast into account and not take my umbrella. Despite the forecast, it
could rain and I could get soaked going to lunch. There is always uncertainty.

In this chapter we will see that deductive logic can only deal with certainty. This
is of very limited use in most real situations. We need to develop inductive logic that
allows us to deal with uncertainty.

Since we can’t completely eliminate uncertainty, we need to model it. In real life
when we are faced with uncertainty, we use plausible reasoning. We adjust our belief
about something, based on the occurrence or nonoccurrence of something else. We
will see how plausible reasoning should be based on the rules of probability which
were originally derived to analyze the outcome of games based on random chance.
Thus the rules of probability extend logic to include plausible reasoning where there
is uncertainty.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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B

(&

Figure 4.1 "If A is true then B is true.” Deduction is possible.

4.1 DEDUCTIVE LOGIC AND PLAUSIBLE REASONING

Suppose we know "If proposition A is true, then proposition B is true.” We are
then told "proposition A is true.” Therefore we know that "B is true.” It is the only
conclusion consistent with the condition. This is a deduction.

Again suppose we know "If proposition A is true, then proposition B is true.” Then
we are told "B is not true.” Therefore we know that "A is not true." This is also a
deduction. When we determine a proposition is true by deduction using the rules of
logic, it is certain. Deduction works from the general to the particular.

We can represent propositions using diagrams. Propositions "A is true" and "B is
true" are each represented by the interior of a circle. The proposition "if A is true,
then B is true" is represented by having circle representing A lie completely inside
B. This is shown in Figure 4.1. The essence of the first deduction is that if we are
in a circle A that lies completely inside circle B, then we must be inside circle B.
Similarly, the essence of the second induction is that if we are outside of a circle B
that completely contains circle A, then we must be outside circle A.

Other propositions can be seen in the diagram. Proposition "A and B are both
true” is represented by the intersection, the region in both the circles simultaneously.
In this instance, the intersection equals A by itself. The proposition "A or B is true"
is represented by the union, region in either one or the other, or both of the circles.
In this instance, the union equals B by itself.

On the other hand, suppose we are told "A is not true.” What can we now say about
B? Traditional logic has nothing to say about this. Both "B is true" and "B is not
true” are consistent with the conditions given. Some points outside circle A are inside
circle B, and some are outside circle B. No deduction is possible. Intuitively though,
we would now believe that it was less plausible that B is true than we previously did
before we were told "A is not true."” This is because one of the ways B could be true,
namely that A and B are both true is now no longer a possibility. And the ways that
B could be false have not been affected.
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Figure 4.2 Both "A is true" and " A is false" are consistent with both "B is true" and "B is
false." No deduction is possible here.

Similarly, when we are told "B is true," traditional logic has nothing to contribute.
Both "A is true" and "A is not true" are consistent with the conditions given. Never-
theless, we see that "B is true" increases the plausibility of "A is true" because one of
the ways A could be false, namely both A and B are false is no longer possible, and
the ways that A are true have not been affected.

Often propositions are related in such a way that no deduction is possible. Both
"A is true” and "A is false" are consistent with both "B is true" and "B is false." Figure
4.2 shows this by having the two circles intersect, and neither is completely inside
the other.

Suppose we try to use numbers to measure plausibility of propositions. When we
change our plausibility for some proposition on the basis of the occurrence of some
other proposition, we are making an induction. Induction works from the particular
to the general.

Desired Properties of Plausibility Measures

1. Degrees of plausibility are represented by nonnegative real numbers.

2. They qualitatively agree with common sense. Larger numbers mean greater
plausibility.

3. If a proposition can be represented more than one way, then all representations
must give the same plausibility.

4. We must always take all the relevant evidence into account.

5. Equivalent states of knowledge are always given the same plausibility.

R. T. Cox showed that any set of plausibilities that satisfies the desired properties
given above must operate according to the same rules as probability. Thus the sensible
way to revise plausibilities is by using the rules of probability. Bayesian statistics
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uses the rules of probability to revise our belief given the data. Probability is used
as an extension of logic to cases where deductions cannot be made. Jaynes (1995)
gives an excellent discussion on using probability as logic.

4.2 PROBABILITY

We start this section with the idea of a random experiment. In a random experiment,
though we make the observation under known repeatable conditions, the outcome is
uncertain. When we repeat the experiment under identical conditions, we may get a
different outcome. We start with the following definitions:

o Random experiment. An experiment that has an outcome that is not completely
predictable. We can repeat the experiment under the same conditions and not
get the same result. Tossing a coin is an example of a random experiment.

e Outcome. The result of one single trial of the random experiment.

e Sample space. The set of all possible outcomes of one single trial of the
random experiment. We denote it 2. The sample space contains everything
we are considering in this analysis of the experiment, so we also can call it the
universe. In our diagrams we will call it U.

o Event. Any set of possible outcomes of a random experiment.

Possible events include the universe, U, and the set containing no outcomes, the
empty set ¢. From any two events E and F we can create other events by the
following operations.

e Union of two events. The union of two events E and F' is the set of outcomes
in either E or F (inclusive or). Denoted E U F

o Intersection of two events. The intersection of two events £ and F is the set
of outcomes in both E and F simultaneously. Denoted £ N F.

o Complement of an event. The complement of an event E is the set of outcomes
notin E. Denoted F

We will use Venn diagrams to illustrate the relationship between events. Events
are denoted as regions in the universe. The relationship between two events depends
on the outcomes they have in common. If all the outcomes in one event are also in
the other event, the first event is a subset of the other. This is shown in Figure 4.3.

If the events have some outcomes in common, but each has some outcomes that
are not in the other, they are intersecting events. This is shown in Figure 4.4. Neither
event is contained in the other.

If the two events have no outcomes in common, they are mutually exclusive events.
In that case the occurrence of one of the events excludes the occurrence of the other,
and vice versa. They are also referred to as disjoint events. This is shown in Figure
4.5.
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E

(5

Figure 4.3 Event F'is a subset of event E.

U

Figure 4.4 F and F are intersecting events.

4.3 AXIOMS OF PROBABILITY

The probability assignment for a random experiment is an assignment of probabilities
to all possible events the experiment generates. These probabilities are real numbers
between 0 and 1. The higher the probability of an event, the more likely it is to occur.
A probability that equals 1 means that the event is certain to occur, and a probability
of 0 means that the event cannot possibly occur. To be consistent, the assignment of
probabilities to events must satisfy the following axioms.

1. P(A) > 0 for any event A. (Probabilities are nonnegative.)

2. P(U) = 1. (Probability of universe = 1. Some outcome occurs every time you
conduct the experiment.)

3. If A and B are mutually exclusive events, then P(A U B) = P(A) + P(B).
(Probability is additive over disjoint events.)

The other rules of probability can be proved from the axioms.
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U

Figure 4.5 Event E and event F are mutually exclusive or disjoint events.

1. P(¢) = 0. (The empty set has zero probability.)

e U=UU¢and UN ¢ = ¢. Therefore by axiom 3

e 1=1+ P(¢) .
ged

2. P(A) =1~ P(A). (The probability of a complement of an event.)

e U=AUAand AN A = ¢ . Therefore by axiom 3
e 1=P(A) + P(A).
ged
3. P(AUB) = P(A) + P(B) — P(AnN B). (The addition rule of probability.)

e AUB = AU (AN B) and they are disjoint. Therefore by axiom 3
P(AUB)=P(A)+ P(ANB) .

B = (AN B) U (AN B), and they are disjoint. Therefore by axiom 3
P(B) = P(AN B) + P(AN B). Substituting this in previous equation
gives

P(AUB)=P(A)+ P(B)—- P(ANnB) .

ged

An easy way to remember this rule is to look at the Venn diagram of the events.
The probability of the part A M B has been included twice, once in P(A) and
once in P(B), so it has to be subtracted out once.

4.4 JOINT PROBABILITY AND INDEPENDENT EVENTS

Figure 4.6 shows the Venn diagram for two events A and Bin the universe U. The joint
probability of events A and B is the probability that both events occur simultaneously,
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(

Figure 4.6 Two events A and B in the universe U.

on the same repetition of the random experiment. This would be the probability of
the set of outcomes that are in both event A and event B, the intersection AN B. In
other words the joint probability of events A and B is P(A N B), the probability of
their intersection.

If event A and event B are independent, then P(AN B) = P(A) x P(B). The
joint probability is the product of the individual probabilities. If that does not hold,
the events are called dependent events. Note that whether or not two events A and B
are independent or dependent depends on the probabilities assigned.

Distinction between independent events and mutually exclusive events.
People often get confused between independent events and mutually exclusive events.
This semantic confusion arises because the word independent has several meanings.
The primary meaning of something being independent of something else is that the
second thing has no affect on the first. This is the meaning of the word independent
we are using in the definition of independent events. The occurrence of one event
does not affect the occurrence or nonoccurrence of the other events.

There is another meaning of the word independent. That is the political meaning
of independence. When a colony becomes independent of the mother country, it
becomes a distinct separate country. That meaning is covered by the definition of
mutually exclusive or disjoint events.

Independence of two events is not a property of the events themselves, rather it is a
property that comes from the probabilities of the events and their intersection. This is
in contrast to mutually exclusive events, which have the property that they contain no
elements in common. Mutually exclusive events with nonnegative probability cannot
be independent. Their intersection is the empty set, so it must have probability zero,
which cannot equal the product of the probabilities of the two events!
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o/

Figure 4.7 The reduced universe, given event A has occurred.

Marginal probability. The probability of one of the events A, in the joint event
setting is called its marginal probability. It is found by summing P(A N B) and
P(A N B) using the axioms of probability.

e A=(ANB)U(AN B), and they are disjoint. Therefore by axiom 3

e P(A) = P(ANB)+ P(AN B) . The marginal probability of event A is found
by summing its disjoint parts.
ged

4.5 CONDITIONAL PROBABILITY

If we know that one event has occurred, does that affect the probability that another
event has occurred? To answer this, we need to look at conditional probability.

Suppose we are told that the event A has occurred. Everything outside of A is no
longer possible. We only have to consider outcomes inside event A. The reduced
universe U, = A. The only part of event B that is now relevant is that part which
is also in A. This is B N A. Figure 4.7 shows that, given event A has occurred, the
reduced universe is now the event A, and the only relevant part of event B is BN A.

Given that event A has occurred, the total probability in the reduced universe must
equal 1. The probability of B given A is the unconditional probability of that part of
B that is also in A, multiplied by the scale factor ﬁ. That gives the conditional
probability of event B given event A:

P(ANB)

P(BlA) = =5

4.1)

We see that the conditional probability P(B|A) is proportional to the joint probability
P(A N B) but has been rescaled so the probability of the reduced universe equals 1.
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Conditional probability for independent events. Notice that when A and B
are independent events we have

P(B|A) = P(B),

since P(BN A) = P(B) x P(A) for independent events, and the factor P(A)
will cancel out. Knowledge about A does not affect the probability of B occurring
when A and B are independent events! This shows that the definition we used for
independent events is a reasonable one.

Multiplication rule. Formally, we could reverse the roles of the two events A and
B. The conditional probability of A given B would be

P(A|B) = 5(;*(;;9 ).

However, we will not consider the two events the same way. B is an unobservable
event. That is, the occurrence or nonoccurrence of event B is not observed. A
is an observable event that can occur either with event B or with its complement
B. However, the chances of A occurring may depend on which one of B or B has
occurred. In other words, the probability of event A is conditional on the occurrence or
nonoccurrence of event B. When we clear the fractions in the conditional probability
formula we get

P(ANnB)=P(B) x P(A|B). 4.2)

This is known as the multiplication rule for probability. It restates the conditional
probability relationship of an observable event given an unobservable event in a way
that is useful for finding the joint probability P(A N B). Similarly,

P(ANB) = P(B) x P(A|B).

4.6 BAYES’' THEOREM

From the definition of conditional probability

P(ANB)
~ P(4)

P(B|A) =

We know that the marginal probability of event A is found by summing the proba-
bilities of its disjoint parts. Since A = (AN B) U (AN B) and clearly (AN B) and
(AN B) are disjoint,
P(A)= P(ANB)+ P(ANB).
We substitute this into the definition of conditional probability to get
P(ANn B)
P(ANB)+P(ANB)’

P(BJA) =
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Now we use the multiplication rule to find each of these joint probabilities. This
gives Bayes’ theorem for a single event:
A|B) x P(B
P(B|A) = P(A|B) x P(B) . 4.3)
P(A|B) x P(B) + P(A|B) x P(B)
Summarizing, we see Bayes’ theorem is a restatement of the conditional probability
P(B|A) where:

1. The probability of A is found as the sum of the probabilities of its disjoint
parts, (AN B) and (A N B), and

2. Each of the joint probabilities are found using the multiplication rule.

The two important things to note are that the union of B and B is the whole universe
U, and that they are disjoint. We say that events B and B partition the universe.

A set of events partitioning the universe. Often we have a set of more
than two events that partition the universe. For example, suppose we have n events
By, .-, By, such that:

e The union By U By U --- U B, = U, the universe, and

e Every distinct pair of the events are disjoint, B; N B; = ¢ fori =1,...,n,
ji=1,...,n,and i # j.

Then we say the set of events By, - - -, B,, partitions the universe. An observable
event A will be partitioned into parts by the partition. A = (AN B1)U (AN By) U
...(ANBy). (ANB;) and (AN B;) are disjoint since B; and B; are disjoint. Hence
n
P(A)=) P(ANB).
j=1
This is known as the law of total probability. It just says the probability of an event
A is the sum of the probabilities of its disjoint parts, Using the multiplication rule on
each joint probability gives
n
P(A) = P(A|B;) x P(B;).
j=1
The conditional probability P(B;|A) for: = 1,...,n is found by dividing each joint
probability by the probability of the event A.
P(ANB;)
P(4)
Using the multiplication rule to find the joint probability in the numerator, along with
the law of total probability in the denominator, gives

_ P(A|B;) x P(By)
POBIA) = s B CAB, % P(B;) @9

P(Bz'\A) =
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Figure 4.8 Fourevents B; fori = 1,...,4 that partition the universe U, along with event
A,

Figure 4.9 The reduced universe given event A has occurred, together with the four events
partitioning the universe.

This is a result known as Bayes’ theorem published posthumously in 1763 after the
death of its discoverer, Reverend Thomas Bayes.

Example 5§ Supposen = 4. Figure 4.8 shows the four unobservable events By, . .., By
that partition the universe U, and an observable event A. Now let us look at the
conditional probability of B; given A has occurred. Figure 4.9 shows the reduced
universe, given event A has occurred. The conditional probabilities are the probabil-
ities on the reduced universe, scaled up so they sum to 1. They are given by Equation
44.

Bayes’ theorem is really just a restatement of the conditional probability formula,
where the joint probability in the numerator is found by the multiplication rule, and
the marginal probability found in the denominator is found using the law of total
probability followed by the multiplication rule. Note how the events A and B; for
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¢t = 1,...,n are not treated symmetrically. The events B; for¢ = 1,...,n are
considered unobservable. We never know which one of them occurred. The event
A is an observable event. The marginal probabilities P(B;) fori = 1,...,n are

assumed known before we start and are called our prior probabilities.

Bayes’ Theorem: The Key to Bayesian Statistics

To see how we can use Bayes’ theorem to revise our beliefs on the basis of evidence,
we need to look at each part. Let By, ..., B, be a set of unobservable events which
partition the universe. We start with P(B;) for ¢ = 1,...,n, the prior probability
for the events B;, for i = 1,...,n. This distribution gives the weight we attach to
each of the B; from our prior belief. Then we find that A has occurred.

The likelihood of the unobservable events By, ..., B, is the conditional proba-
bility that A has occurred given B; for ¢ = 1,...,n. Thus the likelihood of event
B, is given by P(A|B;). We see the likelihood is a function defined on the events
By, ..., By. The likelihood is the weight given to each of the B; events given by the
occurrence of A.

P(B;jA) fori = 1,...,nis the posterior probability of event B;, given that event
A has occurred. This distribution contains the weight we attach to each of the events
B, fori =1,...n after we know event A has occurred. It combines our prior beliefs
with the evidence given by the occurrence of event A.

The Bayesian universe. We can get betier insight into Bayes’ theorem if we
think of the universe as having two dimensions, one observable, and one unob-
servable. We let the observable dimension be horizontal, and let the unobservable
dimension be vertical. The unobservable events no longer partition the universe hap-
hazardly. Instead, they partition the universe as rectangles that cut completely across
the universe in a horizontal direction. The whole universe consists of these horizon-
tal rectangles in a vertical stack. Since we don’t ever observe which of these events
occurred, we never know what vertical position we are in the Bayesian universe.

Observable events are vertical rectangles, that cut the universe from top to bottom.
We observe that vertical rectangle A has occurred, so we observe the horizontal
position in the universe.

Each event B; N A is a rectangle at the intersection of B; and A. The probability
of the event B; N A is found by multiplying the prior probability of B; times the
conditional probability of A given B,;. This is the multiplication rule.

The event A is the union of the disjoint parts AN B; fori = 1,...,n. The
probability of A is clearly the sum of the probabilities of each of the disjoint parts.
The probability of A is found by summing the probabilities of each disjoint part down
the vertical column represented by A. This is the marginal probability of A.

The posterior probability of any particular B, given A is the proportion of A that
is also in B;. In other words, the probability of that B; N A divided by the sum of
B; N Asummedoverall j =1,...,n.

In Bayes’ theorem, each of the joint probabilities are found by multiplying the
prior probability P(B;) times the likelihood P{A|B;). In Chapter 5, we will see that
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U A
BI
B,
B3
B 4
Figure 4.10 The Bayesian universe U with four unobservable events B; for¢ = 1,...,4

which partition it shown in the vertical dimension, and the observable event A shown in the
horizontal dimension.

the universe set out with two dimensions for two jointly distributed discrete random
variables is very similar to that shown in Figures 4.10 and 4.11. One random variable
will be observed, and we will determine the conditional probability distribution of
the other random variable, given our observed value of the first. In Chapter 6, we will
develop Bayes’ theorem for two discrete random variables in an analogous manner
to our development of Bayes’ theorem for events in this chapter.

Example 5 (continued) Figure 4.10 shows the four unobservable events B; for
i = 1,...,4 that partition the Bayesian universe, together with event A which is
observable. Figure4.11 shows the reduced universe, given that event A has occurred.
These figures will give us better insight than Figures 4.8 and 4.9. We know where
in the Bayesian universe we are in the horizontal direction since we know event A
occurred. However, we don’t know where we are in the vertical direction since we
don’t know which one of the B; occurred.

Multiplying by constant. The numerator of Bayes’ theorem is the prior probabil-
ity times the likelihood. The denominator is the sum of the prior probabilities times
likelihoods over the whole partition. This division of the prior probability times
likelihood by the sum of prior probabilities times likelihoods makes the posterior
probability sum to 1.

Note that if we multiplied each of the likelihoods by a constant, the denominator
would also be multiplied by the same constant. The constant would cancel out in
the division, and we would be left with the same posterior probabilities. Because of
this, we only need to know the likelihood to within a constant of proportionality. The
relative weights given to each of the possibilities by the likelihood is all we need.
Similarly, we could multiply each prior probability by a constant. The denominator
would again be multiplied by the same constant, so we would be left with the same
posterior probabilities. The only thing we need in the prior is the relative weights we
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Figure 4.11 The reduced Bayesian universe, given A has occurred, together with the four
unobservable events B; fori = 1,...,4 that partition it.

give to each of the possibilities. We often write Bayes’ theorem in its proportional
form as

posterior « prior X likelihood

This gives the relative weights for each of the events B; fori = 1,...,n after we
know A has occurred. Dividing by the sum of the relative weights rescales the relative
weights so they sum to 1. This makes it a probability distribution.

We can summarize the use of Bayes’ theorem for events by the following three
steps:

1. Multiply prior times likelihood for each of the B;. This finds the probability
of B; N A by the multiplication rule.

2. Sum them for ¢ = 1,...,n. This finds the probability of A by the law of total
probability.

3. Divide each of the prior times likelihood values by their sum. This finds the
conditional probability of that particular B; given A.

4.7 ASSIGNING PROBABILITIES

Any assignment of probabilities to all possible events must satisfy the probability
axioms. Of course, to be useful the probabilities assigned to events must correspond
to the real world. There are two methods of probability assignment that we will use:

1. Long-run relative frequency probability assignment : The probability of an
event is considered to be the proportion of times it would occur if the experiment
was repeated an infinite number of repetitions. This is the method of assigning
probabilities used in frequentist statistics. For example, if I was trying to
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assign the probability of getting a head on a toss of a coin, I would toss it
a large number of times and use the proportion of heads that occurred as an
approximation to the probability.

2. Degree of belief probability assignment: the probability of an event is what I
believe it is from previous experience. This is subjective. Someone else can
have a different belief. For example, I could say that I believe the coin is a
fair one, so for me, the probability of getting a head equals .5. Someone else
might look at the coin and observing a slight asymmetry he/she might decide
the probability of getting a head equals .49.

In Bayesian statistics, we will use long-run relative frequency assignments of
probabilities for events that are outcomes of the random experiment, given the value
of the unobservable variable. We call the unobservable variable the parameter.
Think about repeating the experiment over and over again an infinite number of times
while holding the parameter (unobservable) at a fixed value. The set of all possible
observable values of the experiment is called the sample space of the experiment.
The probability of an event is the long-run relative frequency of the event over all
these hypothetical repetitions. We see the sample space is the observable (horizontal)
dimension of the Bayesian universe.

The set of all possible values of the parameter (unobservable) is called the param-
eter space. It is the unobservable (vertical) dimension of the Bayesian universe. In
Bayesian statistics we also consider the parameter value to be random. The proba-
bility I assign to an event "the parameter has a certain value" can’t be assigned by
long-run relative frequency. To be consistent with the idea of a fixed but unknown
parameter value, I must assign probabilities by degree of belief. This shows the
relative plausibility I give to all the possible parameter values before the experiment.
Someone else would have different probabilities assigned according to his/her belief.

I am modelling my uncertainty about the parameter value by a single random
draw from my prior distribution. I do not consider hypothetical repetitions of this
draw. I want to make my inference about the parameter value drawn this particular
time, given this particular data. Earlier in the chapter we saw that using the rules
of probability is the only consistent way to update our beliefs given the data. So
probability statements about the parameter value are always subjective, since they
start with subjective prior belief.

4.8 ODDS RATIOS AND BAYES FACTOR

Another way of dealing with uncertain events that we are modelling as random is to
form the odds ratio of the event. The odds ratio for an event C equals the probability
of the event occurring divided by the probability of the event not occurring:
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Since the probability of the event not occurring equals one minus the probability of
the event, there is a one-to-one relationship between the odds of an event and its
probability.

PC)
1-PC))
If we are using prior probabilities, we get the prior odds ratio. In other words, the
ratio before we have analyzed the data. If we are using posterior probabilities, we
get the posterior odds ratio.

Solving the equation for the probability of event C we get

odds(C)
(1+ odds(C)) "

odds(C) =

P(C) =

We see that there is a one-to-one correspondence between odds ratios and probabili-
ties.

Bayes Factor (B)

The Bayes factor B contains the evidence in the data D that occurred relevant to the
question about C occurring. It is the factor by which the prior odds is changed to the
posterior odds:

prior odds(C) x B = posterior odds(C) .
We can solve this relationship for the Bayes factor to get

posterior odds
B=—r—
prior odds

We can substitute in the ratio of probabilities for both the posterior and prior odds
ratios to find
_ P(DIC)
P(DIC)’

Thus the Bayes factor is the ratio of the probability of getting the data which occurred
given the event, to the probability of getting the data which occurred given the
complement of the event. If the Bayes factor is greater than 1, then the data has made
us believe that the event is more probable than we thought before. If the Bayes factor
is less than 1, then the data has made us believe that the event is less probable than
we originally thought.

4.9 BEAT THE DEALER

In this section we take a diversion into the gambling world. This story recounts
the journey of an American mathematician to the Blackjack tables of Las Vegas.
Armed with an understanding of the laws of probability, along with early access to
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a computer, Edward Thorp, a Professor of Mathematics, developed a strategy that
could beat the casinos at their own game. It illustrates that observing one event
changes the probability of another event, and many other statistical ideas introduced
in this chapter.

The game of "blackjack" or "twenty-one" has the player and the dealer competing
to get a score as close as possible to twenty-one, without going bust (over twenty-
one). Initially both are dealt two cards, one face up and one face down. Each face
card counts ten, and each number card counts its own value, while an ace can be
counted either as one or eleven, whichever is advantageous. The player can ask to be
dealt a card, face up, as long as he/she has not gone bust. If the player holds before
going bust, then the dealer must be dealt a card, face up when the dealer’s total is
under sixteen, and must hold if the total is seventeen or over.

The casino had set the payoff assuming the player’s probability of winning is
calculated starting from a full deck that has just been shuffled. That way they had
thought that they were setting a small advantage to the house. The law of averages
would ensure that over the long run the house would gain, and the player would lose.

However, as actually played, the deck was not shuffled after every hand. Rather,
the cards that had been played (some of which have been observed) were put aside,
and the next hand was dealt from the remaining cards. They would continue this way
until almost all of the cards had been played before stopping and shuffling. Thorp
realized that the real probability the player has of winning a hand depends on the
cards that remain in the deck.

e The conditional probability of winning given the cards that remain in the deck is
what counts, not the unconditional probability calculated assuming a complete
shuffled deck.

Although the long-run odds were against the player, sometimes the actual odds would
be in favor of the player. If Thorp could identify those times, by making large bets at
those times and betting the minimum at other times, overall he would be able to win.
This was in the early days of computing, and he had access to IBM 704 computer.
He wrote a program that would simulate the playing blackjack with strategies that
depend on the cards that had been seen, and he ran the program thousands of times.

e This is a Monte Carlo study. He determined that a simple strategy that only
depends on the observed ratio of cards over five to those five or under would
be effective. This strategy is known as "card counting” and is not illegal.

He went to Las Vegas and proved his strategy by winning lots of money. Of course,
the casino was not happy at having to pay out. The reason they were not shuffling the
deck between each hand was that they considered shuffling to be dead time during
which the casino was not making money. They did not want to shuffle each time, just
in case someone was counting cards. One of the first countermeasures they devised
was to increase the number of decks of cards used. This would make the ratio of
over fives to five and under less variable. However, Thorp continued his Monte Carlo
study with more decks and found that it still worked, particularly after many hands
had been played and only a few cards remained. He resumed winning, until the
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casinos banned him. Interested readers can read more about this in Thorp (1962).
Card counting continues to be legal, but casinos try to identify those practicing it and
ban them from playing. Casinos are private establishments and have the right to ban
anyone they wish. Of course, the casinos could just shuffle the deck between each
hand. But they have decided that their overall best strategy is to allow card counting,
but identify successful practitioners and ban them from further play.

One may ask "What about the other cards that have been played, but not observed?
Shouldn’t they also be taken into account?" Of course, the actual probability of
winning depends on all the cards that remain in the deck. The probabilities found by
Thorp, which depend only on the cards observed, have averaged the cards that have
been played but not seen over all the possible values.

Main Points

e Deductive logic. A logical process for determining the truth of a statement
from knowing the truth or falsehood of other statements that the first statement
is a consequence of. Deduction works from the general to the particular. We
can make a deduction from a known population distribution to determine the
sampling distribution of a statistic.

e Deductions do not have the possibility of error.

e Inductive logic. A process, based on plausible reasoning, for inferring the
truth of the statement from knowing the truth or falsehood of other statements
which are consequences of the first statement. It works from the particular to
the general. Statistical inference is an inductive process for making inferences
about the parameter, on the basis of the observed statistic from the sampling
distribution given the parameter.

o There is always the possibility of error when making an inference.

¢ Plausible reasoning should be based on the rules of probability to be consistent.
They are:
o Probability of an event is a nonnegative number.
o Probability of the sample space (universe) equals 1.
o The probability is additive over disjoint events.

o A random experiment is an experiment where the outcome is not exactly pre-
dictable, even when the experiment is repeated under the identical conditions.

e The set of all possible outcomes of a random experiment is called the sample
space ). In frequentist statistics, the sample space is the universe for analyzing
events based on the experiment.

o The union of two events A and B is the set of outcomes in A or B. This is an
inclusive or. The union is denoted A U B.
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The intersection of two events A and B is the set of outcomes in both A and
B simultaneously. The intersection is denoted A N B.

The complement of event A is the set of outcomes not in A. The complement
of event A is denoted A.

Mutually exclusive events have no elements in common. Their intersection
P({A N B) equals the empty set, ¢.

The conditional probability of event B given event A is given by

P(ANB)

P(BIA) = = Lrp

The event B is unobservable. The event A is observable. We could nominally
write the conditional probability formula for P(A|B),but the relationship is not
used in that form. We do not treat the events symmetrically. The multiplication
rule is the definition of conditional probability cleared of the fraction.

P(ANnB)= P(B) x P(A|B).
It is used to assign probabilities to compound events.

The law of total probability says that given events By, ..., By, that partition
the sample space (universe), along with another event A4, then

P(4) = Zn: P(B; N A)
j=t1

because probability is additive over the disjoint events, (AN By) ... (AN By).
When we find the probability of each of the intersections A N B; by the
multiplication rule, we get

P(A) =Y P(B;) x P(A[B;).
J

Bayes’ theorem is the key to Bayesian statistics:

>, P(Bj) x P(A|B;)

P(B;|A) =

This comes from the definition of conditional probability. The marginal prob-
ability of the event A is found by the law of total probability, and each of the
joint probabilities is found from the multiplication rule. P(B;) is called the
prior probability of event B;, and P(B;|A) is called the posterior probability
of event B;.

In the Bayesian universe, the unobservable events By, . . ., B, which partition
the universe are horizontal slices, and the observable event A is a vertical slice.
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The probability P(A) is found by summing the P(A N B;) down the column.
Each of the P(A N B;) is found by multiplying the prior P(B;) times the
likelihood P(A|B;). So Bayes’ theorem can be summarized by saying that
the posterior probability is the prior times likelihood divided by the sum of the
prior times likelihood.

The Bayesian universe has two dimensions. The sample space forms the
observable (horizontal) dimension of the Bayesian universe. The parameter
space is the unobservable (vertical) dimension. In Bayesian statistics, the
probabilities are defined on both dimensions of the Bayesian universe.

The odds ratio of an event A is the ratio of the probability of the event to the
probability of its complement:

odds(A) = P—(—él .
P(A)
If it is found before analyzing the data, it is the prior odds ratio. If it is found
after analyzing the data, it is the posterior odds ratio.

The Bayes factor is the amount of evidence in the data that changes the prior
odds to the posterior odds:

B x prior odds = posterior odds .

Exercises

4.1 There are two events A and B. P(A) = .4 and P(B) = .5. The events A and

B are independent.

(a) Find P(A).
(b) Find P(4 N B).
(¢) Find P(AU B).

4.2 There are two events A and B. P(A) = .5 and P(B) = .3. The events A and

B are independent.

(a) Find P(A).
(b) Find P(AN B).
(c) Find P(A U B).

4.3 There are two events A and B. P(A) = .4and P(B) = .4. P(ANB) = .24.

(a) Are A and B independent events? Explain why or why not.
(b) Find P(A U B).
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4.4 There are two events A and B. P(A) = .7and P(B) = .8. P(AN B) = .1.

(a) Are A and B independent events? Explain why or why not.
(b) Find P(AU B).
4.5 A single fair die is rolled. Let the event A be "the face showing is even." Let
the event B be "the face showing is divisible by 3."
(a) List out the sample space of the experiment.
(b) List the outcomes in A, and find P(A).
(c) List the outcomes in B, and find P(B).
(d) List the outcomes in AN B, and find P(A N B).
(e) Are the events A and B independent? Explain why or why not.

4.6 Two fair dice, one red and one green, are rolled. Let the event A be "the sum
of the faces showing is equal to seven.” Let the event B be "the faces showing
on the two dice are equal.”

(a) List out the sample space of the experiment.

(b) List the outcomes in A, and find P(4).

(c) List the outcomes in B, and find P(B).

(d) List the outcomes in AN B, and find P(A N B).

(e) Are the events A and B independent? Explain why or why not.

(f) How would you describe the relationship between event A and event B?

4.7 Two fair dice, one red and one green, are rolled. Let the event A be "the sum
of the faces showing is an even number." Let the event B be "the sum of the
faces showing is divisible by 3."

(a) List the outcomes in A, and find P(A).

(b) List the outcomes in B, and find P(B).

(c) List the outcomes in AN B, and find P(A N B).

(d) Are the events A and B independent? Explain why or why not.

4.8 Two dice are rolled. The red die has been loaded. Its probabilities are P(1) =
P(2) = P(3) = P(4) = } and P(5) = P(6) = Tlé' The green die is fair. Let
the event A be "the sum of the faces showing is an even number." Let the event
B be "the sum of the faces showing is divisible by 3."

(a) List the outcomes in A4, and find P(A).

(b) List the outcomes in B, and find P(B).

(c) List the outcomes in AN B, and find P(A N B).

(d) Are the events A and B independent? Explain why or why not.
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4.9

4.10

4.11

4.12

LOGIC, PROBABILITY, AND UNCERTAINTY

Suppose there is a medical diagnostic test for a disease. The sensitivity of the
test is .95. This means that if a person has the disease, the probability that the
test gives a positive response is .95. The specificity of the test is .90. This
means that if a person does not have the disease, the probability that the test
gives a negative response is .90, or that the false positive rate of the test is .10.
In the population, 1% of the people have the disease. What is the probability
that a person tested has the disease, given the results of the test is positive? Let
D be the event "the person has the disease” and let T be the event "the test
gives a positive result.”

Suppose there is a medical screening procedure for a specific cancer that
has sensitivity = .90, and specificity = .95. Suppose the underlying rate of the
cancer in the population is .001. Let B be the event "the person has that specific
cancer," and let A be the event "the screening procedure gives a positive result.”

(a) What is the probability that a person has the disease given the results of
the screening is positive?

(b) Does this show that screening is effective in detecting this cancer?

In the game of "blackjack," also known as "twenty-one," the player and the
dealer are dealt one card face-down and one card face-up. The object is to get
as close as possible to the score 21, without exceeding that. Aces count either
1 or 11, face cards count 10, and all other cards count at their face value. The
player can ask for more cards to be dealt to him, provided that he hasn’t gone
bust (exceeded 21) and lost. Getting 21 on the deal (an ace and a face card or
10) is called a "blackjack." Suppose 4 decks of cards are shuffled together and
dealt from. What is the probability the player gets a "blackjack.”

After the hand, the cards are discarded, and the next hand continues with the
remaining cards in the deck. The player has had an opportunity to see some of
the cards in the previous hand, those that were dealt face-up. Suppose he saw a
total of 4 cards, and none of them were aces, nor were any of them a face card
or a ten. What is the probability the player gets a "blackjack" on this hand.



Discrete
Random Variables

In the previous chapter, we looked at random experiments in terms of events. We
also introduced probability defined on events as a tool for understanding random
experiments. We showed how conditional probability is the logical way to change
our belief about an unobserved event, given that we observed another related event.
In this chapter, we introduce discrete random variables and probability distributions.

A random variable describes the outcome of the experiment in terms of a number.
If the only possible outcomes of the experiment are distinct numbers separated from
each other (e.g., counts), we say that the random variable is discrete. There are good
reasons why we introduce random variables and their notation:

e It is quicker to describe an outcome as a random variable having a particular
value than to describe that outcome in words. Any event can be formed from
outcomes described by the random variable using union, intersection, and
complements.

e The probability distribution of the discrete random variable is a numerical
function. It is easier to deal with a numerical function than with probabilities
being a function defined on sets (events). The probability of any possible event
can be found from the probability distribution of the random variable using
the rules of probability. So instead of having to know the probability of every
possible event, we only have to know the probability distribution of the random
variable.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Table 5.1 Typical results of rolling a fair die

Proportion After
Value | 10 Rolls 100 Rolls 1,000 Rolls 10,000 Rolls ... | Probability
1 1 15 .198 1704 .1666
2 3 .08 163 1661 .1666
3 1 .20 156 1670 . .1666
4 2 .16 153 .1698 .1666
5 0 22 165 .1583 1666
6 3 19 165 .1684 .1666

¢ It becomes much easier to deal with compound events made up from repetitions
of the experiment.

5.1 DISCRETE RANDOM VARIABLES

A number that is determined by the outcome of a random experiment is called a
random variable. Random variables are denoted with uppercase letters, e.g., Y. The
value the random variable takes is denoted by lowercase letters, e.g., y. A discrete
random variable, Y, can only take on separated values yx. There can be a finite
possible number of values; for example, the random variable defined as "number
of heads in n tosses of a coin" has possible values 0,1,...,n. Or there can be
a countably infinite number of possible values; for example, the random variable
defined as "number of tosses until the first head" has possible values 1,2, -.,00 .
The key thing for discrete random variables is that the possible values are separated

by gaps.

Thought Experiment 1: Roll of a die

Suppose we have a fair six-faced die. Our random experiment is to roll it, and we let
the random variable Y be the number on the top face. There are six possible values
1,2,...,6. Since the die is fair, those six values are equally likely. Now, suppose
we take independent repetitions of the random variable, and record each occurrence
of Y. Table 5.1 shows the proportion of times each face has occurred in a typical
sequence of rolls of the die, after 10, 100, 1,000, and 10,000 rolls. The last column
shows the true probabilities for a fair die.

We note that the proportions taking any value are getting closer and closer to the
true probability of that value as n increases to co. We could draw graphs of the
proportions having each value. These are shown in Figure 5.1. The graphs are at
zero for any other y value, and they have a spike at each possible value where the
spike height equals the proportion of times that value occurred. The sum of spike
heights equals one.
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Figure 5.1 Proportions resulting from 10, 100, 1,000, and 10,000 rolls of a fair die.

Thought Experiment 2: Random sampling from a finite population

Suppose we have a finite population of size N. There can be at most a finite number of
possible values, and they must be discrete, since there must be a gap between every
pair of two real numbers. Some members of the population have the same value, so
there are only K possible values y1, . . ., yk. The probability of observing the value
Y is the proportion of population having that value.

We start by randomly drawing from the population with replacement. Each draw
is done under identical conditions. If we continue doing the sampling, eventually
we have seen all possible values. After each draw we update the proportions in
the accumulated sample that have each value. We sketch a graph with a spike at
each value in the sample equal to the proportion in the sample having that value.
The updating of the graph at step n is made by scaling all the existing spikes down
by the ratio “=1 and adding 1 to the spike at the value observed. The scaling
changes the proportions after the first n — 1 observations to the proportions after the
first n observations. As the sample size increases, the sample proportions get less
variable. In the limit as the sample size n approaches infinity, the spike at each value
approaches its probability.

Thought Experiment 3: Number of tails before first head from independent coin
tosses

Each toss of a coin results in either a head or a tail. The probability of getting a
head remains the same on each toss. The outcomes of each toss are independent of
each other. This is an example of what we call Bernoulli trials. The outcome of a
trial is either a success (head) or failure (tail), the probability of success remains
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constant over all trials, and we are taking independent trials. We are counting the
number of failures before the first success. Every nonnegative integer is a possible
value, and there are an infinite number of them. They must be discrete, since there is
a gap between every pair of nonnegative integers.

We start by tossing the coin and counting the number of tails until the first head
occurs. Then we repeat the whole process. Eventually we reach a state where most of
the time we get a value we have gotten before. After each sequence of trials until the
first head, we update the proportions that have each value. We sketch a graph with
a spike at each value equal to the proportion having that value. As in the previous
example, the updating of the graph at step n is made by scaling all the existing
spikes down by the ratio "T_l and adding % to the spike at the value observed. The
sample proportions get less variable as the sample size increases, and in the limit as
n approaches infinity, the spike at each value approaches its probability.

5.2 PROBABILITY DISTRIBUTION OF A DISCRETE RANDOM
VARIABLE

The proportion functions that we have seen in the three thought experiments are spike
functions. They have a spike at each possible value, zero at all other values, and
the sum of the spike heights equals one. In the limit as the sample size approaches
infinity, the proportion of times a value occurs approaches the probability of that
value, and the proportion graphs approach the probability function

flye) = P(Y =yi)
for all possible values y1, . . ., yi of the discrete random variable. For any other value
y, it equals zero.
Expected Value of a Discrete Random Variable

The expected value of a discrete random variable Y is defined to be the sum over all
possible values of each possible value times its probability:

E(Y)= k% flyx)- (5.1)
k=1

The expected value of a random variable is often called the mean of the random
variable and is denoted u. It is like the sample mean of an infinite sample of
independent repetitions of the random variable. The sample mean of a random
sample of size n repetitions of the random variable is

l n
Z7=;L'Zyz'~
i=1

Here y; is the value that occurs on the i*" repetition. We are summing over all
Y P! g
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repetitions. Grouping together all repetitions that have the same possible value, we

get
_ Tk
y:Z—ka’
% n

where n is the number of observations that have value yi, and we are now summing
over all possible values. Note that each of the y; (observed values) equals one of the
yx (possible values). But in the limit as n approaches oo, the relative frequency Z&
approaches the probability f(yx), so the sample mean, , approaches the expected
value, E(Y'). This shows that the expected value of a random variable is like the
sample mean of an infinite size random sample of that variable.

The Variance of a Discrete Random Variable

The variance of a random variable is the expected value of square of the variable
minus its mean.

Var(Y) = E(Y - E(Y))? (5.2)
= > (e —)® % flyr)-
k

This is like the sample variance of an infinite size random sample of that variable.
We note that if we square the term in brackets, break the sum into three sums, and
factor the constant terms out of each sum, we get

Var(Y) = D ulx flur) =20 % Y uef(u) + 1% x > flyr)
k k k
= E(Y?) -u?.
Since o = E(Y'), this gives another useful formula for computing the variance.
Var(Y) = E(Y?) - [E(Y))?. (5.3)

Example 6 Let Y be a discrete random variable with probability function given in
the following table.

Yi fyi)
0 .20
1 15
2 25
3 .35
4 .05

To find E(Y') we use Equation 5.1, which gives

E(Y) = 0x.204+1x.15+2x.25+3x.35+4x .05
1.90.
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Note that the expected value does not have to be a possible value of the random
variable Y. It represents an average. We will find Var(Y') in two ways and see that
they give equivalent results. First, we use the definition of variance given in Equation
5.2.

Var(Y) (0 —1.90)% x .20 + (1 — 1.90)% x .15 + (2 — 1.90)% x .25
+(3-1.90)2 x .35 + (4 — 1.90)? x .05

= 1.49.

Second, we will use Equation 5.3. We calculate

02x .20+1%2x.15+22 x 25+3?2 x .35+4% x .05
= 5.10.

E(Y?)

Putting that result in Equation 5.3, we get

Var(Y) = 5.10—1.90°
= 1.49.

The Mean and Variance of a Linear Function of a Random Variable

Suppose W = a x Y + b, where Y is a discrete random variable. Clearly, W is
another number that is the outcome of the same random experiment that Y came
from. Thus W, a linear function of a random variable Y, is another random variable.
We wish to find its mean.

E(aY +b) = Z(ayk+b)xf(yk)
Zaykxfyk + > b flyk)
aZykf k) +b D fluw)-

Since > yrf(yr) = pand > f(yx) = 1, the mean of the linear function is the linear
function of the mean:

I

It

E@Y +b)=aE(Y)+b. (5.4)

Similarly, we may wish to know its variance.

Var(aY +b)

ZmﬁbEmwmmm

Il

}:wyk— Y)) +b— )2 f(yk)
a? Z Yk — 2f(yx) -
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Thus the variance of a linear function is the square of the multiplicative constant a
times the variance :

Var(aY +b) = a*Var(Y). (5.5)
The additive constant b doesn’t enter into it.

Example 6 (continued) Suppose W = —2Y + 3. Then from Equation 5.4 we have

EW) = —-2EY)+3
= —-2x190+3
-.80
and from Equation 5.5 we have
Var(W) = (=2)? x Var(Y)
= 4x1.49
5.96.

5.3 BINOMIAL DISTRIBUTION

Let us look at three situations and see what characteristics they have in common.

Coin tossing. Suppose we toss the same coin n times, and count the number of
heads that occur. We consider that any one toss is not influenced by the outcomes of
previous tosses, in other words, the outcome of one toss is independent of the out-
comes of previous tosses. Since we are always tossing the same coin, the probability
of getting a head on any particular toss remains constant for all tosses. The possible
values of the total number of heads observed in the n tosses are 0, .. ., n.

Drawing from an urn with replacement. An urn contains balls of two colors,
red and green. The proportion of red balls is 7. We draw a ball at random from the
urn, record its color, then return it to the urn, and remix the balls before the next
random draw. We make a total of n draws, and count the number of times we drew a
red ball. Since we replace and remix the balls between draws, each draw takes place
under identical conditions. The outcome of any particular draw is not influenced by
the previous draw outcomes. The probability of getting a red ball on any particular
draw remains equal to 7, the proportion of red balls in the urn. The possible values
of the total number of red balls drawn are 0, ..., n.

Random sampling from a very large population. Suppose we draw a ran-
dom sample of size n from a very large population. The proportion of items in the
population having some attribute is 7. We count the number of items in the sample
that have the attribute. Since the populationis very large compared to the sample size,
removing a few items from the population does not perceptibly change the proportion
of remaining items having the attribute. For all intents and purposes it remains .
The random draws are taken under almost identical conditions. The outcome of any
draw is not influenced by the previous outcomes. The possible values of the number
of items drawn that have the attribute is 0, ..., n.
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Characteristics of the Binomial Distribution
These three cases all have the following things in common.

o There are n independent trials. Each trial can result either in a "success” or a
"failure."

e The probability of "success” is constant over all the trials. Let m be the
probability of "success."

e Y is the number of "successes" that occurred in the n trials. Y can take on
integer values 0,1,...,n.

These are the characteristics of the binomial (n, 7} distribution. The binomial prob-
ability function can be found from these characteristics using the laws of probability.
Any sequence having exactly y successes out of the n independent trials has probabil-
ity equal to 7¥(1 — 7)Y, no matter in which order they occur. The event {Y = y}
is the union of all sequences such sequences. The sequences are disjoint, so the
probability function of the binomial random variable Y given the parameter value 7
is written as

fim) = () Yo -y 66)

for y = 0,1,...,n where the binomial coefficient ( Z > = 5&% represents

the number of sequences having exactly y successes out of n trials and 7% (1 — 7)™~¥
is the probability of any particular sequence having exactly y successes out of 7 trials.

Mean of binomial. The mean of the binomial(n, ) distribution is the sample
size times the probability of success since

E(Y|r) = > yx fylr)
y=0

gyx ( Z )wyu—w)"-y.

We write this as a conditional mean because it is the mean of Y given the value of
the parameter 7. The first term in the sum is O, so we can start the sum at y = 1. We
cancel y in the remaining terms, and factor out nx. This gives

E(Y|r) = z:;nw ( Z:i ) AV=1(1 — )

Factoring nm out of the sum and substituting n’ =n — land y’ = y — 1, we get

BE(Y|r) = mé ( Z: > -y
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We see the sum is a binomial probability function summed over all possible values.
Hence it equals one, and the mean of the binomial is

EY|r)=nn. (5.7
Variance of binomial. The variance is the sample size times the probability of

success times the probability of failure. We write this as a condtional variance since
it is the variance of Y given the value of the parameter 7. Note that

EY(Y -1)m) = Y yly—1)x fyln)

y=0

yz:;)y(y— 1) x ( Z )ﬂ_y(l p—

The first two terms in the sum equal 0, so we can start summing at y = 2. We cancel
y(y — 1) out of the remaining terms and factor out n(n — 1)7? to get

n

B(Y( —1)(7r=z (n—1r (Z:;)Wuﬂ@—ﬁ)n—y.

Substituting y’ = y — 2 and n’ = n — 2, we get

n—2 n , ,
EY(Y -1)r) = n(n-1r?Y ( y > 7V (1 —7)"

y'=0
= n(n—1)7?

since we are summing a binomial distribution over all possible values. The variance
can be found by

Var(Y|r)

E(Y?|m) - [B(Y|m))?
E(Y(Y - 1)|7) + E(Y|r) - [E(Y|m))?
= n(n-1)7*+nr - [nn)>.

Hence the variance of the binomial is the sample size times the probability of success
times the probability of failure.

Var(Y|n) =nr(l — 7). (5.8)
5.4 HYPERGEOMETRIC DISTRIBUTION

The hypergeometric distribution models sampling from an urn without replacement.
There is an urn containing NV balls, R of which are red. A sequence of n balls is
drawn randomly from the urn without replacement. Drawing a red ball is called a
"success.” The probability of success m does not stay constant over all the draws.
At each draw the probability of "success"” is the proportion of red balls remaining in
the urn, which does depend on the outcomes of previous draws. Y is the number of
"successes" in the n trials. Y can take on integer values 0,1,...,n.
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Probability Function of Hypergeometric

The probability function of the hypergeometric random variable Y~ given the param-
eters N, n, R is written as

f(yIN,R,n) = ( I; > ) ( JX:;%>

()

Mean and variance of hypergeometric. The conditional mean of the hyper-
geometric distribution is given by

for possible values y = 0,1,...,n.

R
E(Y|N,R,n) =nx N

The conditional variance of the hypergeometric distribution is given by

R R N —-n
Var(YlN,R,n)—anx <1~N)> P (N—l) .

We note that % is the proportion of red balls in the urn. The mean and variance of the
hypergeometric are similar to that of the binomial, except that the variance is smaller

due to the finite population correction factor %_’1’

5.5 POISSON DISTRIBUTION

The Poisson distribution is another distribution for counts.! Specifically, the Poisson
is a distribution which counts the number of occurrences of rare events over a period
of time or space. Unlike the binomial which counts the number of events (successes)
in a known number of independent trials, the number of trials in the Poisson is so
large that it isn’t known. Nevertheless, looking at the binomial gives us way to start
our investigation of the Poisson. Let Y be a binomial random variable where n is
very large, and 7 is very small. The binomial probability function is

PY =ylr) = ( Z ) (r)¥(1 — m)"Y

- -

fory = 0,...,n. Since 7 is small, the only terms that have appreciable probability
are those where y is much smaller than n. We will look at the probabilities for those

IFirst studied by Simeon Poisson (1781-1840).



POISSON DISTRIBUTION 87

small values of y. Let 4 = nw. The probability function is

R O

Rearranging the terms, we get

- 1 —_ 1 Yy n -y
P(Y=ylp) = —x= x...xn—-y—+—><#_|(1~ﬁ> (1_E) ]
n n mn y! n n
But all the values 2, %=1 ... 2=+l are approximately equal to 1 since y is much

smaller than n. We let n approach infinity, and 7 approach O in such a way that
1 = n is constant. We know that

lim (1—%)n=e_“ and lim (1—%)_y=1

[ amde o] n—oo

so the Poisson probability function is given by

Flo) = 5

(5.9)

for y = 0,1,.... Thus the Poisson(u) distribution can be used to approximate a
binomial(n, ) when n is large, 7 is very small, and u = n.

Characteristics of the Poisson Distribution

Think of the period of time (or space) divided into n equal parts. The total number
of occurrences is the sum of the number of occurrences in all n parts. We see from
the Poisson approximation to the binomial that the Poisson distribution is a limiting
case of the binomial distribution as n — 0o and # — 0 at such a rate that n7m = p is
constant.

¢ In the binomial, the probability of success remains constant over all the trials.
It follows that the instantaneous rate of occurrences per unit time (or space)
for the Poisson is constant.

o Inthe binomial, the trials are independent. Thus the Poisson occurrences in any
two non-overlapping intervals will be independent of each other. It follows that
the Poisson occurrences are randomly occurring through time at the constant
instantaneous rate.

o In the binomial each trial contributes either one success or one failure. It
follows that Poisson counts occur one at a time.

e The possible valuesarey = 0,1,....
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Mean and variance of Poisson. The mean of the Poisson(u) can be found by

oo

Zy

=0

:fjﬂy

:1

yeH

E(ylu)

L~

[~

We let iy’ = y — 1 and factor out u:

oo”y
E(ylp) = Z

The sum equals one since it is the the sum is over all possible values of a Poisson
distribution, so the mean of the Poisson{y) is

6“

E(ylp) = u.
Similarly, we can evaluate
Bux@-D) = Yux@-1xLe”
y=0 v
i peH
- ;(y—m'

We let ¢/ = y — 2, and factor out 2

“ye“f

E(yx(y-Dlp) = 22 :

The sum equals one since it is the the sum is over all possible values of a Poisson
distribution, so E(y X (y — 1}|u) for a Poisson(u) is given by

Elyx(y-Dlu) = u°.

The Poisson variance is given by

var(ylp) = Ey?lu) — [Bylw)?
= E(yx (y— 1w + E(ip) — [E@w)?
= p4pu-pt
_—

Thus we see the mean and variance of a Poisson(u) are both equal to p.
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Table 5.2 Universe of joint experiment

(z1,91) . . . (z1,¥5) . . . (z1,97)
(%4, y1) . . . (x4, 95) . . . (xi,y7)
(zr,y1) . . . (zr,y5) . . . (zr,yJ)

5.6 JOINT RANDOM VARIABLES

When two (or more) numbers are determined from the outcome of a random ex-
periment, we call it a joint experiment. The two numbers are called joint random
variables and denoted X, Y. If both the random variables are discrete, they each have
separated possible values z; fori =1,...,I,and y; for j =1,..., J. The universe
for the experiment is the set of all possible outcomes of the experiment which are
all possible ordered pairs of possible values. The universe of the joint experiment is
shown in Table 5.2.

The joint probability function of two discrete joint random variables is defined at
each point in the universe:

f(zhy]) = P(X = miaY = y])

fori =1,...,I, and j = 1,...,J. This is the probability that X = z; and
Y = y; simultaneously, in other words, the probability of the intersection of the
events X = z; and Y = y;. These joint probabilities can be put in a table.

We might want to consider the probability distribution of just one of the joint
random variables, for instance, Y. The event Y = y; for some fixed value y; is the
union of all events X = z;,Y = y;, where ¢ = 1,..., I, and they are all disjoint.
Thus

P(Y =y;) = P(Ui(X =2,,Y =y;)) = Y P(X =2;,Y =)
i
forj =1,...,J, since probability is additive over a disjoint union. This probability

distribution of Y by itself is called the marginal distribution of Y. Putting this
relationship in terms of the probability function, we get

Fly;) = Zf(xi,yj) (5.10)
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Table 5.3 Joint and marginal probability distributions

Yi . . . Yj . . . YyJ
x| flzy,y) . o o flroy) o . o flznus) f(z)
z | flzo,y) - o o flzoy) o . o flzeya) flx:)
zr | fler,y1) . . . fleny;) . . . flzryg) flzr)
fly) S fy;) e fys)

forj =1,...J. So we see that the individual probabilities of Y is found by summing
the joint probabilities down the columns. Similarly the individual probabilities of X
can be found by summing the joint probabilities across the rows. We can write them
on the margins of the table, hence the names marginal probability distribution of Y
and X respectively. The joint probability distribution and the marginal probability
distributions are shown in Table 5.3. The joint probabilities are in the main body of
the table, and the marginal probabilities for X and Y are in the right column and
bottom row, respectively.
The expected value of a function of the joint random variables is given by

E(MX,Y)) = Zthw x f(zi,y5)-

Often we wish to find the expected value of a sum of random variables. In that case

BEX+Y) = >3 (@i+y5) x f(ziy)

ZZw RELEORDDIBTEFCRTY
ZxZZf<zi,yj>+Zyjif<m,yj>
> ><Jf<zz~> + Zy;x Flus)-

fl

We see the mean of the sum of two random variables is the sum of the means.
EX+Y)=EX)+EY). 5.1

This equation always holds.
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Independent Random Variables

Two (discrete) random variables X and Y are independent of each other if and only
if every element in the joint distribution table equals the product of the corresponding
marginal distributions. In other words,

flxiyy;) = fza) x fys)

for all possible z; and y;.
The variance of a sum of random variables is given by

Var(X +Y) E(X+Y - E(X+Y))?

3> (it s = (B + EQ)? x £z v5)

i

It

32D M~ BOO) + (3~ BOI % £(i,95).
i J
Multiplying this out and breaking it into three separate sums gives
Var(X +7) ZZ % fwiys)
+ Z > 2w = BXO)y; = BY)f(@irvs)
i
- X~ % o)

The middle term is 2 x the covariance of the random variables. For independent
random variables the covariance is given by

SN (@i — E(X)) x (y; — E(Y))f(zi,y5)
i 7
= Y (@i — E(X))f(z:) x Z(w — E(Y))f(y;)-

i

fi

Cov(X,Y)

This is clearly equal to 0. Hence for independent random variables we have
Var(X +Y) =Y (z — E(X)))* x f(z:) + Z E(Y))? x f(y;)-
i

We see the variance of the sum of two independent random variables is the sum of
the variances.
Var(X +Y) =Var(X) +Var(Y). (5.12)

This equation only holds for independent? random variables!

2In general, the variance of a sum of two random variables is given by Var(X +Y) = Var(X) + 2 x
Cov(X,Y) + Var(Y).
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Example 7 Let X and Y be jointly distributed discrete random variables. Their
Joint probability distribution is given in the following table:

Y f(@)
1 2 3 4
.02 .04 .06 .08
.03 .01 .09 .17
05 15 15 .15

k’_’
~~
= W N~
=

We find the marginal distributions of X and Y by summing across the rows and
summing down the columns, respectively. That gives the table

Y f(z)
1 2 3 4
02 04 .06 08| .2
.03 .01 .09 17| 3
05 15 15 15 5
Jd 2 3 4

“~h
o~
< W N~
=

We see that the joint probability f(x;,y;) is not always equal to the product of the
marginal probabilities f(x;) x f(y;). Therefore the two random variables X and Y
are not independent.

Mean and variance of a difference between two independent random
variables. When we combine the results of Equations 5.10 and 5.11 with the
results of Equations 5.4 and 5.5, we find the that mean of a difference between
random variables is
EX-Y)=EX)-EY). (5.13)

If the two random variables are independent, we find that the variance of their
difference is

Var(X —Y) = Var(X)+ Var(Y). (5.14)
Variability always adds for independent random variables, regardless of whether we
are taking the sum or taking the difference.

5.7 CONDITIONAL PROBABILITY FOR JOINT RANDOM VARIABLES

If we are given Y = y;, the reduced universe is the set of ordered pairs where the
second element is y;. This is shown in Table 5.4. It is the only part of the universe that
remains, given Y = y;. The only part of the event X = z; that remains is the part
in the reduced universe. This is the intersection of the events X = z; and Y = y;.
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Table 5.4 Reduced universe given Y = y;

(mlayj)

(mi’yj)

(Ilv yj)

Table 5.5 shows the original joint probability function in the reduced universe, along
with the marginal probability. We see that this is not a probability distribution. The
sum of the probabilities in the reduced universe sums to the marginal probability, not
to one!

The conditional probability that random variable X = z;, given Y = y; is the
probability of the intersection of the events X = xz; and Y = y; divided by the
probability that ¥ = y; from Equation 4.1. Dividing the joint probability by the
marginal probability scales it up so the probability of the reduced universe equals 1.
The conditional probability is given by

P(XZ.'Z)i,Y:yj)

(5.15)
When we put this in terms of the joint and marginal probability functions, we get

Fzily;) = ———f(;(zzj) : (5.16)

The conditional probability distribution. Letting x; vary across all possible
values of X gives us the conditional probability distribution of X|Y = y;. The
conditional probability distribution is defined on the reduced universe given Y = y;.
The conditional probability distribution is shown in Table 5.6. Each entry was found
by dividing the i,j entry in the joint probability table by j** element in the marginal
probability. The marginal probability is f(y;) = >, f(zi,y;) and is found by
summing down the j** column of the joint probability table. So the conditional
probability of z; given y; is the 4t column in the joint probability table, divided by
the sum of the joint probabilities in the jt* column.
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Table 5.5 Joint probability function values in the reduced universe Y = y;. The marginal

probability is found by summing down the column.

f(xl’yj)

fl@i ys)

f(z1,y5)

Table 5.6 The conditional probability function defined on the reduced universe ¥ = y;

fz1jy;)

f@ily;)

flxrlys)

Example 7 (continued) Ifwe want to determine the conditional probability P(X =
2|Y = 2), we plug in the joint and marginal probabilities into Equation 5.15. This
gives

P(X =2|Y = 2)

It
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Conditional probability as multiplication rule. Using similar arguments, we
could find that the conditional probability function of Y given X = z; is given by

sz = L)

f(zi)

However, we will not use the relationship in this form, since we do not consider
the random variables interchangeably. In Bayesian statistics, the random variable
X is the unobservable parameter. The random variable Y is an observable random
variable that has a probability distribution depending on the parameter. In the next
chapter we will use the conditional probability relationship as the multiplication rule

f(xayys) = fza) x flyjle:) (5.17)

when we develop Bayes’ theorem for discrete random variables.

Main Points

e A random variable Y is a number associated with the outcome of a random
experiment.

o If the only possible values of the random variable are a finite set of separated
values, y1, - . ., Yk the random variable is said to be discrete.

¢ The probability distribution of the discrete random variable gives the probabil-
ity associated with each possible value.

e The probability of any event associated with the random experiment can be
calculated from the probability function of the random variable using the laws
of probability.

¢ The expected value of a discrete random variable is
BY) = Y uf(us),
k

where the sum is over all possible values of the random variable. It is the mean
of the distribution of the random variable.

e The variance of a discrete random variable is the expected value of the squared
deviation of the random variable from its mean.

Var(Y) = E(Y —E(Y))* = Y (s — E(Y))*f(wx) .
k

Another formula for the variance is

Var(Y) = E(Y?) - [E(Y)).



96

DISCRETE RANDOM VARIABLES

The mean and variance of a linear function of a random variable aY + b are
E(aY +b) = aE(Y)+b
and

Var(aY +b) = a? x Var(Y).

The binomial (n, ) distribution models the number of successes in n inde-
pendent trials where each trial has the same success probability, 7.

The binomial distribution is used for sampling from a finite population with
replacement.

The hypergeometric distribution is used for sampling from a finite population
without replacement.

The Poisson(u) distribution counts the number of occurrences of a rare event.
Occurrences are occurring randomly through time (or space) at a constant rate
and occur one at a time. It is also used to approximate the binomial(n, )
where n is large and « is small and we let i = n7.

The joint probability distribution of two discrete random variables X and Y is
written as joint probability function

Note: (X = z;,Y = y;) is another way of writing the intersection (X =
z; N'Y = y;). This joint probability function can be put in a table.

The marginal probability distribution of one of the random variables can be
found by summing the joint probability distribution across rows (for X) or by
summing down columns (for Y).

The mean and variance of a sum of independent random variables are
E(X+Y) = E(X)+ E(Y)
and
Var(X +Y) = Var(X)+Var(Y).

The mean and variance of a difference between independent random variables
are

E(X-Y) = E(X)-E(Y)
and
Var(X —=Y) = Var(X) +Var(Y).
Conditional probability function of X given Y = y; is found by

flziys)
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This is the joint probability divided by the marginal probability that Y = y;.

e The joint probabilities on the reduced universe ¥ = y; are not a probability
distribution. They sum to the marginal probability f(y;), not to one.

¢ Dividing the joint probabilities by the marginal probability scales up the prob-
abilities, so the sum of probabilities in the reduced universe is one.
Exercises

5.1 A discrete random variable Y has discrete distribution given in the following
table:

(

Ny
~—

B w - ol
bW

(a) Calculate P(1 <Y < 3).

(b) Calculate E(Y').

(c) Calculate Var(Y).

(d) Let W = 2Y + 3. Calculate E(W).
(e) Calculate Var(W).

5.2 A discrete random variable Y has discrete distribution given in the following

table:
v flys)
0 5!
1 2
2 3
5 4

(a) Calculate P(0 < Y < 2).

(b) Calculate E(Y).

(c) Calculate Var(Y).

(d) Let W = 3Y — 1. Calculate E(W).
(e) Calculate Var(W).
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5.3 LetY be binomial (n = 5,7 = .6).

(a) Calculate the mean and variance by filling in the following table:

flws) ys X f (i) y? x fyi)

bW~ o

Sum

i. E(Y)=
ii. Var(Y) =
(b) Calculate the mean and variance of Y using Equations 5.7 and 5.8,
respectively. Do you get the same results as in part (a)?

5.4 LetY be binomial (n = 4,7 = .3).

(a) Calculate the mean and variance by filling in the following table:

f(ys) yi X f(yi) y7 X f(ys)

W= o

Sum

i B(Y)=
ii. Var(Y) =
(b) Calculate the mean and variance of Y using Equations 5.7 and 5.8,
respectively. Do you get the same as you got in part (a)?

5.5 Suppose there is an urn containing 20 green balls and 30 red balls. A single
trial consists of drawing a ball randomly from the urn, recording its color, and
then putting it back in the urn. The experiment consists of 4 independent trials.

(a) List each outcome (sequence of 4 trials) in the sample space together with
its probability. What do you notice about the probabilities of outcomes
that have the same number of green balls?

(b) Let Y be the number of green balls drawn. List the outcomes that make
up each of the following events:
Y=0 Y=1 Y=2 Y=3 Y=4
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(c) What can you say about P(Y = y) in terms of "number of outcomes
where Y = y, and the probability of any particular sequence of outcomes
where Y = y.

(d) Explain how this relates to the binomial probability function.

5.6 Suppose there is an urn containing 20 green balls and 30 red balls. A single
trial consists of drawing a ball randomly from the urn, recording its color.
This time the ball is not returned to the urn. The experiment consists of 4
independent trials.

(a) List each outcome (sequence of 4 trials) in the sample space together with
its probability. What do you notice about the probabilities of outcomes
that have the same number of green balls.

(b) Let Y be the number of green balls drawn. List the outcomes that make

up each of the following events:
Y=0 Y=1 Y=2 Y=3 Y=4

(c) What can you say about P(Y = y) in terms of "number of outcomes
where Y = y, and the probability of any particular sequence of outcomes
where Y = y.

(d) Explain what this means in terms of the hypergeometric distribution.
Hint: write this in terms of factorials, then rearrange the terms.

5.7 LetY have the Poisson(p = 2) distribution.

(a) Calculate P(Y = 2).
(b) Calculate P(Y < 2).
(c) Calculate P(1 <Y < 4).

5.8 Let Y have the Poisson(y = 3) distribution.

(a) Calculate P(Y = 3).
(b) Calculate P(Y < 3).
(c) Calculate P(1 <Y < 5).

5.9 Let X and Y be jointly distributed discrete random variables. Their joint
probability distribution is given in the following table:

X Y f(@)
1 2 3 4 5

1 02 04 06 .08 .05
2 08 02 .10 .02 .03
3 05 05 .03 .02 .10
4 10 .04 05 .03 .03
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(a) Calculate the marginal probability distribution of X.

(b) Calculate the marginal probability distribution of Y.

(c) Are X and Y independent random variables? Explain why or why not.
(d) Calculate the conditional probability P(X = 3|Y = 1).

5.10 Let X and Y be jointly distributed discrete random variables. Their joint
probability distribution is given in the following table:

X Y f(z)
1 2 3 4 5
i | .015 .030 .00 .020 .025
2 |.030 060 .020 .040 .050
3 | .045 090 .030 .060 .075
4 | .060 .120 .040 .080 .100
fy)

(a) Calculate the marginal probability distribution of X

(b) Calculate the marginal probability distribution of Y.

(c) Are X and Y independent random variables? Explain why or why not.
(d) Calculate the conditional probability P(X = 2|Y = 3).



Bayesian Inference
for Discrete Random
Variables

In this chapter we introduce Bayes’ theorem for discrete random variables. Then we
see how we can use it to revise our beliefs about the parameter, given the sample data
that depends on the parameter. This is how we will perform statistical inference in a
Bayesian manner.

We will consider the parameter to be random variable X, which has possible
values z1,...,zr. We never observe the parameter random variable. The random
variable Y, which depends on the parameter, has possible values y;,...,y5. We
make inferences about the parameter random variable X given the observed value
Y = y; using Bayes’ theorem.

The Bayesian universe consists of the all possible ordered pairs (z;,y;) for i =
1,...,Tandj =1,...,J. Thisis analogousto the universe we used for joint random
variables in the last chapter. However, we will not consider the random variables X
and Y the same way. The events (X = z1),...,(X = z) partition the universe,
but we never observe which one has occurred. The event Y = y; is observed.

We know that the Bayesian universe has two dimensions, the horizontal dimension
which is observable, and the vertical dimension which is unobservable. In the
horizontal direction it goes across the sample space which is the set of all possible
values, {y1,...,yJs}, of the observed random variable Y. In the vertical direction it
goes through the parameter space, which is the set of all possible parameter values,
{z1,...,z1}. The Bayesian universe for discrete random variables is shown in Table
6.1. This is analogous the Bayesian universe for events described in Chapter 4. The

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Table 6.1 The Bayesian universe

(iy) | @uy2) | - o ) @y | - o | (1Y)
(:L"iayl) (-TivyZ) . . . (xz»yj) . . . (Ii,y.])
(:L'Ivyl) (xlﬁyQ) ‘ ‘ . (vay]) . : : ($I»yJ)

parameter value is unobserved. Probabilities are defined at all points in the Bayesian
universe.

We will change our notation slightly. We will use f() to denote a probability dis-
tribution (conditional or unconditional) that contains the observable random variable
Y, and g¢() to denote a probability distribution (conditional or unconditional) that
only contains the (unobserved) parameter random variable X. This clarifies the dis-
tinction between Y, the random variable that we will observe, and X, the unobserved
parameter random variable that we want to make our inference about. Each of the
joint probabilities in the Bayesian universe is found using the mulitiplication rule

(i, y5) = 9(za) x fyslz:) -

The marginal distribution of Y is found by summing the columns. We show the joint
and marginal probability function in Table 6.2. Note that this is similar to how we
presented the joint and marginal distribution for two discrete random variables in the
previous chapter (Table 5.3). However, now we have moved the marginal probability
function of X over to the left-hand side and call it the prior probability function of
the parameter X to indicate it is known to us at the beginning. We also note the
changed notation.

When we observe Y = y;, the reduced Bayesian universe is the set of ordered
pairs in the 7** column. This is shown in Table 6.3. The posterior probability function
of X givenY = yj; is given by

g(zs) x fly;lzs)
e g(zs) x flyslz:)

Let us look at the parts of the formula.

e The prior distribution of the discrete random variable X is given by the prior
probability function g(z;), for i« = 1,...,n. This is what we believe the
probability of each x; to be before we look at the data. It must come from prior
experience, not from the current data.
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Table 6.2 The joint and marginal distributions of X and Y’

prior Y1 . Yj .. Y7
zy | g(x1) | flen,y) - o . fleuny) - o o flz,yg)
z | g(zi) | flxoy) - . o flzay) o . . flzoy)
zr | glzr) | flzny) - . o flzrny) o . . flznyg)
fly) - . o fly) . fys)

Table 6.3 The reduced Bayesian universe given Y = y;

(z1,¥5)

(-Tiy yj)

(-rla y])

e Since we observed Y = y;, the likelihood of the discrete parameter random
variable is given by the likelihood function f(y;|z;) fori =1,...,n. Thisis
the conditional probability function of Y given X = z; evaluated at y;, the
value that actually occurred and where X is allowed to vary over its whole
range for z;,...,z,. We must know the form of the conditional observation
distribution, as it shows how the distribution of the observation Y depends
on the value of the random variable X, but we see that it only needs to be
evaluated at the value that actually occurred, y;. The likelihood function is the
conditional observation distribution evaluated on the reduced universe.

e The posterior probability distribution of the discrete random variable is given
by the posterior probability function g(x;|y;) evaluated at z; fori = 1,...,n,
givenY = y;
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The formula gives us a method for revising our belief probabilities about the possible
values of X given that we observed Y = y;.

Example 8 There is an urn containing a total of 5 balls, some of which are red and
the rest of which are green. We don’t know how many of the balls are red. Let the
random variable X be the number of red balls in the urn. Possible values of X are
z; =1tfori=0,...,5. Since we don’t have any idea about the number of red balls,
we will assume all possible values are equally likely. Our prior distribution of X is
9(0) = g(1) = g(2) = g(3) = g(4) = g(5) = 1/6

We will draw a ball at random from the urn. The random variable Y =1 if draw
is red, 0 otherwise. Conditional observation distribution of Y|X is P(Y = 1|X =
z;) = 1/5and P(Y = 0|X = z;) = (5 — 1)/5. The joint probabilities are found by
multiplying the prior probabilities times the conditional observation probabilities.
The marginal probabilities of Y are found by summing the joint probabilities down
the columns. These are shown in Table 6.4.

Suppose the selected ball is red, so the reduced universe is in the column labelled
y; = 1. The conditional observation probabilities in that column are highlighted.
They form the likelihood function. Table 6.5 shows the steps for finding the posterior
distribution of X givenY = 1.

Notice that the only column that was used to find the posterior probability distri-
bution was the in the reduced universe, the column'Y = 1. The joint probability came
Sfrom multiplying the prior probabilities times the likelihood function. The posterior
probability equals the prior probability times likelihood divided by the sum of prior
probabilities times likelihoods:

9(x) X f(y;lz:)
ity 9(zi) x fyjlz:)
Thus a simpler way of finding the posterior probability is to use only the column in

the reduced universe. Its probability is product of the prior times the likelihood. This
is shown in Table 6.6.

flaily;) = P(X = z|Y = y;) =

Steps for Bayes’ Theorem Using Table

e Set up a table with columns for parameter value, prior, likelihood, prior x
likelihood and posterior.

e Put in the parameter values, the prior, and the likelihood in their respective
columns.

e Multiply each element in the prior column by the corresponding element in
the likelihood column and put the results in the prior X likelihood column.

e Sum the prior x likelihood column.

o Divide each element of prior x likelihood column by the sum.

Put these posterior probabilities in the posterior column!
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Table 6.4 The joint and marginal probability distributions
z; prior y; =0 y; =1
probability
0 1/6 Ixi=2 Ix2=0
1 1/6 Ixg=a5%1 Fxit=5
2 1/6 Ix3=2 ix2=2
3 1/6 ix2=2%| Ix3=3%
4 1/6 FxXt=3 Ixt=4
s ve | dx§-8| ix¥4
Flys) 2 =3
Table 6.5 Finding the posterior probabilities of X|Y =1
z; prior y; =0 yi =1 posterior
probability probability
0 1/6 Ixg=2%| x3=0 0
1 16 §X8=% | $X57% | /271
2 1/6 sxi=%| sx¥=%| /=%
3 16 txi=%| tx5=% | w/3=1
4 176 §X8=% | sX5=% | /3=
5 16 §X8=% | $%8=% | m/3-1k
Fys) 3 % =3
Table 6.6 Simplified table for finding the posterior probabilities of X|Y =1
xT; prior likelihood prior X likelihood posterior
0 1/6 2 Ix%=0 0
! 16 5 5 X 5 =3 /3= 15
2 176 : s x%=% %/i=%
3 176 : 5§ X35 /7= 15
4 176 5 5% §=% 3%/3 = 15
5 176 3 5 X =% %/3=1
fly;) » =3
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Table 6.7 The posterior probability distribution after second observation

T; prior likelihood prior X likelihood posterior
0 0 ?7? 0 0/% =0
1 1/15 4 = /5 =1
2| s : % 55 =4
3| s : % &1 =%
4| ans ; & B3 =4
5 5115 s 0 0/3 =0
i 1.00

6.1 TWO EQUIVALENT WAYS OF USING BAYES’ THEOREM

We may have more than one data set concerning a parameter. They might not even
become available at the same time. Should we wait for the second data set, combine
it with the first, and then use Bayes’ theorem on the combined data set? This would
mean that we have to go back to scratch every time more data became available,
which would result in a lot of work. Another approach requiring less work would
be to use the posterior probabilities given the first data set, as the prior probabilities
for analyzing the second data set. We will find that these two approaches lead to the
same posterior probabilities. This is a significant advantage to Bayesian methods.
In frequentist statistics, we would have to use the first approach, re-analyzing the
combined data set when the second one arrives.

Analyzing the observations sequentially one at a time. Suppose that we
randomly draw a second ball out of the urn without replacing the first. Suppose
the second draw resulted in a green ball, so Y = 0. We want to find the posterior
probabilities of X given the results of the two observations, red first, green second.
We will analyze the observations in sequence using Bayes’ theorem each time. We
will use the same prior probabilities as before for the first draw. However, we will
use the posterior probabilities from the first draw as the prior probabilities for the
second draw. The results are shown in Table 6.7.

Analyzing the observations all together in a single step. Alternatively,
we could consider both draws together, then revise the probabilities using Bayes’
theorem only once. Initially, we are in the same state of knowledge as before. So we
take the same prior probabilities that we originally used for the first draw when we
were analyzing the observations in sequence. All possible values of X are equally
likely. The prior probability function is g(z) = é forx =0,...,5.

Let Y7 and Y5 be the outcome of the first and second draw, respectively. The
probabilities of the second draw depend on the balls left after the first draw. By the
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Table 6.8 The joint distribution of X, Y7, Y, and marginal distribution of Y1, Y

T; p’f‘iO’f‘ Yi1s Ysz Yi1s Yjo Yi1: Y52 Yi1s Yje
0,0 0,1 1,0 1,1

0 W6 | IxExi| Ixixi| $xix%] IxIx?
U] we | eixd| dxixd| bndxd| dxixd
2 1/6 Fx¥x? Ix¥x2 ix2x3 FxZxi
3 1/6 sxExi| gxExi| gx§xi| §gxixi
4 1/6 Fxixg ixixs ixdxi ixEx$
5 1/6 sx8x3| gxgxi| gxgx3| gxixi

fly1,y2) 40/120 20/120 20/120 40/120

Table 6.9 The posterior probability distribution given Y; = 1andY> =0

Ty | Prior | YinYi | YinoYie | Yo Yiz | Yius Vi posterior
0,0 0,1 1,0 1,1

0 1/6 2 0 0 0 0 =0
L e 1% W | T 0 | %/H =3
2 16 % 1% 1% oo | w0/t =i
3 16 % % 1% %6 | 0/1% =10
4 /e 0 % 10 | /s =5
5 1/6 0 0 0 2 0 =0

f(y1,92) 20/120 1.00

multiplication rule, the observation probability conditional on X is

fy1,y21z) = f(yilz) x f(y2lyr, @) .

The joint distribution of X and Y3, Y> is given in Table 6.8. The first ball was red,
second was green, so the reduced universe probabilities are in column y;,, y;, = 1,0.
The likelihood function given by the conditional observation probabilities in that
column are highlighted.

The first ball was red, second was green, so the reduced universe probabilities are
in column y;,,y;, = 1,0. The posterior probability of X givenY; =land Y, =0
is found by rescaling the probabilities in the reduced universe so they sum to 1. This
is shown in Table 6.9.

We see this is the same as the posterior probabilities we found analyzing the
observations sequentially, using the posterior after the first as the prior for the second.
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Table 6.10 The posterior probability distribution after both observations

T prior likelihood prior x likelihood posterior
0 1/6 = %5 1%/ % =0
1 116 % 20 /s =3
2 176 2 12 125/% o
3 176 2 1% /5 =16
4 176 % 12 /s =3
s | us 5 % S/ =0
: 1.00

This shows that it makes no difference whether you analyze the observations one at
a time in sequence using the posterior after the previous step as the prior for the next
step, or whether you analyze all observations together in a single step starting with
your initial prior!

Since we only use the column corresponding to the reduced universe, it is simpler
to find the posterior by multiplying prior times likelihood and rescaling to make it a
probability distribution. This is shown in Table 6.10.

6.2 BAYES’' THEOREM FOR BINOMIAL WITH DISCRETE PRIOR

We will look at using Bayes’ theorem when the observation comes from the binomial
distribution, and there are only a few possible values for the parameter. Y |x has the
binomial n, 7 distribution. (There are n independent trials, each of which can result
in "success” or "failure" and the probability of success 7 remains the same for all
trials. Y is the total number of "successes" over the n trials.) There are I discrete
possible values of 7y, ..., 7.

Set up a table for the observation distributions. Row ¢ correspond to the binomial
n, m; probability distribution. Column j corresponds to Y = j (There are n + 1
columns corresponding to 0,...,n.) These binomial probabilities can be found in
Table B.1 in Appendix B. The conditional observation probabilities in the reduced
universe (column that corresponds to the actual observed value) is called the likeli-
hood.

¢ We decide on our prior probability distribution of the parameter. They give our
prior belief about each possible value of the parameter 7. If we have no idea
beforehand, we can choose the prior distribution that has all values equally
likely.

e The joint probability distribution of the parameter 7 and the observation Y is
found by multiplying the conditional probability of Y'|7 by the prior probability
of 7.
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Table 6.11 The joint probability distribution found by multiplying marginal distribution of
7 (the prior) by the conditional distribution of Y given 7 (which is binomial). ¥ = 3 was
observed, so the binomial probabilities of Y = 3 (the likelihood) are highlighted.

r | prior 0 1 2 3 4 |
40 3 1x.1296 | 1x.3456 | $x.3456 | I x.1536 | 1x.0256
5 3 1x.0625 | 1x.2500 | 1x.3750 | % x.2500 | 3x.0625
6| 1 1x.0256 | 1x.1536 | 1x.3456 | 3 x.3456 | 3x.1296

Table 6.12 The joint and marginal probability distributions. Y = 3 was observed, so those
probabilities are highlighted.

T prior 0 1 2 3 4

4 3 0432 1152 1152 0512 .0085
5 3 .0208 0833 1250 .0833 0208
6 3 .0085 0512 1152 1152 0432
marginal 0725 2497 3554 2497 0725

e The marginal distribution of Y is found by summing the joint distribution down
the columns.

Now take the observed value of Y. It is the only column that is now relevant. It
contains the probabilities of the reduced universe. Note that it is the prior times the
likelihood. The posterior probability of each possible value of 7 is found by dividing
that row’s element in the relevant column by the marginal probability of Y in that
column.

Example 9 Let Y|n be binomial (n = 4, 7). Suppose we consider there are only
three possible values for , .4,.5, and .6. We will assume they are equally likely.
The prior distribution of m and joint distribution of m and Y are given in Table 6.11.
The joint probability distribution f(m;,y;) is found by multiplying the conditional
observation distribution f(y;|7;) times the prior distribution g(m;). In this case, the
conditional observation probabilities come from the binomial (n = 4, 7) distribution.
These binomial probabilities come from Table B.1 in Appendix B. Suppose Y = 3
was observed. The reduced universe is the column for Y = 3. The conditional
observation probabilities in that column is called the likelihood and is highlighted.

The marginal distribution of Y is found by summing the joint distribution of T and
Y down the columns. The prior distribution of w , joint probability distribution of
(7, YY), and marginal probability distribution of Y are shown in Table 6.12.

Given that Y = 3 was observed, only the column labelled 3 is relevant. The
prior distribution of , joint probability distribution of (7,Y"), marginal probability
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Table 6.13 The joint, marginal, and posterior probability distribution of 7 given Y = 3.
Note the posterior is found by dividing the joint probabilities in the relevant column by their
sum.

T prior 0 1 2 3 4 posterior

4] 3 0432 1 1152 | 1152 0512 .0085 | 222 =205

5 : 0208 | .0833 | .1250 | .0833 | 0208 | 838 =334

.6 % .0085  .0512 | .1152 | .1152 .0432 %}18—3 =461

marginal 0725 | 2497 3554 | 2497 0725 1.000
Table 6.14 The simplified table for finding posterior distribution given Y = 3

™ prior likelihood prior x likelihood posterior

4 3 1536 0512 0232 = .205

5 3 2500 0833 0833 =.334

6 3 3456 1152 4152 = .461

marginal P(Y = 3) 2497 1.000

distribution of Y, and posterior probability distribution of «w|Y = 3 are shown in
Table 6.13.

Note that the posterior is proportional to prior times likelihood. We didn’t have
to set up the whole joint probability table. It is easier to only look at the reduced
universe column. The posterior is equal to prior times likelihood divided by the
marginal probability of the observed value. The results are shown in Table 6.14.

Setting up the Table for Bayes’ Theorem on Binomial with Discrete Prior

e Set up a table with columns for parameter value, prior, likelihood, prior X
likelihood, and posterior.

e Put in the parameter values, the prior, and the likelihood in their respective
columns. The likelihood values are binomial(n,;) evaluated at the observed
value of y. They can be found in Table B.1, or evaluated from the formula.

e Multiply each element in the prior column by the corresponding element in
the likelihood column and put in the prior x likelihood column.

e Sum these prior x likelihood.

e Divide each element of prior x likelihood column by the sum of prior x
likelihood column. (This rescales them to sum to 1.)

e Put these in the posterior column!
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Table 6.15 The simplified table for finding posterior distribution given Y = 3. Note
we are using the proportional likelihood where we have absorbed that part of the binomial
distribution that does not depend on = into the constant.

T prior likelihood prior X likelihood posterior
(proportional) | (proportional)

4 1 43 x .61=.0384 0384 %—?—g =.205

5 1 5% x .51=.0625 0625 Q028 =334

6 1 6% x .41=.0864 0864 862 =461

marginal sum .1873 1.000

6.3 IMPORTANT CONSEQUENCES OF BAYES’ THEOREM

Muitiplying all the prior probabilities by a constant does not change
the result of Bayes’ theorem. Each of the prior x likelihood entries in the
table would be multiplied by the constant. The marginal entry found by summing
down the column would also be multiplied by the same constant. Thus the posterior
probabilities would be the same as before, since the constant would cancel out. The
relative weights we are giving to each parameter value, not the actual weights, are
what counts. If there is a formula for the prior, any part of it that does not contain the
parameter can be absorbed into the constant. This may make calculations simpler for
us!

Multiplying the likelihood by a constant does not change the result of
Bayes’ theorem. The prior x likelihood values would also be multiplied by the
same constant, which would cancel out in the posterior probabilities. The likelihood
can be considered the weights given to the possible values by the data. Again, it is
the relative weights that are important, not the actual weights. If there is a formula
for the likelihood, any part that does not contain the parameter can be absorbed into
the constant, simplifying our calculations!

Example 9 (continued) We used apriorthat gave eachvalue equal prior probability.
In this example there are three possible values, so each has a prior probability equal
to % Let’s multiply each of the 3 prior probabilities by the constant 3 to give prior
weights equal to 1. This will simplify our calculations. The observations are binomial
(n = 4,7), and y = 3 was observed. The formula for the binomial likelihood is

fim = (3 )Pa-m'.

. . . 4 . .
The binomial coefficient < 3 ) does not contain the parameter, so it is a constant

over the likelihood column. To simplify our calculations, we will absorb it into the
constant and use only the part of the likelihood that contains the parameter. In Table
6.15 we see that this gives us the same result we obtained before.
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6.4 BAYES’ THEOREM FOR POISSON WITH DISCRETE PRIOR

We will see how to apply Bayes’ theorem when the observation comes from a
Poisson(u) distribution and we have a discrete prior distribution over a few discrete
possible values for . Y{mu is the number of counts of a process that is occurring
randomly through time at a constant rate. The possible values of the parameter are
{1, ..., 1. We decide on the prior probability distribution, g{u;) fori =1,...,1.
These give our belief weight for each possible value before we have looked at the
data. In Section 6.2 we learned that we do not have to use the full range of possible
observations. Instead, we set up a table only using the reduced universe column, ie,
the value that was observed.

Setting up the Table for Bayes’ Theorem on Poisson with Discrete Prior

o Set up table with columns for parameter value, prior, likelihood, prior x
likelihood, and posterior.

o Put the parameter value, prior, and likelihood in their respective columns. The
likelihood values are Poisson() probabilities evaluated at the observed value
of y. They can be found in Table B.5 in Appendix B, or evaluated from the
Poisson formula.

e Multiply each element in the prior column by the corresponding element in the
likelihood column, and enter them in the prior X likelihood column,

o Divide each prior x likelihood by the sum of the prior x likelihood column
and put them in the posterior column.

Example 10 Let Y|u be Poisson(u). Suppose that we believe there are only four
possible values for u, 1,1.5,2, and 2.5. Suppose we consider that the two middle
values, 1.5 and 2, are twice as likely as the two end values 1 and 2.5. Suppose y = 2
was observed. Plug the value y = 2 into formula

Myeu

y!
to give the likelihood. Alternatively, we could find the values for the likelihood from
Table B.5 in Appendix B. The results are shown in the Table 6.16. Note: We could

use the proportional prior and the proportional likelihood and we would get the same
results for the posterior.

flylp) =

Main Points

e The Bayesian universe has two dimensions. The vertical dimension is the
parameter space and is unobservable. The horizontal dimension is the sample
space and we observe which value occurs.
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Table 6.16 The simplified table for finding posterior distribution given Y = 2

7 prior likelihood prior X likelihood posterior

1.0 1 Lo%717 _ 1839 0307 0307 - 124
15 1 L8% 7 - 2510 0837 0837 338
2.0 1 20%7%0 _ 2707 0902 0902 =365
2.5 1 2570 2565 0428 048 -473
marginal P(Y = 2) 2473 1.000

The reduced universe is the column for the observed value.

¢ For discrete prior and discrete observation, the posterior probabilities are found
by multiplying the prior x likelihood and then dividing by their sum.

e When our data arrives in batches we can use the posterior from the first batch
as the prior for the second batch. This is equivalent to combining both batches
and using Bayes’ theorem only once, using our initial prior.

e Multiplying the prior by a constant doesn’t change the result. Only relative
weights are important.

e Multiplying the [ikelihood by a constant doesn’t change the result.

¢ This means we can absorb any part of formula that doesn’t contain the parameter
into the constant. This greatly simplifies calculations.

Exercises

6.1 There is an urn containing 9 balls, which can be either green or red. The
number of red balls in the urn is not known. One ball is drawn at random from
the urn, and its color is observed.

(a) What is the Bayesian universe of the experiment.

(b) Let X be the number of red balls in the urn. Assume that all possible
values of X from 0 to 9 are equally likely. Let Y7 =1 if the first ball
drawn is red, and Y1=0 otherwise. Fill in the joint probability table for
X and Y7 given below:
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X prior Y1=0 Yi1=1

-

(c) Find the marginal distribution of Y; and put it in the table.

(d) Suppose a red ball was drawn. What is the reduced Bayesian universe?
(e) Calculate the posterior probability distribution of X .

(f) Find the posterior distribution of X by filling in the simplified table:

FB( prior J likelihood T prior x likelihood l posterm
;

F marginalJP(Yl =1) N I i

6.2 Suppose that a second ball is drawn from the urn, without replacing the first.
Let Y, = 1if the second ball is red, and let it be 0 otherwise. Use the posterior
distribution of X from the previous question as the prior distribution for X.
Suppose the second ball is green. Find the posterior distribution of X by filling
in the simplified table:
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X prior likelihood prior X likelihood posterior

marginal P(Y, = 0)

6.3 Suppose we look at the two draws from the urn (without replacement) as a
single experiment. The results were first draw red, second draw green. Find
the posterior distribution of X by filling in the simplified table.

X | prior likelihood prior x likelihood | posterior

marginal P(Y]; =1,Y, = 0)

6.4 Let Y7 be the number of successes in n = 10 independent trials where each
trial results in a success or failure, and , the probability of success, remains
constant over all trials. Suppose the 4 possible values of & are .20, .40, .60,
and .80. We don’t wish to favor any value over the others so we make them
equally likely. We observe Y1 = 7. Find the posterior distribution by filling in
the simplified table.
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T prior likelihood prior X likelihood posterior

marginal P(Y1 = 7)

6.5 Suppose another 5 independent trials of the experiment are performed and
Yo = 2 successes are observed. Use the posterior distribution for 7 from
Exercise 6.4 as the prior distribution for 7. Find the new posterior distribution
by filling in the simplified table.

T prior likelihood prior x likelihood posterior

marginal P(Y; = 2)

6.6 Suppose we combine all the n = 15 trials all together and think of them as
a single experiment where we observed a total of 9 successes. Start with the
initial equally weighted prior from Exercise 6.4 and find the posterior after the
single combined experiment. What do the results of Exercises 6.4 — 6.6 show?

T prior likelihood prior X likelihood posterior

marginal P(Y = 9)

6.7 Let Y be the number of counts of a Poisson random variable with mean .
Suppose the 5 possible values of p are 1, 2, 3, 4, and 5. We don’t have any
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reason to give any possible value more weight than any other value, so we give
them equal prior weight. Y = 2 was observed. Find the posterior distribution
by filling in the simplified table.

U prior likelihood prior x likelihood posterior

marginal P(Y = 2

Computer Exercises

6.1 The Minitab macro BinoDP.mac or the equivalent R function is used to find
the posterior distribution of the binomial probability = when the observation
distribution of Yr is binomial (n,n) and we have a discrete prior for 7.
Details for invoking BinoDP.mac are found in Appendix C, and details for the
equivalent R function are found in Appendix D.

Suppose we have 8 independent trials and each has one of two possible either
success or failure. The probability of success remains constant for each trial.
In that case, Y'|n is binomial (n = 8, 7). Suppose we only allow that there are
6 possible values of , 0, .2, .4, .6, .8, and 1.0. In that case we say that we have
a discrete distribution for 7. Initially we have no reason to favor one possible
value over another. In that case our we would give all the possible values of ©
probability equal to %.

g9(m)
166666
166666
166666
166666
166666
1.0 166666

o o b b O3

Suppose we observe 3 "successes” in the 8 trials. Use the Minitab macro
BinoDP.mac or the equivalent R function to find the posterior distribution
g9(mly).
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(a) Identify the matrix of conditional probabilities from the output. Relate
these conditional probabilities to the binomial probabilities in Table B.1.

(b) What column in the matrix contains the likelihoods?

(c) Identify the matrix of joint probabilities from the output. How are these
joint probabilities found?

(d) Identify the marginal probabilities of Y from the output. How are these
found?

(e) How are the posterior probabilities found?
6.2 Suppose we take an additional 7 trials, and achieve 2 successes.

(a) Let the posterior after the 8 trials and 3 successes in the previous problem
be the prior and use BinoDP.mac or the equivalent R function to find the
new posterior distribution for 7.

(b) In total, we have taken 15 trials and achieved 5 successes. Go back to the
original prior and use BinoDP.mac or the equivalent R function to find
the posterior after the 15 trials and 5 successes.

(c) What does this show?

6.3 The Minitab macro PoisDP.mac or the equivalent R function is used to find the
posterior distribution when the observation distribution of Y'|u is Poisson (1)
and we have a discrete prior distribution for u. Details for invoking PoisDP.mac
are in Appendix C. The details for the equivalent R function are in Appendix

D.

Suppose there are six possible values 4 = 1, ..., 6 and the prior probabilities
are given by

™ g(m)

1 .10

2 .15

3 .25

4 25

5 15

6 .10

Suppose the first observation is Y7 = 2. Use PoisDP.mac or the equivalent R
function to find the posterior distribution g(u|y).

(a) Identify the matrix of conditional probabilities from the output. Relate
these conditional probabilities to the Poisson probabilities in Table B.S.

(b) What column in the matrix contains the likelihoods?
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(c) Identify the matrix of joint probabilities from the output. How are these
joint probabilities found?

(d) Identify the marginal probabilities of Y from the output. How are these
found?

(e) How are the posterior probabilities found?
6.4 Suppose we take a second observation. We let the posterior after the first

observation Y7 = 2 which we found in the previous exercise be the prior for
the second observation.

(a) The second observation Y2 = 1. Use PoisDP.mac or the equivalent R
function to find the new posterior distribution for 4.

(b) Identify the matrix of conditional probabilities from the output. Relate
these conditional probabilities to the Poisson probabilities in Table B.5.

(c) What column in the matrix contains the likelihoods?

(d) Identify the matrix of joint probabilities from the output. How are these
joint probabilities found?

(e) Identify the marginal probabilities of Y from the output. How are these
found?

(f) How are the posterior probabilities found?
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Continuous
Random Variables

When we have a continuous random variable, we believe all values over some
range are possible if our measurement device is sufficiently accurate. There are
an uncountably infinite number of real numbers in an interval, so the probability
of getting any particular value must be zero. This makes it impossible to find the
probability function of a continuous random variable the same way we did for a
discrete random variable. We will have to find a different way to determine its
probability distribution. First we consider a thought experiment similar to those done
in Chapter 5 for discrete random variables.

Thought Experiment 4: Independent trials of a continuous random variable

We start taking a sequence of independent trials of the random variable. We sketch a
graph with a spike at each value in the sample equal to the proportion in the sample
having that value. After each draw we update the proportions in the accumulated
sample that have each value, and update our graph. The updating of the graph at step
n is made by scaling all the existing spikes down by the ratio "—;—l and adding % to the
spike at the value observed at trial n. This keeps the sum of the spike heights equal to
1. Figure 7.1 shows this after 25 draws. Because there are infinitely many possible
numbers, it is almost inevitable that we don’t draw any of the previous values, so we
get anew spike at each draw. After n draws we will have n spikes, each having height
%. Figure 7.2 shows this after 100 draws. As the sample size, n, approaches infinity,
the heights of the spikes shrink to zero. This means the probability of getting any
particular value is zero. The output of this thought experiment is not the probability

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
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121



122 CONTINUOUS RANDOM VARIABLES

Figure 7.1 Sample probability function after 25 draws.

il

Figure 7.2 Sample probability function after 100 draws.

function, which gives the probability of each possible value. This is not like the output
of the thought experiments in Chapter 5 where the random variable was discrete.
What we do notice is that there are some places with many spikes close by, and
there are other places with very few spikes close by. In other words, the density
of spikes varies. We can think of partitioning the interval into subintervals, and
recording the number of observations that fall into each subinterval. We can form
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—

Figure 7.3 Density histogram after 100 draws.

a density histogram by dividing the number in each subinterval by the width of the
subinterval. This makes the area under the histogram equal to one. Figure 7.3 shows
the density histogram for the first 100 observations.

Now let n increase, and let the width of the subintervals decrease, but at a slower
rate than n. Figures 7.4 and 7.5 show the density histogram for the first 1000 and
for the first 10,000 observations, respectively. The proportion of observations in a
subinterval approaches the probability of being in the subinterval. As n increases,
we get a larger number of shorter subintervals. The histograms get closer and closer
to a smooth curve.

7.1 PROBABILITY DENSITY FUNCTION

The smooth curve is called the probability density function. It is the limiting shape
of the histograms as 7 goes to infinity, and the width of the bars goes to 0. Its height
at a point is not the probability of that point. The thought experiment showed us that
probability was equal to zero at every point. Instead, the height of the curve measures
how dense is the probability at that point.

Since the areas under the histograms all equaled one, the total area under the
probability density function must also equal 1:

/oo fly)dy=1. (7.1

The proportion of the observations that lie in an interval (a, b) is given by the area of
the histogram bars that lie in the interval. In the limit as n increases to infinity, the
histograms become the smooth curve, the probability density function. The area of
the bars that lie in the interval becomes the area under the curve over that interval.
The proportion of observations that lie in the interval becomes the probability that
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Figure 7.4 Density histogram after 1000 draws.

= 3

il

Figure 7.5 Density histogram after 10,000 draws.

the random variable lies in the interval. We know the area under a curve is found by
integration, so we can find the probability that the random variable lies in the interval
(a, b) by integrating the probability density function over that range:

b
Pla<Y <b)= / fly)dy. (7.2)
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Mean of a Continuous Random Variable

In Section 3.3 we defined the mean of the random sample of observations from the
random variable to be

Z?=1 Yi

g= ===

n

Suppose we put the observations in a density histogram where all groups have equal
width. The grouped mean of the data is

_ nj

y=§ mi—,
- n
J

where m; is the midpoint of the 5t* bar and ';—’ is its relative frequency. Multiplying
and dividing by the width of the bars, we get

g:Zm]— x width x
J

7
n x width '

where the relative frequency density m’;—’m gives the height of bar j. Multiplying
it by width gives the area of the bar. Thus the sample mean is the midpoint of each
bar times the area of that bar summed over all bars,

Suppose we let n increase without bound, and let the number of bars increase, but
at a slower rate. For example, as n increases by a factor of 4, we let the number of
bars increase by a factor of 2 so the width of each bar is divided by 2. As n increases
without bound, each observation in a group becomes quite close to the midpoint of
the group, the number of bars increase without bound, and the width of each bar goes
to zero. In the limit, the midpoint of the bar containing the point y approaches y,
and the height of the bar containing point y (which is the relative frequency density)
approaches f(y). So, in the limit, the relative frequency density approaches the
probability density and the sample mean reaches its limit

)= | T yf W) dy, (1.3)

which is called the expected value of the random variable. The expected value is like
the mean of all possible values of the random variable. Sometimes it is referred to as
the mean of the random variable Y and denoted u.
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Variance of a Continuous Random Variable

The expected value E(Y — E(Y))? is called the variance of the random variable.
We can look at the variance of a random sample of numbers and let the sample size
increase.

Var(y) = % x> (i — ).
i=1

As we let n increase, we decrease the width of the bars. This makes each observation
become closer to the midpoint of the bar it is in. Now, when we sum over all groups,

the variance becomes -
Var(y) = Z #(mj —g)2.
J
We multiply and divide by the width of the bar to get

nj . _
Var(y) = Z ;x—uj—wdt_h x width x (mj — §)? .
7

This is the square of the midpoint minus the mean times the area of the bar summed
over all bars. As n increases to oo, the relative frequency density approaches the
probability density, the midpoint of the bar containing the point y approaches y, and
the sample mean ¢ approaches the expected value E(Y’), so in the limit the variance
becomes

Var(y) = BIY - B0 = [ (- wF @) dy. 7.4

The variance of the random variable is denoted 6?. We can square the term in
brackets,

Var(v) = [ " (W = 2y + 1)) () dy,

break the integral into three terms,

Var(Y) = /w y2f<y>dy—2u/°° yf(y)dy+u2/°° ) dy,

- -0 )

and simplify to get an alternate form for the variance:

Var(Y) = E(Y?) — [E(Y))]?. (7.5)

7.2 SOME CONTINUOUS DISTRIBUTIONS

Uniform Distribution

The random variable has the uniform (0, 1) distribution if its probability density
function is constant over the interval [0,1], and O everywhere else.

() = 1 for 0<z<1,
=10 for ¢J0,1].
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Figure 7.6 The curve g(z) = kx'(1 — 2)? for several values of k.

It is easily shown that the mean and variance of a uniform (0,1) random variable are

1 1 :
5 and 75, respectively.

Beta Family of Distributions

The beta(a, b) distribution is another commonly used distribution for a continuous
random variable that can only take on values 0 < z < 1. It has the probability
density function

(z;a,b) = Exze (1 —z)1 for 0<z<1,
s = 0 for ¢ [0,1]

The most important thing is that 2~ 1(1 — z)*~! determines the shape of the curve,
and k is only the constant needed to make this a probability density function. Figure
7.6 shows the graphs of this for ¢ = 2 and b = 3 for a number of values of k. We
see that the curves all have the same basic shape but have different areas under the
curves. The value of k = 12 gives area equal to 1, so that is the one that makes a
density function.

The distribution with shape given by xz2~!(1 — z)?~! is called the befa(a,b)
distribution. The constant needed to make the curve a density function is given by
the formula

k= T(a+b)
T(a)T(b)’
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where I'(c) is the Gamma function, which is a generalization of the factorial function.!
The probability density function of the beta(a, b} distribution is given by

[(a +b)

FaT) o1 —2) L. (7.6)

9(z;a,b) =

All we need remember is that FF((T“)J;% is the constant needed to make the curve with

shape given by z®~1(1 — z)>~1 a density. @ equals one plus the power of z, and b
equals one plus the power of (1 — z).

This curve can have different shapes depending on the values a and b, so the
beta(a,b) is actually a family of distributions. The uniform(0,1) distribution is a
special case of the beta(a, b) distribution, where a = 1 and b = 1.

Mean of a beta distribution. The expected value of a continuous random vari-
able z is found by integrating the variable times the density function over the whole
range of possible values. (Since the beta(a,b) density equals O for = outside the
interval [0, 1], the integration only has to go from O to 1, not —oo to oc.) For a
random variable having the beta(a, b) distribution,

1 1
E()():‘/0 ng(z;a,b)dzz/o T X i—\r%j%:z%za_l(l—x)b_l dr .

However, by using our understanding of the bera distribution, we can evaluate this
integral without having to do the integration. First move the constant out in front of
the integral, then combine the x terms by adding exponents:

1 1
/ x X .’L'a_l(l — x)b_ldx = M 1;0(1 _ z)b—l dz.
0

_ T(a+b)
E(X) = r T(a)L'(b) Jo

(a)T(d)
We recognize the part under the integral sign as a curve that has the bera(a + 1, b)
shape. So we must multiply inside the integral by the appropriate constant to make

it integrate to 1, and multiply by the reciprocal of the constant outside of the integral
to keep the balance:

Da+b) T(a+ 1)IT®) [*T(@a+b+1)
T@I(b) Ta+b+1) Jy T(a+1)I(b)

E(X) = (1 - )b tde.

The integral equals 1, and when we use the fact that I'(¢) = (¢ — 1) x I'(e — 1) and
do some cancellation, we get the simple formula
a

E(X)=— .7

for the mean of a beta(a, b) random variable.

"When c is an integer, I'(¢) = (¢ — 1)!. The Gamma function always satisfies the equation I'(c) =
(¢ — 1) x I'(e — 1) whether or not ¢ is an integer.
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Variance of a beta distribution. The expected value of a function of a contin-
uous random variable is found by integrating the function times the density function
over the whole range of possible values. For a random variable having the beta(a, b)
distribution,

E(X?) = /01z2 X g—((;;—(bb)) 711 - z)btdz.

When we evaluate this integral using the properties of the beta(a, b) distribution, we
get

_ ala+1)
B(X?) = (a+b+1)(a+b)’

When we substitute this formula and the formula for the mean of the beta(a, b} into
Equation 7.5 and simplify, we find the variance of the random variable having the
beta(a, b) distribution is given by

ab
(a+b)2(a+b+1)"

Var(X) = (7.8)

Finding beta probabilities. When X has the beta(a, b) distribution, we often
want to calculate probabilities such as

zo
P(X < z9) =/ g{z;a,b)dx.
0

This can easily be done in Minitab. Pull down the calc menu to probability distribu-
tions command, over to beta subcommand, and fill out the dialog box.

Gamma Family of Distributions

The gamma(r, v) distribution is used for continuous random variables that can take
on nonnegative values 0 < z < oo. It the probability density function is given by
glz;r,v) =k xz""'e™¥® for 0<x <oc.

The shape of the curve is determined by 2" ~le~%%, while & is only the constant
needed to make this a probability density. Figure 7.7 shows the graphs of this for the
case where r = 4 and v = 4 for several values of k. Clearly the curves have the same
basic shape, but have different areas under the curve. The curve with k = 42.6667
will have area equal to 1, so it is the exact density. The distribution having shape
given by 2"~ 1e~® is called the gamma(r,v) distribution. The constant needed to
make this a probability density function is given by
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2
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— 42.6667
--- 85.3333
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Figure 7.7 The curve g(x) = kax3e™*® for several values of k.

where ['(r) is the Gamma function. The probability density of the gamma(r, v)

distribution is given by

r r—le—vz

v

glz;mv) =
for0 <z < .

Mean of Gamma distribution. The expected value of a gamma(r, v) random
variable z is found by integrating the variable x times its density function over the
whole range of possible values. It will be

EX) = /000 zg(z;r,v)dz

o0 Uril?r_l e ve

0 I(r)

UT * T~V
= F(’r‘—) A T e de.
We recognize the part under the integral to be a curve that has the shape of a
gamma(r + 1,v) distribution. We multiply inside the integral by the appropriate
constant to make it integrate to 1, and outside the integral we multiply by its reciprocal
to keep the balance.

ur xl“(r-%—l) oo grtl

T"U.’L‘d s
)~ ot Jy, Ternr® %

E(X)

This simplifies to give
E(X) = % , (7.10)
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Variance of a gamma distribution. First we find
oC
B(X% = / z?g(z;r,v)dx
0

_ v /OO $r+1e—vz dz
I'(r) Jo .

We recognize the shape of a gamma(r + 2, v) under the curve, so this simplifies to

o (r+Dr
When we substitute this, and the formula for the mean of the gamma(r,v) into
Equation 7.5 and simplify we find the variance of the gamma((r, v) distribution to be

Var(X) = % : (7.11)

Finding gamma probabilities. When X has the gamma(r, v) distribution we
often want to calculate probabilities such as

P(X < zq) :/ g(z;r,v)de.
0

This can easily be done in Minitab. Pull down the calc menu to probability distribu-
tions command, over to gamma subcommand, and fill out the dialog box. Note: In
Minitab the shape parameter is r and the scale parameter is %

Normal Distribution

Very often data appear to have a symmetric bell-shaped distribution. In the early
years of statistics, this shape seemed to occur so frequently that it was thought
to be normal. The family of distributions with this shape has become known as
the normal distribution family. It is also known as the Gaussian distribution after
the mathematician Gauss, who studied its properties. It is the most widely used
distribution in statistics. We will see that there is a good reason for its frequent
occurrence. However, we must remain aware that the term normal distribution is
only a name, and distributions with other shapes are not abnormal.

The normal(u, 0?) distribution is the member of the family having mean u and
variance o2. The probability density function of a normal(u, o?) distribution is given
by

9(alu,0?) = ke~mr Y
for —oo < & < o0, where k is the constant value needed to make this a probability
density. The shape of the curve is determined by e~ 507 (e=m)? Figure 7.8 shows the
curve ke™ 27 @=#” for several values of k. Changing the value of k only changes
the area under the curve, not its basic shape. To be a probability density function, the
area under the curve must equal 1. The value of k that makes the curve a probability

. . - 1
density is k = Taa
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1.0 — .
— 0.39894
0.8 — --- 0.50000
S 1.00000
0.6 —
0.4 —
0.2 —
0.0 —
I | I f ] I I

Figure 7.8 'The curve g(z) = ke~ % ®=97 for several values of k.

Central limit theorem.

The central limit theorem says that if you take a random
sample yi,

..., Yn from any shape distribution having mean p and variance o2,
then the limiting distribution of ;/_—L&ﬁ is normal (0,1). The shape of the limiting
distribution is normal despite the original distribution not necessarily being normal.
A linear transformation of a normal distribution is also normal, so the shape of §
and > y are also normal. Amazingly, n doesn’t have to be particularly large for the
shape to be approximately normal, n > 25 is sufficient.

The key factor of the central limit distribution is that when we are averaging a
large number of independent effects, each of which is small in relation to the sum, the
distribution of the sum approaches the normal shape regardless of the shapes of the
individual distributions. Thus any random variable that arises as the sum of a large

number of independent effects will be approximately normal! This explains why the
normal distribution is encountered so frequently.

Finding probabilities using standard normal table. The standard normal

density has mean y = 0 and variance 02 = 1. Its probability density function is
given by

z) = e 2% .

f(z) Nor
We note that this curve is symmetric about z = 0. Unfortunately, Equation 7.2, the
general form for finding the probability P(a < z < b), isn’t of any practical use
here. There is no closed form for integrating the standard normal probability density
function. Instead, the area between 0 and z for values of z between O and 3.99 has

been numerically calculated and tabulated in Table B.2 in Appendix B. We use this
table to calculate the probability we need.
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045 045

Figure 7.9 The area between —.62 and 1.37 split into two parts.

Example 11 Suppose we want to find P(—.62 < Z < 1.37). In Figure 7.9 we see
that the shaded area between —.62 and 1.37 is the sum of the two areas between
—.62 and 0 and between 0 and 1.37, respectively. The area between —.62 and 0 is
the same as the area between 0 and +.62 because the standard normal density is
symmetric about 0. In Table B.2 we find this area equals .2324. The area between 0
and 1.37 equals .4147 from the table. So

P(-62<7<137T) = .2324 + .4147
6471 .
Any normal distribution can be transformed into a standard normal by subtracting

the mean and then dividing by the standard deviation. This lets us find any normal
probability using the areas under the standard normal density found in Table B.2.

Example 12 Suppose we know Y is normal with mean p = 10.8 and standard
deviation o = 2.1, and suppose we want to find the probability P(Y > 9.9).

P(Y >9.9)

P(Y —10.8 > 9.9 - 10.8)

P Y —10.8 > 9.9-10.8 .
21~ 2.1

The left side is a standard normal. The right side is a number. We find this probability
from the standard normal:

P(Y >99) = P(Z 3> —.429)
= 1659 4 .5000
6659

Finding beta probabilities using normal approximation. We can approx-
imate a beta(a, b) distribution by the normal distribution having the same mean and
variance. This approximation is very effective when both a and b are greater than or
equal to ten.

Example 13 Suppose Y has the beta(12,25) distribution and we wish to find
P(Y > .4). The mean and variance of Y are

12 12 x 25
= = = 3243 and Var(Y) = 55— = 005767,

Y
EX) 372 x 38
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respectively. We approximate the beta(12, 25) distribution with a normal (.3243, .005767)
distribution. The approximate probability is

Y —.3243 .4 - .3243
PY > .4) = >
( ) <\/.005767 \/.005767)
= P(Z>.997)
= .1504.

Finding gamma probabilities using normal approximation is not recom-
mended. As r approaches infinity the gamma(r, v) distribution approaches the
normal(m, s2) distribution where m = - and §2 = Z>. However, the approach is
very slow, and the gamma probabilities calculated using the normal approximation
will not be very accurate unless r is quite large. (Johnson and Kotz, 1970). They
recommend that the normal approximation to the gamma not be used for this reason,
and they give other approximations that are more accurate.

7.3 JOINT CONTINUOUS RANDOM VARIABLES

We consider two (or more) random variables distributed together. If both X and Y
are continuous random variables, they have joint density f(z,y), which measures
the probability density at the point (z, y). This would be found by dividing the plane
into rectangular regions by partitioning both the z axis and y axis. We look at the
proportion of the sample that lie in a region. We increase n, the sample size of the
joint random variables without bound, and at the same time decrease the width of
the regions (in both dimensions) at a slower rate. In the limit, the proportion of the
sample lying in the region centered at (z,y) approaches the joint density f(x,y).
Figure 7.10 shows a joint density function.

We might be interested in determining the density of one of the joint random
variables by itself, its marginal density. When X and Y are joint random variables
that are both continuous, the marginal density of Y is found by integrating the joint
density over the whole range of X:

W= [ ” fa,y)da,

and vice versa. (Finding the marginal density by integrating the joint density over
the whole range of one variable is analogous to finding the marginal probability
distribution by summing the joint probability distribution over all possible values of
one variable for jointly distributed discrete random variables.)

Conditional Probability Density

The conditional density of X given Y = y is given by

_ fz,y)
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fxy)

Figure 7.10 A joint density.

We see that the conditional density of X given Y = y is proportional to the joint
density where Y = y is held fixed. Dividing by the marginal density f(y) makes the
integral of the conditional density over the whole range of x equal 1. This makes it
a proper density function.

7.4 JOINT CONTINUOUS AND DISCRETE RANDOM VARIABLES

It may be that one of the variables is continuous, and the other is discrete. For
instance, let X be continuous, and let Y be discrete. In that case, f(z,y;) is a joint
probability—probability density function. In the z direction it is continuous, and in
the y direction it is discrete. This is shown in Figure 7.11. In this case, the marginal
density of the continuous random variable X is found by

f(l‘) = Zf(xvyj)v
J
and the marginal probability function of the discrete random variable Y is found by

flys) = /f(iv,yj)dx-
The conditional density of X given Y = y; is given by

— f(‘rayj) — f(xvyj)
) [flzy)dz

flaly;)
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Figure 7.11 A joint continuous and discrete distribution.

We see that this is proportional to the joint probability-probability density function
f(z,y;) where z is allowed to vary over its whole range. Dividing by the marginal
probability f(y;) just scales it to be a proper density function (integrates to 1).
Similarly, the conditional distribution of ¥ = y; given z is found by

fly) _  flay)
fle) 3 )

This is also proportional to the joint probability—probability density function f(z, y;)
where r is fixed, and Y is allowed to take on all the possible values y1,...,yJ.

Fyslz) =

Main Points

e The probability that a continuous random variable equals any particular value
is zero!

o The probability density function of a continuous random variable is a smooth
curve that measures the density of probability at each value. It is found as the
limit of density histograms of random samples of the random variable, where
the sample size increases to infinity and the width of the bars goes to zero.

e The probability a continuous random variable lies between two values ¢ and
b is given by the area under the probability density function between the two
values. This is found by the integral

P(a<X<b)=/bf(z)dm.
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The expected value of a continuous random variable X is found by integrating
x times the density function f(z) over the whole range.

E(X):/oo z flz)dx.

A beta(a, b) random variable has probability density

F'la+0b)

R ¢ T <z<l1.
F(a)P(b)$ (1—x) for 0<z<

f(zla,b) =

The mean and variance of a beta(a, b) random variable are given by

a axb
E(X) = and  VarlX) = e @ v b D)

a+b

A gamma(r,v) random variable has probability density

T r=1,~ve
g(x;r,v):% for 0<z <.

The mean and variance of a gamma(r, v) random variabie are given by

E(X)z% and Var(X):;)g—.

A normal (u, ¢?) random variable has probability density

12
e~ 5T (@1 ,

2
glz\p,0°) =
(lp. o) V2mo
where 1 is the mean, and o2 is the variance.

The central limit theorem says that for a random sample y1, ...y, from any
distribution f(y) having mean u and variance o2, the distribution of

y-n

o/v/n
is approximately normal (0, 1) for n > 25. This is regardless of the shape of
the original density f(y).

By reasoning similar to that of the central limit theorem, any random variable
that is the sum of a large number of independent random variables will be
approximately normal. This is the reason why the normal distribution occurs
so frequently.

The marginal distribution of y is found by integrating the joint distribution
f(z,y) with respect to z over its whole range.
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e The conditional distribution of z given y is proportional to the joint distribution
f(z,y) where y fixed and z is allowed to vary over its whole range.

Sty = L2,

Dividing by the marginal distribution of f(y) scales it properly so that f(y|z)
integrates to 1 and is a probability density function.

Exercises

7.1 Let X have a beta(3, 5) distribution.
(a) Find F(X).
(b) Find Var(X).

7.2 Let X have a beta(12, 4) distribution.
(a) Find E(X).
(b) Find Var(X).

7.3 Let X have the uniform distribution.
(a) Find E(X).
(b) Find Var(X).
(¢) Find P(X < .25).
(d) Find P(.33 < X < .75).

7.4 Let X be a random variable having probability density function
flz)=2z for 0<z< 1.

(a) Find P(X > .75).
(b) Find P(.25 < X < .6).
7.5 Let Z have the standard normal distribution.
(a) Find P(0 < Z < .65).
(b) Find P(Z > .54).
(¢) Find P(-.35 < Z < 1.34).
7.6 Let Z have the standard normal distribution.
(a) Find P(0 < Z < 1.52).
(b) Find P(Z > 2.11).
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(c) Find P(—1.45 < Z < 1.74).
7.7 Let Y be normally distributed with mean y = 120 and variance o2 = 64.
(a) Find P(Y < 130).
(b) Find P(Y > 135).
(c¢) Find P(114 <Y < 127).
7.8 Let Y be normally distributed with mean pu = 860 and variance 0% = 576.
(a) Find P(Y < 900).
(b) Find P(Y > 825).
(c) Find P(840 <Y < 890).
7.9 LetY be distributed according to the beta(10, 12) distribution.
(a) Find E(Y).
(b) Find Var(Y).
(¢) Find P(Y > .5) using the normal approximation.
7.10 let Y be distributed according to the beta(15, 10) distribution.
(a) Find E(Y).
(b) Find Var(Y).
(c) Find P(Y < .5) using the normal approximation.
7.11 Let Y be distributed according to the gamma(12, 4) distribution.
(a) Find E(Y).
(b) Find Var(Y').
(c) Find P(Y < 4)
7.12 Let Y be distributed according to the gamma(286, 5) distribution.
(a) Find E(Y).
(b) Find Var(Y).
(c) Find P(Y > 5)
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Bayesian Inference
for Binomial Proportion

Frequently there is a large population where =, a proportion of the population, has
some attribute. For instance, the population could be registered voters living in a
city, and the attribute is "plans to vote for candidate A for mayor.” We take a random
sample from the population and let Y be the observed number in the sample having
the attribute, in this case the number who say they plan to vote candidate A for mayor.

We are counting the total number of "successes" in n independent trials where each
trial has two possible outcomes, "success” and "failure."” Success on trial ¢ means the
item drawn on trial 7 has the attribute. The probability of success on any single trial
is , the proportion in the population having the attribute. This proportion remains
constant over all trials because the population is large.

The conditional distribution of the observation Y, the total number of successes
in n trials given the parameter =, is binomial(n, ). The conditional probability
function for y given = is given by

flylm) = ( Z )Wy(l—ﬂ')"—y for y=1,...,n.

Here we are holding 7 fixed and are looking at the probability distribution of y over
its possible values.

If we look at this same relationship between 7 and y, but hold y fixed at the
number of successes we observed, and let 7 vary over its possible values, we have

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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the likelihood function given by

flylm) = ( TyL )ﬂ'y(l—n)"_y for 0<nw<1.

We see that we are looking at the same relationship as the distribution of the obser-
vation y given the parameter 7, but the subject of the formula has changed to the
parameter, for the observation held at the value that actually occurred.

To use Bayes’ theorem, we need a prior distribution g(7) that gives our belief
about the possible values of the parameter 7 before taking the data. It is important
to realize that the prior must not be constructed from the data. Bayes’ theorem
is summarized by posterior is proportional to the prior times the likelihood. The
multiplication in Bayes’ theorem can only be justified when the prior is independent
of the likelihood!! This means that the observed data must not have any influence
on the choice of prior! The posterior distribution is proportional to prior distribution
times likelihood:

g(mly) oc g(m) x fylm).

This gives us the shape of the posterior density, but not the exact posterior density
itself. To get the actual posterior, we need to divide this by some constant k to
make sure it is a probability distribution, meaning that the area under the posterior
integrates to 1. We find % by integrating g(#) x f(y|r) over the whole range. So, in
general,

g(m)y x f(ylm

g(mly) = — (m) < f(ylm) , (8.1)
Jo 9(m) x f(ylm) dn

which requires an integration. Depending on the prior g(m) chosen, there may
not necessarily be a closed form for the integral, so it may be necessary to do the
integration numerically. We will look at some possible priors.

8.1 USING A UNIFORM PRIOR

If we don’t have any idea beforehand what the proportion 7 is, we might like to
choose a prior that does not favor any one value over another. Or, we may want to be
as objective as possible and not put our personal belief into the inference. In that case
we should use the uniform prior that gives equal weight to all possible values of the
success probability 7. Although this does not achieve universal objectivity (which is

We know that for independent events (or random variables) the joint probability (or density) is the
product of the marginal probabilities (or density functions). If they are not independent, this does not
hold. Likelihoods come from probability functions or probability density functions, so the same pattern
holds. They can only be multiplied when they are independent.
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impossible to achieve), it is objective for this formulation of the problem?:
g(m)y=1 for 0<7w<1.

Clearly, we see that in this case, the posterior density is proportional to the likelihood:

g(rly) = ( Z )Wy(l—w)"_y for 0<w<1.

We can ignore the part that doesn’t depend on 7. It is a constant for all values of
7, so it doesn’t affect the shape of the posterior. When we examine that part of the
formula that shows the shape of the posterior as a function of 7, we recognize that
this is a beta(a, b) distribution where @ = y + 1 and b = n — y + 1. So in this case,
the posterior distribution of 7 given y is easily obtained. All that is necessary is to
look at the exponents of 7 and (1 — 7). We didn’t have to do the integration.

8.2 USING A BETA PRIOR

Suppose a beta(a, b) prior density is used for 7:

T'(a +b)

a—1¢1 _ b—1 <r<1.
—_I‘(a)I‘(b)W (1-m) for 0<n <1

g(m;a,b) =
The posterior is proportional to prior times likelihood. We can ignore the constants
in the prior and likelihood that don’t depend on the parameter, since we know that
multiplying either the prior or the likelihood by a constant won’t affect the results of
Bayes’ theorem. This gives

glrly) < 7%Vl — )Pyl for 0< <1,

which is the shape of the posterior as a function of w. We recognize that this is the
beta distribution with parameters a’ = a + y and ¥’ = b+ n — y. That is, we add the
number of successes to a and add the number of failures to b:

I'(n+a+bd)

- y+a—1lrq _ \n-y+b-1
9(rly) T(y+a)l(n—y+b) T (1=

for 0 < 7 < 1. Again, the posterior density of 7 has been easily obtained without
having to go through the integration.

Figure 8.1 shows the shapes of beta(a,b) densities for values of a = .5,1,2,3
and b = .5, 1,2, 3. This shows the variety of shapes that members of the beta(a, b)

2There are many possible parameterizations of the problem. Any one-to-one function of the parameter
would also be a suitable parameter. The prior density for the new parameter could be found from the
prior density of the original parameter using the change of variable formula and would not be flat. In
other words, it would favor some values of the new parameter over others. You can be objective in a
given parameterization, but it would not be objective in the new formulation. Universal objectivity is not
attainable.
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Figure 8.1 Some beta distributions.

family can take. When a < b, the density has more weight in the lower half. The
opposite is true when a > b. When a = b, the beta(a, b) density is symmetric. When
a = % much more weight is given to values near 0, and when b = % much more
weight is given to values near 1. We note that the uniform prior is a special case of

the beta(a, b) prior where a = 1 and b = 1.

Conjugate Family of Priors for Binomial Observation is the Beta Family

When we examine the shape of the binomial likelihood function as a function of =,
we see that this is of the same form as the beta(a, b) distribution, a product of 7 to
a power times (1 — 7) to another power. When we multiply the beta prior times
the binomial likelihood, we add the exponents of 7 and (1 — 7), respectively. So
we start with a beta prior, we get a beta posterior by the simple rule "add successes
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to a, add failures to b." This makes using beta(a, b) priors when we have binomial
observations particularly easy. Using Bayes’ theorem moves us to another member
of the same family.

We say that the beta distribution is the conjugate® family for the binomial obser-
vation distribution. When we use a prior from the conjugate family, we don’t have
to do any integration to find the posterior. All we have to do is use the observations
to update the parameters of the conjugate family prior to find the conjugate family
posterior. This is a big advantage.

Jeffreys’ prior for binomial. The beta(},1) prior is known as the Jeffreys’
prior for the binomial. If we think of the parameter as an index of all possible
densities the observation could come from, then any continuous function of the
parameter would give an equally valid index.* Jeffreys’ method gives a prior® that
is invariant under any continuous transformation of the parameter. That means that
Jeffreys’ prior is objective in the sense that it does not depend on the particular
parameterization we used.® However, for most parameterizations, the Jeffreys’ prior
gives more weight to some values than to others so it is usually informative, not
noninformative. For further information on Jeffreys’ method for finding invariant
priors refer to Press (1989), O’Hagan (1994), and Lee (1989). We note that Jeffreys’
prior for the binomial is just a particular member of the beta family of priors, so the
posterior is found using the same updating rules.

8.3 CHOOSING YOUR PRIOR

Bayes’ theorem gives you a method to revise your (belief) distribution about the
parameter, given the data. In order to use it, you must have a distribution that
represents your belief about the parameter, before we look at the data.” This is your
prior distribution. In this section we propose some methods to help you choose your
prior, as well as things to consider in prior choice.

3Conjugate priors only exists when the observation distribution comes from the exponential family. In that
case the observation distribution can be written f(y|6) = a(8)b(y)e(®>*T(¥) The conjugate family of
priors will then have the same functional form as the likelihood of the observation distribution.

4If ¢ = h(8) is a continuous function of the parameter 6, then 9 (%), the prior for ¢ that corresponds to

9¢(6), the prior for 6 is found by the change of variable formula g, () = gg(6(3))) x %.
3Jeffreys’ invariant prior for parameter @ is given by g(8) o« +/I(8y), where I(8]y) is known as Fisher’s

information and is given by I(8]y) = —E (%@M).

6If we had used another parameterization and found the Jeffreys' prior for that parameterization, then
transformed it to our original parameter using the change of variable formula, we would have the Jeffreys’
prior for the original parameter.

"This could be elicited from your coherent betting strategy about the parameter value. Having a coherent
betting strategy means that if someone started offering you bets about the parameter value, you would not
take a worse bet than one you already rejected, nor would you refuse to take a better bet than one you
already accepted.
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Choosing a Conjugate Prior When You Have Vague Prior Knowledge

When you have vague prior knowledge, one of the beta(a,b) prior distributions
shown in Figure 8.1 would be a suitable prior. For example, if your prior knowledge
about , is that 7 is very small, then beta(.5, 1), beta(.5, 2), beta(.5, 3), beta(1, 2),
or beta(l, 3) would all be satisfactory priors. All of these conjugate priors offer easy
computation of the posterior, together with putting most of the prior probability at
small values of 7. It doesn’t matter very much which one you chose; the resulting
posteriors given the data would be very similar.

Choosing a Conjugate Prior When You Have Real Prior Knowledge by
Matching Location and Scale

The beta(a, b) family of distributions is the conjugate family for binomial(n, )
observations. We saw in the previous section that priors from this family have
significant advantages computationally. The posterior will be a member of the same
family, with the parameters updated by simple rules. We can find the posterior without
integration. The beta distribution can have a number of shapes. The prior chosen
should correspond to your belief. We suggest choosing a beta(a, b) that matches
your prior belief about the (location) mean and (scale) standard deviation®. Let g
be your prior mean for the proportion, and let oo be your prior standard deviation for
the proportion.

The mean of beta(a, b) distribution is —2;. Set this equal to what your prior belief

a+b’
about the mean of the proportion to give

a
a+b’

The standard deviation of beta distribution is ,/W%_m. Set this equal to
what your prior belief about the standard deviation for the proportion. Noting that

~9—-:71-0anda—_l;b=1—7ro,wesee

a+b

o =

7!'0(1—71'0)
a+b+1 "

Solving these two equations for a and b gives your beta(a, b) prior.

gg =

Precautions Before Using Your Conjugate Prior

1. Graph your beta(a, b) prior. If the shape looks reasonably close to what you
believe, you will use it. Otherwise, you can adjust mp and o until you find a

8Some people would say that you should not use a conjugate prior just because of these advantages.
Instead, you should elicit your prior from your coherent betting strategy. I don’t think most people carry
around a coherent betting strategy in their head. Their prior belief is less structured. They have a belief
about the location and scale of the parameter distribution. Choosing a prior by finding the conjugate
family member that matches these beliefs will give a prior on which a coherent betting strategy could be
based!
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prior whose graph approximately corresponds to your belief. As long as the
prior has reasonable probability over the whole range of values that you think
the parameter could possibly be in, it will be a satisfactory prior.

2. Calculate the equivalent sample size of the prior. We note that the sample
proportion ## = ¥ from a binomial(n,m) distribution has variance equal to

Ln_"l. We equate this variance (at 7o, the prior mean) to the prior variance.
mo(l —mg) ab
neg  (a+b)2x(a+b+1)
Since mo = % and (1 — mo) = E%’ the equivalent sample size is ney =

a + b+ 1. It says that the amount of information about the parameter from
your prior is equivalent to the amount from a random sample of that size. You
should always check if this is unrealistically high. Ask yourself, "Is my prior
knowledge about 7 really equal to the knowledge about 7 that I would obtain
if I checked a random sample of size n.q? Ifit is not, you should increase your
prior standard deviation and recalculate your prior. Otherwise, you would be
putting too much prior information about the parameter relative to the amount
of information that will come from the data.

Constructing a General Continuous Prior

Your prior shows the relative weights you give each possible value before you see the
data. The shape of your prior belief may not match the bera shape. You can construct
a discrete prior that matches your belief weights at several values over the range you
believe possible, and then interpolate between them to make the continuous prior.
You can ignore the constant needed to make this a density, because when you multiply
the prior by a constant, the constant gets cancelled out by Bayes’ theorem. However,
if you do construct your prior this way, you will have to evaluate the integral of
the prior times likelihood numerically to get the posterior. This will be shown in
Example 13.

Example 14 Three students are constructing their prior belief about =, the propor-
tion of Hamilton residents who support building a casino in Hamilton. Anna thinks
that her prior mean is .2, and her prior standard deviation is .08. The beta(a, b)
prior that satisfies her prior belief is found by

2% .8

e = 082,
a+b+1

Therefore her equivalent sample size is a + b+ 1 = 25. For Anna’s prior, a = 4.8
andb =19.2.

Bart is a newcomer to Hamilton, so he is not aware of the local feeling for or
against the proposed casino. He decides to use a uniform prior. For him,a = b = 1.
His equivalent sample sizeisa+b+ 1= 3.
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Table 8.1 Chris’s prior weights. The shape of his continuous prior is found by linearly
interpolating between them.

Value Weight
0 0
.05 1
1 2
3 2
4 1
5 0

Chris can’t fit a beta(a, b) prior to match his belief. He believes his prior prob-
ability has a trapezoidal shape. He gives heights of his prior in Table 8.1, and he
linearly interpolates between them to get his continuous prior. When we interpolate
between these points, we see that Chris’s prior is given by

207 for 0<w<.10,
g(m) = 2 for .10 <7 < .30,
5—10r for .30 <mw <.50.

The three priors are shown in the Figure 8.2, Note that Chris’s prior is not actually a
density since it doesn’t have area equal to one. However, this is not a problem since
the relative weights given by the shape of the distribution are all that is needed since
the constant will cancel out.

Effect of the Prior

When we have enough data, the effect of the prior we choose will be small compared
to the data. In that case we will find that we can get very similar posteriors despite
starting from quite different priors. All that is necessary is that they give reasonable
weight over the range that is indicated by the likelihood. The exact shape of the prior
doesn’t matter very much. The data are said to "swamp the prior."

Example 14 (continued) The three students take a random sample of n = 100
Hamilton residents and find their views on the casino. Out of the random sample,
y = 26 said they support building a casino in Hamilton. Anna’s posterior is
beta(4.8+26,19.2+74). Bart’s posterior is beta(1+26,1+74). Chris’ posterior is
found using Equation 8.1. We need to evaluate Chris’ prior numerically. To do this,
we integrate Chris’ prior x likelihood using the Minitab macro tintegral.mac. The
three posteriors are shown in Figure 8.3. We see that the three students end up with
very similar posteriors, despite starting with priors having quite different shapes.
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Figure 8.2 Anna’s, Bart’s, and Chris’ prior distribution,
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Figure 8.3 Anna’s, Bart’s, and Chris’ posterior distributions.

8.4 SUMMARIZING THE POSTERIOR DISTRIBUTION

The posterior distribution summarizes our belief about the parameter after seeing
the data. It takes into account our prior belief (the prior distribution) and the data
(likelihood). A graph of the posterior shows us all we can know about the parameter,
after the data. A distribution is hard to interpret. Often we want to find a few numbers
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that characterize it. These include measures of location that determine where most
of the probability is on the number line, as well as measures of spread that determine
how widely the probability is spread. They could also include percentiles of the
distribution. We may want to determine an interval that has a high probability
of containing the parameter. These are known as Bayesian credible intervals and
are somewhat analogous to confidence intervals. However, they have the direct
probability interpretation that confidence intervals lack.

Measures of Location

First, we want to know where the posterior distribution is located on the number
line. There are three possible measures of location we will consider: posterior mode,
posterior median, and posterior mean.

Posterior mode. This is the value that maximizes the posterior distribution. If
the posterior distribution is continuous, it can be found by setting the derivative of
the posterior density equal to zero. When the posterior g{r|y) is beta(a’,b’), its
derivative is given by

Jry) =@ - D)r¥ 2 x (1 —mP 1+ 21 x (=) - 1)1 - 7)¥ 2.

(Note: The prime  has two meanings in this equation; g’ (r|y) is the derivative of the
posterior, while o’ and b’ are the constants of the bera posterior found by the updating
rules.) Setting g’(7|y) equal to 0 and solving gives the posterior mode

a -1
mode = s
The posterior mode has some potential disadvantages as a measure of location. First,
it may lie at or near one end of the distribution, and thus not be representative of the
distribution as a whole. Second, there may be multiple local maximums. When we
set the derivative function equal to zero and solve, we will find all of them and the
local minimums as well.

Posterior median. This is the value that has 50% of posterior distribution below
it, 50% above it. If g(n|y) is beta(a’, b'), it is the solution of

median
/ glrly)dmr = 5.
0

The only disadvantage of the posterior median is that it has to be found numerically.
It is an excellent measure of location.

Posterior mean. The posterior mean is a very frequently used measure of loca-
tion. It is the expected value, or mean, of the posterior distribution.

1
m’=/ mg(rly)dr. (8.2)
0
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The posterior mean is strongly affected when the distribution has a heavy tail. For a
skewed distribution with one heavy tail, the posterior mean may be quite a distance
away from most of the probability. When the posterior g(r|y) is beta(a’,b’) the
posterior mean equals

' a’
- a + 1'% :
The beta(a, b) distribution is bounded between 0 and 1, so it does not have heavy
tails. The posterior mean will be a good measure of location for a beta posterior.

(8.3)

Measures of Spread

The second thing we want to know about the posterior distribution is how spread
out it is. If it has large spread, then our knowledge about the parameter, even after
analyzing the observed data, is still imprecise.

Posterior variance. This is the variance of posterior distribution.

Var(rly) :/0 (m — m")2g(rly) dr . 8.4)

When we have a beta(a’, b’) posterior the posterior variance is

a xb
Var(rly) = TS (8.5)

The posterior variance is greatly affected for heavy-tailed distributions. For a heavy
tailed distribution, the variance will be very large, yet most of the probability is
very concentrated quite close the middle of the distribution. It is also in squared
units, which makes it hard to interpret its size in relation to the size of the mean.
We overcome these disadvantages of the posterior variance by using the posterior
standard deviation.

Posterior standard deviation. This is the square root of posterior variance. It
is in terms of units, so its size can be compared to the size of the mean, and it will be
less affected by heavy tails.

Percentiles of the posterior distribution. The k*" percentile of the posterior
distribution is the value 7%, which has k% of the area below it. It is found numerically
by solving
Tk
k =100 x / g(rly) dm.
-0
Some percentiles are particularly important. The first (or lower) quartile Q1 is the

25th percentile. The second quartile , Qo (or median) is the 50** percentile, and the
third (or upper) quartile Q3 is the 75" percentile.
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Table 8.2 Measures of location and spread of posterior distributions

Person Posterior Mean Median Std. Dev. IQR
Anna bera(30.8,93.2) 248 247 039 .053
Bart beta(27,75) .265 263 .043 .059
Chris numerical 261 255 .041 057

The interquartile range. The interquartile range
IQR=Qs3 -
is a useful measure of spread that is not affected by heavy tails.

Example 14 (continued) Anna, Bart, and Chris computed some measures of loca-
tion and spread for their posterior distributions. Anna and Bart used Equations 8.3
and 8.5 to find their posterior mean and variance, respectively, since they had beta
posteriors. Chris used Equations 8.2 and 8.4 to find his posterior mean and variance
since his posterior did not have the beta distribution. He evaluated the integrals
numerically using the Minitab macro tintegral.mac. Their posterior means, medians,
standard deviations, and interquartile ranges are shown in Table 8.2. We see clearly
that the posterior distributions have similar summary statistics, despite the different
priors used.

8.5 ESTIMATING THE PROPORTION

A point estimate 7 is a statistic calculated from the data used as an estimate of the
parameter 7. Suitable Bayesian point estimates are single values such as measures of
location calculated from the posterior distribution. The posterior mean and posterior
median are often used as point estimates.

The posterior mean square of an estimate. The posterior mean square of
an estimator 7 of the proportion 7 is

1
PMS(#) = / (7 — #)2 g(ly) dor . (8.6)
0
It measures the average squared distance (with respect to the posterior) that the

estimate is away from the true value. Adding and subtracting the posterior mean m/’,
we get

1
PMS(#) = /0 (r—m +m' — )2 g(nly) dr.

Multiplying out the square we get

PMS(#) = /0 (7 — m/)? + 2(7 — m)(m — &)+ (m/ — #)2 g(wly) dr .
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We split the integral into three integrals. Since both 7’ and # are constants with
respect to the posterior distribution when we evaluate the integrals, we get

PMS(#) = Var(zly) + 0 + (m’ — #)2. 8.7)

This is the posterior variance of 7 plus the square of the distance # is away from the
posterior mean m/’.

The last term is a square and is always greater than or equal to zero. We see
that on average, the squared distance the true value is away from the posterior mean
m/ is less than that for any other possible estimate 7, given our prior belief and the
observed data. The posterior mean is the optimum estimator post-data. That’s a good
reason to use the posterior mean as the estimate, and it explains why the posterior
mean is the most widely used Bayesian estimate. We will use the posterior mean as
our estimate for 7.

8.6 BAYESIAN CREDIBLE INTERVAL

Often we wish to find a high probability interval for the parameter. A range of values
that has a known high posterior probability, (1 — ), of containing the parameter is
known as a Bayesian credible interval. It is sometimes called Bayesian confidence
interval. In the next chapter we will see that credible intervals answer a more
relevant question than do ordinary frequentist confidence intervals, because of the
direct probability interpretation.

There are many possible intervals with same (posterior) probability. The shortest
interval with given probability is preferred. It would be found by having the equal
heights of the posterior density at the lower and upper endpoints, along with a total
tail area of 1 — «. The upper and lower tails would not necessarily have equal tail
areas. However, it is often easier to split the total tail area into equal parts and find
the interval with equal tail areas.

Bayesian Credible Interval for 7=

If we used a bera(a, b) prior, the posterior distribution of |y is beta(a’, b’). Anequal
tail area 95% Bayesian credible interval for 7 can be found by obtaining the difference
between the 97.5 ** and the 2.5 t percentiles. Using Minitab, pull down calc menu to
probability distributions over to beta and fill in the dialog box. Without Minitab, we
approximate the beta(a’, b') posterior distribution by the normal distribution having
the same mean and variance:

(ly) is approximately N[m/; (s')?]

where the posterior mean is given by
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Table 8.3 Exact and approximate 95% credible intervals

Person Posterior Credible Interval Credible Interval
Distribution Exact Normal Approximation
Lower Upper Lower Upper
Anna beta(30.8,93.2) 177 328 172 324
Bart beta(27,75) .184 354 .183 355
| Chris numerical .181 .340 181 341

and the posterior variance is expressed as

a’t!
= (@ + bV (d + b +1)°

(s')?
The (1 — @) x 100% credible region for 7 is approximately
m +zg x 8, (8.8)

where z< is the value found from the standard normal table. For a 95% credible
interval, z go5 = 1.96. The approximation works very well if we have both ¢’ > 10
and b’ > 10.

Example 14 (continued) Anna, Bart, and Chris calculated 95% credible intervals
for m having equal tail areas two ways: using the exact (beta) density function and
using the normal approximation. These are shown in Table 8.3. Anna, Bart, and
Chris have slightly different credible intervals because they started with different
prior beliefs. But the effect of the data was much greater than the effect of their
priors and they end up with very similar credible intervals. We see that in each case,
the 95% credible interval for  calculated using the normal approximation is nearly
identical to the corresponding exact 95% credible interval.

Main Points

e The key relationship is posterior o prior x likelihood. This gives us the
shape of the posterior density. We must find the constant to divide this by to
make it a density, eg., integrate to 1 over its whole range.

e The constant we need is k = fol g(m) x f(y|m) dr. In general, this integral
does not have a closed form, so we have to evaluate it numerically.

o If the prior is beta(a, b), then the posterior is beta(a’, b') where the constants
are updated by simple rules a’ = a + y (add number of successes to a) and
b’ = b+ n — y (add number of failures to b).
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o The beta family of priors is called the conjugate family for binomial observation
distribution. This means that the posterior is also a member of the same family,
and it can easily be found without the need for any integration.

e It makes sense to choose a prior from the conjugate family, which makes
finding the posterior easier. Find the beta(a, b) prior that has mean and standard
deviation that correspond to your prior belief. Then graph it to make sure that
it looks similar to your belief. If so, use it. If you have no prior knowledge
about 7 at all, you can use the uniform prior which gives equal weight to all
values. The uniform is actually the beta(1, 1) prior.

o If youhave some prior knowledge, and you can’t find a member of the conjugate
family that matches it, you can construct a discrete prior at several values over
the range and interpolate between them to make the prior continuous. Of
course, you may ignore the constant needed to make this a density, since any
constant gets cancelled out by when you divide by [ prior x likelihood to
find the exact posterior.

e The main thing is that your prior must have reasonable probability over all
values that realistically are possible. If that is the case, the actual shape doesn’t
matter very much. If there is a reasonable amount of data, different people will
get similar posteriors, despite starting from quite different shaped priors.

o The posterior mean is the estimate that has the smallest posterior mean square.
This means that, on average (with respect to posterior), it is closer to the
parameter than any other estimate. In other words, given our prior belief
and the observed data, the posterior mean will be, on average, closer to the
parameter than any other estimate. It is the most widely used Bayesian estimate
because it is optimal post-data.

¢ A (1 —a) x 100% Bayesian credible interval is an interval that has a posterior
probability of 1 — « of containing the parameter.

e The shortest (1 — o) x 100% Bayesian credible interval would have equal
posterior density heights at the lower and upper endpoints; however, the areas
of the two tails would not necessarily be equal.

o Equal tail area Bayesian credible intervals are often used instead, because they
are easier to find.

Exercises

8.1 In order to determine how effective a magazine is at reaching its target audience,
a market research company selects a random sample of people from the target
audience and interviews them. Out of the 150 people in the sample, 29 had
seen the latest issue.
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(a) What is the distribution of y, the number who have seen the latest issue?

(b) Use a uniform prior for m, the proportion of the target audience that has
seen the latest issue. What is the posterior distribution of 7?

8.2 A city is considering building a new museum. The local paper wishes to

8.3

8.4

8.5

determine the level of support for this project, and is going to conduct a poll
of city residents. Out of the sample of 120 people, 74 support the city building
the museum.

(a) What is the distribution of y, the number who support the building the
museum?

(b) Use a uniform prior for 7, the proportion of the target audience that
support the museum. What is the posterior distribution of 7?

Sophie, the editor of the student newspaper, is going to conduct a survey
of students to determine the level of support for the current president of the
students association. She needs to determine her prior distribution for 7, the
proportion of students who support the president. She decides her prior mean
is .5, and her prior standard deviation is .15.

(a) Determine the beta(a, b) prior that matches her prior belief.
(b) What is the equivalent sample size of her prior?

(c) Outof the 68 students that she polls, y = 21 support the current president.
Determine her posterior distribution.

You are going to take a random sample of voters in a city in order to estimate
the proportion 7 who support stopping the fluoridation of the municipal water
supply. Before you analyze the data, you need a prior distribution for 7. You
decide that your prior mean is .4, and your prior standard deviation is .1.

(a) Determine the beta(a, b) prior that matches your prior belief.
(b) What is the equivalent sample size of your prior?

(c) Out of the 100 city voters polled, ¥y = 21 support the removal of flu-
oridation from the municipal water supply. Determine your posterior
distribution.

In a research program on human health risk from recreational contact with
water contaminated with pathogenic microbiological material, the National
Institute of Water and Atmosphere (NIWA) instituted a study to determine the
quality of New Zealand stream water at a variety of catchment types. This
study is documented in McBride et al. (2002), where n = 116 one-liter
water samples from sites identified as having a heavy environmental impact
from birds (seagulls) and waterfowl. Out of these samples, y = 17 samples
contained Giardia cysts.
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(a) What is the distribution of y, the number of samples containing Giardia
cysts?

(b) Let 7 be the true probability that a one-liter water sample from this type
of site contains Giardia cysts. Use a beta(1,4) prior for w. Find the
posterior distribution of 7 given y.

(c) Summarize the posterior distribution by its first two moments.

(d) Find the normal approximation to the posterior distribution g(r|y).

(e) Compute a 95% credible interval for 7 using the normal approximation
found in part (d).

8.6 The same study found that y = 12 out of n = 145 samples identified as having
a heavy environmental impact from dairy farms contained Giardia cysts.

(a) What is the distribution of y, the number of samples containing Giardia
cysts?

(b) Let 7 be the true probability that a one-liter water sample from this type
of site contains Giardia cysts. Use a beta(1,4) prior for 7. Find the
posterior distribution of 7 given y.

(c) Summarize the posterior distribution by its first two moments.

(d) Find the normal approximation to the posterior distribution g{(rly).

(e) Compute a 95% credible interval for 7 using the normal approximation
found in part (d).

8.7 The same study found that y = 10 out of n = 174 samples identified as having
a heavy environmental impact from pastoral (sheep) farms contained Giardia
cysts.

(a) What is the distribution of y, the number of samples containing Giardia
cysts?

(b) Let 7 be the true probability that a one-liter water sample from this type
of site contains Giardia cysts. Use a beta (1,4) prior for . Find the
posterior distribution of 7 given y.

(¢) Summarize the posterior distribution by its first two moments.

(d) Find the normal approximation to the posterior distribution g(r|y).

(e) Compute a 95% credible interval for = using the normal approximation
found in part (d).

8.8 The same study found that y = 6 out of n = 87 samples within municipal
catchments contained Giardia cysts.

(a) What is the distribution of y, the number of samples containing Giardia
cysts?
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(b) Let 7 be the true probability that a one-liter water sample from a site
within a municipal catchment contains Giardia cysts. Use a beta(l,4)
prior for 7. Find the posterior distribution of 7 given y.

(c) Summarize the posterior distribution by its first two moments.
(d) Find the normal approximation to the posterior distribution g(7|y).

(e) Calculate a 95% credible interval for 7 using the normal approximation
found in part (d).

Computer Exercises

8.1

8.2

8.3

8.4

We will use the Minitab macro BinoBP.mac or the equivalent R function to find
the posterior distribution of the binomial probability m when the observation
distribution of Y | is binomial (n, ) and we have a beta{a, b) prior for 7. The
beta family of priors is the conjugate family for binomial observations. That
means that if we start with one member of the family as the prior distribution,
we will get another member of the family as the posterior distribution. It is
especially easy, for when we start with a beta(a, b) prior, we get a beta(a’, b')
posterior where ¢/ =a+ yandb’ =b+n—y.

Suppose we have 15 independent trials and each trial results in one of two
possible outcomes, success or failure. The probability of success remains
constant for each trial. In that case, Y|x is binomial (n = 15, 7). Suppose that
we observed y = 6 successes. Let us start with a beta(1, 1) prior. The details
for invoking BinoBP.mac and the equivalent R function are given in Appendix
3 and Appendix 4, respectively. Store 7, the prior g(r), the likelihood f(y|7),
and the posterior g(7|y) in columns ¢1—c4 respectively.

(a) What are the posterior mean and standard deviation?
(b) Find a 95% credible interval for 7.

Repeat part (a) with a beta(2, 4) prior, storing the likelihood and posterior in
c5 and c6.

Graph both posteriors on the same graph. What do you notice? What do you
notice about the two posterior means and standard deviations? What do you
notice about the two credible intervals for 7?

We will use the Minitab macro BinoGCP.mac or the equivalent R function to
find the posterior distribution of the binomial probability = when the observa-
tion distribution of Y| is binomial (n, ) and we have a general continuous
prior for m. Suppose the prior has the shape given by

T for n<.2,
(7) = 2 for 2<7<.3,
9=y 5-n for 3<n<.5,

0 for bH<.
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Store the values of 7 and prior g() in columns c1 and ¢2, respectively. Suppose
out of n = 20 independent trials, y = 7 successes were observed.

(a) Use BinoGCP.mac or the equivalent R function to determine the posterior
distribution g(m{y). Details for invoking BinoGCP.mac and the equivalent
R function are in Appendix 3 and Appendix 4, respectively.

(b) Use tintegral.mac ind the posterior mean and posterior standard deviation
of 7. Details for invoking tintegral.mac and the equivalent R function
are in Appendix 3 and Appendix 4, respectively.

(c) Find a 95% credible interval for 7 by using tintegral.mac or the equivalent
R function.

8.5 Repeat the previous question with a uniform prior for 7.

8.6 Graph the two posterior distributions on the same graph. What do you notice?
What do you notice about the two posterior means and standard deviations?
What do you notice about the two credible intervals for 7?
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Comparing
Bayesian and Frequentist
Inferences for Proportion

The posterior distribution of the parameter given the data gives the complete inference
from the Bayesian point of view. It summarizes our belief about the parameter after we
have analyzed the data. However, from the frequentist point of view there are several
different types of inference that can be made about the parameter. These include point
estimation, interval estimation, and hypothesis testing. These frequentist inferences
about the parameter require probabilities calculated from the sampling distribution
of the data, given the fixed but unknown parameter. These probabilities are based on
all possible random samples that could have occurred. These probabilities are not
conditional on the actual sample that did occur!

In this chapter we will see how we can do these types of inferences using the
Bayesian viewpoint. These Bayesian inferences will use probabilities calculated
from the posterior distribution. That makes them conditional on the sample that
actually did occur.

9.1 FREQUENTIST INTERPRETATION OF PROBABILITY AND
PARAMETERS

Most statistical work is done using the frequentist paradigm. A random sample of
observations is drawn from a distribution with an unknown parameter. The parameter
is assumed to be a fixed but unknown constant. This doesn’t allow any probability
distribution to be associated with it. The only probability considered is the probability
distribution of the random sample of size n, given the parameter. This explains how the

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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random sample varies over all possible random samples, given the fixed but unknown
parameter value. The probability is interpreted as long-run relative frequency.

Sampling Distribution of Statistic

LetYy,...,Y, be arandom sample from a distribution that depends on a parameter
0. Suppose a statistic S is calculated from the random sample. This statistic can
be interpreted as a random variable, since the random sample can vary over all
possible samples. Calculate the statistic for each possible random sample of size ».
The distribution of these values is called the sampling distribution of the statistic.
It explains how the statistic varies over all possible random samples of size n. Of
course, the sampling distribution also depends on the unknown value of the parameter
8. We will write this sampling distribution as

F(sl6).

However, we must remember that in frequentist statistics, the parameter 8 is a fixed but
unknown constant, not a random variable. The sampling distribution measures how
the statistic varies over all possible samples, given the unknown fixed parameter value.
This distribution does not have anything to do with the actual data that occurred. It is
the distribution of values of the statistic that could have occurred, given that specific
parameter value. Frequentist statistics uses the sampling distribution of the statistic to
perform inference on the parameter. From a Bayesian perspective, this is a backwards
form of inference.!

This contrasts with Bayesian statistics where the complete inference is the posterior
distribution of the parameter given the actual data that occurred:

g(f\|data) .

Any subsequent Bayesian inference such as a Bayesian estimate or a Bayesian cred-
ible interval is calculated from the posterior distribution. Thus the estimate or the
credible interval depends on the data that actually occurred. Bayesian inference is
straightforward.?

!Frequentist statistics performs inferences in the parameter space, which is the unobservable dimension
of the Bayesian universe, based on a probability distribution in the sample space, which is the observable
dimension.

2Bayesian statistics performs inference in the parameter space based on a probability distribution in the
parameter space.
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9.2 POINT ESTIMATION

The first type of inference we consider is point estimation, where a single statistic is
calculated from the sample data and used to estimate the unknown parameter. The
statistic depends on the random sample, so it is a random variable, and its distribution
is its sampling distribution. If its sampling distribution is centered close to the true but
unknown parameter value 8, and the sampling distribution does not have much spread,
the statistic could be used to estimate the parameter. We would call the statistic an
estimator of the parameter and the value it takes for the actual sample data an estimate.
There are several theoretical approaches for finding frequentist estimators, such as
maximum likelihood estimation (MLE)? and uniformly minimum variance unbiased
estimation (UMVUE). We will not go into them here. Instead, we will use the sample
statistic that corresponds to the population parameter we wish to estimate, such as
the sample proportion as the frequentist estimator for the population proportion. This
turns out to be the same estimator that would be found using either of the main
theoretical approaches (MLE and UMVUE) for estimating the binomial parameter
.

From a Bayesian perspective, point estimation means that we would use a sin-
gle statistic to summarize the posterior distribution. The most important number
summarizing a distribution would be its location. The posterior mean or the poste-
rior median would be good candidates here. We will use the posterior mean as the
Bayesian estimate because it minimizes the posterior mean squared error, as we saw
in the previous chapter. This means it will be the optimal estimator, given our prior
belief and this sample data (i.e., post-data).

Frequentist Criteria for Evaluating Estimators

We don’t know the true value of the parameter, so we can’t judge an estimator from
the value it gives for the random sample. Instead, we will use a criterion based on
the sampling distribution of the estimator that is the distribution of the estimator over
all possible random samples. We compare possible estimators by looking at how
concentrated their sampling distributions are around the parameter value for a range
of fixed possible values. When we use the sampling distribution, we are still thinking
of the estimator as a random variable because we haven’t yet obtained the sample
data and calculated the estimate. This is a pre-data analysis.

Although this "what if the parameter has this value" type of analysis comes from
a frequentist point of view, it can be used to evaluate Bayesian estimators as well.
It can be done before we obtain the data, and in Bayesian statistics it is called a
pre-posterior analysis. The procedure is used to evaluate how the estimator performs
over all possible random samples, given that parameter value. We often find that
Bayesian estimators perform very well when evaluated this way, sometimes even
better than frequentist estimators.

3Maximum likelihood estimation was pioneered by R. A. Fisher.
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Unbiased Estimators

The expected value of an estimator is a measure of the center of its distribution. This
is the average value that the estimator would have averaged over all possible samples.
An estimator is said to be unbiased if the mean of its sampling distribution is the true
parameter value. That is, an estimator 6 is unbiased if and only if

E(f) = /éf(éw)dé =0,

where f(16) is the sampling distribution of the estimator § given the parameter
0. Frequentist statistics emphasizes unbiased estimators because averaged over all
possible random samples, an unbiased estimator gives the true value. The bias of an
estimator 4 is the difference between its expected value and the true parameter value.

bias(d) = E(§) - 6. 9.1)

Unbiased estimators have bias equal to zero.
In contrast, Bayesian statistics does not place any emphasis on being unbiased. In
fact, Bayesian estimators are usually biased.

Minimum Variance Unbiased Estimator

An estimator is said to be a minimum variance unbiased estimator if no other unbiased
estimator has a smaller variance. Minimum variance unbiased estimators are often
considered the best estimators in frequentist statistics. The sampling distribution of
a minimum variance unbiased estimator has the smallest spread (as measured by the
variance) of all sampling distributions that have mean equal to the parameter value.

However, it is possible that there may be biased estimators that, on average, are
closer to the true value than the best unbiased estimator. We need to look at a possible
trade-off between bias and variance. Figure 9.1 shows the sampling distributions of
three possible estimators of . Estimator 1 and estimator 2 are seen to be unbiased
estimators. Estimator 1 is the best unbiased estimator, since it has the smallest
variance among the unbiased estimators. Estimator 3 is seen to be a biased estimator,
but it has a smaller variance than estimator 1. We need some way of comparison
that includes biased estimators, to find which one will be closest, on average, to the
parameter value.

Mean Squared Error of an Estimator

The (frequentist) mean squared error of an estimator fis the average squared distance
the estimator is away from the true value:

E(f — 6)?
/ (@ —0)2§(816)db. ©9.2)

MS(6)
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Figure 9.1 Sampling distributions of three estimators.

The frequentist mean squared error is calculated from the sampling distribution of
the estimator, which means the averaging is over all possible samples given that fixed
parameter value. It is not the posterior mean square calculated from the posterior
distribution that we introduced in the previous chapter. It turns out that the mean
squared error of an estimator is the square of the bias plus the variance of the estimator:

MS(§) = bias(6)® + Var(8). (9.3)

Thus it gives a better frequentist criterion for judging estimators than the bias or the
variance alone. An estimator that has a smaller mean squared error is closer to the
true value averaged over all possible samples.

9.3 COMPARING ESTIMATORS FOR PROPORTION

Bayesian estimators often have smaller mean squared errors than frequentist estima-
tors. In other words, on average, they are closer to the true value. Thus Bayesian
estimators can be better than frequentist estimators, even when judged by the fre-
quentist criterion of mean squared error. The frequentist estimator for 7 is

. Y

T = ’—n/‘ .
where y, the number of successes in the n trials, has the binomial (n, 7) distribution.
s is unbiased, and Var(fy) = w Hence the mean squared error of 7
equals

It

MS(#¢) 02 + Var(iy)
wx (1—m)

n
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Suppose we use the posterior mean as the Bayesian estimate for 7, where we use

the Beta(1,1) prior (uniform prior). The estimator is the posterior mean, so
., d
TR =M = ——a, T By s

where a’ =1+ yand b’ = 1 + n — y. We can rewrite this as a linear function of y,
the number of successes in the n trials:

. y+l oy 1
7TB_n—O—?_n+2+n-{—2'

Thus, the mean of its sampling distribution is

nmw n 1
n+2 n+2’
and the variance of its sampling distribution is
2
{n%—?} xnm(l —m).
Hence from Equation 9.3, the mean squared error is
nmw 1 2 112
MS(# = — — X 1-
(7B) {n+2x7r+n+2 7!'} +{n+2} nm(l —7)
2 2
1-27 1
= 1—-m).
o] ] <o
For example, suppose 7 = .4 and the sample size is n = 10. Then
4x.6
MS(a =
(%r) 0
= .024
and
] 1-2x.4)% [1]?
MS(?TB) = [‘T} + l:ia} x10x .4%x .6
= .0169.
Next, suppose 7w = .5 and n = 10. Then
b5 x5
MS(# =
(77) 0
= .025
and
2 2
1-2x.5 1
] 7 = — Bb5x.5
wsien = (22" [2 0
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Figure 9.2 Mean squared error for the two estimators.

We see that, on average (for these two values of 7), the Bayesian posterior estimator
is closer to the true value than the frequentist estimator. Figure 9.2 shows the mean
squared error for the Bayesian estimator and the frequentist estimator as a function
of . We see that over most (but not all) of the range, the Bayesian estimator (using
uniform prior) is better than the frequentist estimator.*

9.4 INTERVAL ESTIMATION

The second type of inference we consider is interval estimation. We wish to find
an interval (!, u) that has a predetermined probability of containing the parameter.
In the frequentist interpretation, the parameter is fixed but unknown, and before the
sample is taken, the interval endpoints are random because they depend on the data.
After the sample is taken and the endpoints are calculated, there is nothing random,
so the interval is said to be a confidence interval for the parameter. We know that
a predetermined proportion of intervals calculated for random samples using this
method will contain the true parameter. But it doesn’t say anything at all about the
specific interval we calculate from our data.

4The frequentist estimator, # F = %, would be Bayesian posterior mean if we used the prior g(7) o
7~1(1 — #)~1. This prior is improper since it does not integrate to 1. An estimator is said to be
admissible if no other estimator has smaller mean squared error over the whole range of possible values.
Wald (1950) showed that Bayesian posterior mean estimators that arose from proper priors are always
admissible. Bayesian posterior mean estimators from improper priors sometimes are admissible, as in this
case.
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In Chapter 8, we found a Bayesian credible interval for the parameter 7 that has
the probability that we want. Because it is found from the posterior distribution, it
has the coverage probability we want for this specific data.

Confidence Intervals

Confidence intervals are how frequentist statistics tries to find an interval has a high
probability of containing the true value of the parameter §. A (1 — o) x 100%
confidence interval for a parameter 4 is an interval (I, u) such that

Pl<f<u)y=1-a.

This probability is found using the sampling distribution of an estimator for the
parameter. There are many possible values of ! and u that satisfy this. The most
commonly used criteria for choosing them are (1) equal ordinates (heights) on the
sampling distribution and (2) equal tail area on the sampling distribution. Equal
ordinates will find the shortest confidence interval. However, the equal tail area
intervals are often used because they are easier to find. When the sampling distribution
of the estimator is symmetric, the two criteria will coincide.

The parameter 8 is regarded as a fixed but unknown constant. The endpoints [
and u are random variables since they depend on the random sample. When we
plug in the actual sample data that occurred for our random sample and calculate the
values for [ and u, there is nothing left that is random. The interval either contains
the unknown fixed parameter or it doesn’t, and we don’t know which is true. The
interval can no longer be regarded as a probability interval.

Under the frequentist paradigm, the correct interpretation is that (1 — o) x 100%
of the random intervals calculated this way will contain the true value. Therefore we
have (1 — &) x 100% confidence that our interval does. It is a misinterpretation to
make a probability statement about the parameter # from the calculated confidence
interval.

Often, the sampling distribution of the estimator used is approximately normal,
with mean equal to the true value. In this case, the confidence interval has the form

estimator * critical value X standard deviation of the estimator,

where the critical value comes from the standard normal table. For example, if n is
large, then the sample proportion

iy =Y
T
m{l—m)

.
an approximate (1 — o) x 100% equal tail area confidence interval for :

by 2y x o) LA F0) (9.4)
n

is approximately normal with mean 7 and standard deviation This gives
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Comparing Confidence and Credible Intervals for 7w

The probability calculations for the confidence interval are based on the sampling
distribution of the statistic. In other words, how it varies over all possible samples.
Hence the probabilities are pre-data. They do not depend on the particular sample
that occurred. This is in contrast to the Bayesian credible interval calculated from
the posterior distribution that has a direct (degree of belief) probability interpretation
conditional on the observed sample data. The Bayesian credible interval is more
useful to the scientist whose data we are analyzing. It summarizes our beliefs about
the parameter values that could credibly be believed given the observed data that
occurred. In other words, it is post-data. He/she is not concerned about data that
could have occurred but did not.

Example 14 (continued from Chapter 8) Out of a random sample of n = 100
Hamilton residents, y = 26 said they support building a casino in Hamilton. A
Sfrequentist 95% confidence interval for = is

26+ 1,964/ 20X T4
100
= (.174, .346) .

Compare this with the 95% credible intervals for 7 calculated by the three students
in Chapter 8 and shown in Table 8.3.

9.5 HYPOTHESIS TESTING

The third type of inference we consider is hypothesis testing. Scientists do not like
to claim the existence of an effect where the discrepancy in the data could be due to
chance alone. If they make their claims too quickly, later studies would show their
claim was wrong, and their scientific reputation would suffer.

Hypothesis testing, sometimes called significance testing’, is the frequentist sta-
tistical method widely used by scientists to guard against making claims unjustified
by the data. The nonexistence of the treatment effect is set up as the null hypothesis
that "the shift in the parameter value caused by the treatment is zero." The competing
hypothesis that there is a nonzero shift in the parameter value caused by the treatment
is called the alternative hypothesis. Two possible explanations for the discrepancy
between the observed data and what would be expected under the null hypothesis are
proposed.

1. The null hypothesis is true, and the discrepancy is due to random chance alone.

2. The null hypothesis is false. This causes at least part of the discrepancy.

SSignificance testing was developed by R. A. Fisher as an inferential tool to weigh the evidence against a
particular hypothesis. Hypothesis testing was developed by Neyman and Pearson as a method to control
the error rate in deciding between two competing hypotheses. These days, the two terms are used almost
interchangeably, despite their differing goals and interpretations. This continues to cause confusion.
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To be consistent with Ockham’s razor, we will stick with explanation (1), which
has the null hypothesis being true and the discrepancy being due to chance alone,
unless the discrepancy is so large that it is very unlikely to be due to chance alone.
This means that when we accept the null hypothesis as true, it doesn’t mean that we
believe it is literally true. Rather, it means that chance alone remains a reasonable
explanation for the observed discrepancy, so we can’t discard chance as the sole
explanation.

When the discrepancy is too large, we are forced to discard explanation (1) leaving
us with explanation (2), that the null hypothesis is false. This gives us a backward
way to establish the existence of an effect. We conclude the effect exists (the
null hypothesis is false) whenever the probability of the discrepancy between what
occurred and what would be expected under the nuil hypothesis is too small to be
attributed to chance alone.

Because hypothesis testing is very well established in science, we will show how it
can be done in a Bayesian manner. There are two situations we will look at. The first
is testing a one-sided hypothesis where we are only interested in detecting the effect
in one direction. We will see that in this case, Bayesian hypothesis testing works
extremely well, without the contradictions required in frequentist tests. The Bayesian
test of a one-sided null hypothesis is evaluated from the posterior probability of the
null hypothesis.

The second situation is where we want to detect a shift in either direction. This is
a two-sided hypothesis test, where we test a point hypothesis (that the effect is zero)
against a two-sided alternative. The prior density of a continuous parameter measures
probability density, not probability. The prior probability of the null hypothesis (shift
equal to zero) must be equal to 0. So its posterior probability must also be zero,®
and we cannot test a two-sided hypothesis using the posterior probability of the null
hypothesis. Rather, we will test the credibility of the null hypothesis by seeing
if the null value lies in the credible interval. If the null value does lie within the
credible interval, we cannot reject the null hypothesis, because the null value remains
a credible value.

9.6 TESTING A ONE-SIDED HYPOTHESIS

The effect of the treatment is included as a parameter in the model. The hypothesis
that the treatment has no effect becomes the null hypothesis the parameter representing
the treatment effect has the null value that corresponds to no effect of the treatment.

SWe are also warned that frequentist hypothesis tests of a point null hypothesis never "accept” the null
hypothesis; rather, they "can’t reject the null hypothesis.”
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Table 9.1  Null distribution of Y with a rejection region for a one-sided hypothesis test

Value flylm = .6) Region
0 .0001 accept
1 .0016 accept
2 .0106 accept
3 .0425 accept
4 1115 accept
5 2007 accept
6 2508 accept
7 2150 accept
8 1209 accept
9 .0403 reject

10 .0060 reject

Frequentist Test of One-Sided Hypothesis

The probability of the data (or results even more extreme) given that the null hypothe-
sis is true is calculated. If this is below a threshold called the level of significance, the
results are deemed to be incompatible with the null hypothesis, and the null hypothesis
is rejected at that level of significance. This establishes the existence of the treatment
effect. This is similar to a "proof by contradiction." However, because of sampling
variation, complete contradiction is impossible. Even very unlikely data are possible
when there is no treatment effect. So hypothesis tests are actually more like "proof by
low probability." The probability is calculated from the sampling distribution, given
that the null hypothesis is true. This makes it a pre-data probability.

Example 15 Suppose we wish to determine if a new treatment is better than the
standard treatment. If so, w, the proportion of patients who benefit from the new
treatment, should be better than my, the proportion who benefit from the standard
treatment. It is known from historical records that my = .6. A random group of 10
patients are given the new treatment. Y, the number who benefit from the treatment
will be binomial(n, ). We observe y = 8 patients benefit. This is better than we
would expect if T = .6. But, is it enough better for us to conclude that © > .6 at the
10% level of significance?
The steps are:

1. Set up a null hypothesis about the (fixed but unknown) parameter. For example,
Hy : m < .6. (The proportion who would benefit from the new treatment is
less than or equal to the proportion who benefit from the standard treatment.)
We include all 7 values less than the null value .6 in with the null hypothesis
because we are trying to determine if the new treatment is better. We have no
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interest in determining if the new treatment is worse. We won’t recommend it
unless it is demonstrably better than the standard treatment.

. The alternative hypothesis is Hy : m > .6. (The proportion who would benefit

from the new treatment is greater than the proportion who benefit from the
standard treatment.)

. The null distribution of the test statistic is the sampling distribution of the

test statistic, given that the null hypothesis is true. In this case, it will be
binomial(n, .6) where n = 10 is the number of patients given the new treatment.

. We choose level of significance for the test to be as close as possible to o = 5%.

Since y has a discrete distribution, only some values of o are possible, so we
will have to choose a value either just above or just below 5%.

. The rejection region is chosen so that it has a probability of o under the null

distribution.” If we choose the rejection region y > 9, then a = .0463. The
null distribution with the rejection region for the one-sided hypothesis test is
shown in Table 9.1.

. Ifthe value of the test statistic for the given sample lies in the rejection region,

then reject the null hypothesis Hy at level a. Otherwise, we can’t reject Hy.
In this case, y = 8 was observed. This lies in the acceptance region.

. The p-value is the probability of getting what we observed, or something even

more unlikely, given the null hypothesis is true. The p-value is put forward as
measuring the strength of evidence against the null hypothesis.® In this case,
the p-value = .1672.

. Ifthe p-value < «, the test statistic lies in the rejection region, and vice versa.

So an equivalent way of testing the hypothesis is to reject if p-value < .’
Looking at it either way, we cannot reject the null hypothesis Hy : m < .6.
y = .8 lies in the acceptance region, and the p-value > .05. The evidence is
not strong enough to conclude that m > .6.

There is much confusion about the p-value of a test. It is not the posterior
probability of the null hypothesis being true given the data. Instead, it is the tail
probability calculated using the null distribution. In the binomial case

p-value =Y f(ylmo),

Yobs

7This approach is from Neyman and Pearson.

8This approach is from R. A. Fisher.

9Both a and p-value are tail areas calculated from the null distribution. However, o represents the long-run
rate of rejecting a true null hypothesis, and p-value is looked at as the evidence against this particular null
hypothesis by this particular data set. Using tail areas as simultaneously representing both the long-run
and a particular result is inherently contradictory.
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where y,p; is the observed value of y. Frequentist hypothesis tests use a probability
calculated on all possible data sets that could have occurred (for the fixed parameter
value), but the hypothesis is about the parameter value being in some range of values.

Bayesian Tests of a One-Sided Hypothesis

We wish to test
Hy:mw<my versus H;:m>mg

at the level of significance o using Bayesian methods. We can calculate the posterior
probability of the null hypothesis being true by integrating the posterior density over
the correct region:

P(Hp : 7 < moly) = /07r0 g(rly)dm. 9.5)

We reject the null hypothesis if that posterior probability is less than the level of
significance c.. Thus a Bayesian one-sided hypothesis test is a "test by low probabil-
ity" using the probability calculated directly from the posterior distribution of 7. We
are testing a hypothesis about the parameter using the posterior distribution of the
parameter. Bayesian one-sided tests use post-dara probability.

Example 15 (continued) Suppose we use a beta (1,1) prior for w. Then given
y = 8, the posterior density is beta (9,3). The posterior probability of the null
hypothesis is

6
P(r < 6ly=8) = /0 f%()%ﬂ2(l — m)8dn
= .1189

when we evaluate it numerically. This is not less than .05, so we cannot reject the
null hypothesis at the 5% level of significance 5%. Figure 9.3 shows the posterior
density. The probability of the null hypothesis is the area under the curve to the left
of m = .6.

9.7 TESTING A TWO-SIDED HYPOTHESIS

Sometimes we might want to detect a change in the parameter value in either direction.
This is known as a two-sided test since we are wanting to detect any changes from
the value mp. We set this up as testing the point null hypothesis Hy : m = mp against
the alternative hypothesis H1 : 7w # mo.

Frequentist Test of a Two-Sided Hypothesis

The null distribution is evaluated at 7y, and the rejection region is two-sided, as are
p-values calculated for this test.
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Figure 9.3 Posterior probability of the null hypothesis, Ho : m < .6 is the shaded area.

Example 16 A coin is tossed 15 times, and we observe 10 heads. Are 10 heads out

of 15 tosses enough to determine that the coin is not fair? In other words, is 7 the

probability of getting a head different than % ?
The steps are:

1. Set up the null hypothesis about the fixed but unknown parameter w. It is
Hy:7m=.5

2. The alternative hypothesis is Hy : m % .5. We are interested in determining a
difference in either direction, so we will have a two-sided rejection region.

3. The null distribution is the sampling distribution of Y when the null hypothesis
is true. It is binomial(n = 15,7 = .5).
4. Since Y has a discrete distribution, we choose the level of significance for the
test to be as close to 5% as possible.

null distribution. If we choose rejection region {Y < 3}y U {Y > 12}, then
a = .0352.

hypothesis are shown in Table 9.2.

5. The rejection region is chosen so that it has a probability of o under the
The null distribution and rejection region for the two-sided

6. If the value of the test statistic lies in the rejection region, then we reject the
null hypothesis Hy at level a. Otherwise, we can’t reject Hy. In this case,

y = 10 was observed. This lies in the region where we can’t reject the null

hypothesis. We must conclude that chance alone is sufficient to explain the
discrepancy, so @ = .5 remains a reasonable possibility.
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Table 9.2 Nuli distribution of Y with the rejection region for two-sided hypothesis test

Value flylm = .5) Region
0 .0000 reject
1 .0005 reject
2 .0032 reject
3 .0139 reject
4 0417 accept
5 .0916 accept
6 1527 accept
7 .1964 accept
8 .1964 accept
9 1527 accept

10 .0916 accept
11 .0417 accept
12 .0139 reject
13 0032 reject
14 .0005 reject
15 .0000 reject

7. The p-value is the probability of getting what we got (10) or something more
unlikely, given the null hypothesis H is true. In this case we have a two-sided
alternative, so the p-value is the P(Y > 10) + P(Y < 5) = .302. This is
larger than o, so we can’t reject the null hypothesis.

Relationship between two-sided hypothesis tests and confidence inter-
vals. While the null value of the parameter usually comes from the idea of no
treatment effect, it is possible to test other parameter values. There is a close re-
lationship between two-sided hypothesis tests and confidence intervals. If you are
testing a two-sided hypothesis at level a, there is a corresponding (1 — &) x 100%
confidence interval for the parameter. If the null hypothesis

Ho:ﬂ‘:ﬂ'o

is rejected, then the value g lies outside the confidence interval, and vice versa. If
the null hypothesis is accepted (can’t be rejected), then 7y lies inside the confidence
interval, and vice versa. The confidence interval "summarizes" all possible null
hypotheses that would be accepted if they were tested.
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Bayesian Test of a Two-Sided Hypothesis

From the Bayesian perspective, the posterior distribution of the parameter given the
data sums up our entire belief after the data. However, the idea of hypothesis testing
as a protector of scientific credibility is well established in science. So we look
at using the posterior distribution to test a point null hypothesis versus a two-sided
alternative in a Bayesian way.

If we use a continuous prior, we will get a continuous posterior. The probability
of the exact value represented by the point null hypothesis will be zero. We can’t
use posterior probability to test the hypothesis. Instead, we use a correspondence
similar to the one between confidence intervals and hypothesis tests, but with credible
interval instead.

Compute a (1 — ) x 100% credible interval for 7. If 7 lies inside the credible
interval, accept (do not reject) the null hypothesis Hy : m = mp, and if 7 lies outside
the credible interval, then reject the null hypothesis.

Example 16 (continued) If we use a uniform prior distribution, the posterior is the
beta(10 + 1,5 + 1) distribution. A 95% Bayesian credible interval for  found using
the normal approximation is

E+1.96><\/ 11x6

17 (11+6)2x (11 +6+1))
= .647+.221 = (.426,.868).

The null value ™ = .5 lies within the credible interval, so we cannot reject the null
hypothesis. It remains a credible value.

Main Points

e The posterior distribution of the parameter given the data is the entire infer-
ence from a Bayesian perspective. Probabilities calculated from the posterior
distribution are post-data because the posterior distribution is found after the
observed data has been taken into the analysis.

e Under the frequentist perspective there are specific inferences about the pa-
rameter: point estimation, confidence intervals, and hypothesis tests.

o Frequentist statistics considers the parameter a fixed but unknown constant.
The only kind of probability allowed is long-run relative frequency.

e The sampling distribution of a statistic is its distribution over all possible
random samples given the fixed parameter value. Frequentist statistics is based
on the sampling distribution.

¢ Probabilities calculated using the sampling distribution are pre-data because
they are based on all possible random samples, not the specific random sample
we obtained.
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An estimator of a parameter is unbiased if its expected value calculated from
the sampling distribution is the true value of the parameter.

Frequentist statistics often call the minimum variance unbiased estimator the
best estimator.

The mean squared error of an estimator measures its average squared distance
from the true parameter value. It is the square of the bias plus the variance.

Bayesian estimators are often better than frequentist estimators even when
judged by the frequentist criteria such as mean squared error.

Seeing how a Bayesian estimator performs using frequentist criteria for a range
of possible parameter values is called a pre-posterior analysis, because it can
be done before we obtain the data.

A (1 — a) x 100% confidence interval for a parameter @ is an interval (I, u)
such that
Pl<f<u)=1-a,

where the probability is found using the sampling distribution of an estimator
for . The correct interpretation is that (1 — o) x 100% of the random intervals
calculated this way do contain the true value. When the actual data are put
in and the endpoints calculated, there is nothing left to be random. The
endpoints are numbers; the parameter is fixed but unknown. We say that
we are (1 — o) x 100% confident that the calculated interval covers the true
parameter. The confidence comes from our belief in the method used to
calculate the interval. It does not say anything about the actual interval we got
for that particular data set.

A (1 — a) x 100% Bayesian credible interval for 6 is a range of parameter
values that has posterior probability (1 — c).

Frequentist hypothesis testing is used to determine whether the actual parameter
could be a specific value. The sample space is divided into a rejection region
and an acceptance region such that the probability the test statistic lies in the
rejection region if the null hypothesis is true is less than the level of significance
a. If the test statistic falls into the rejection region, we reject the null hypothesis
at level of significance a.

Or we could calculate the p-value. If the p-value< «, we reject the null
hypothesis at level .

The p-value is not the probability the null hypothesis is true. Rather, it is the
probability of observing what we observed, or even something more extreme,
given that the null hypothesis is true.

We can test a one-sided hypothesis in a Bayesian manner by computing the
posterior probability of the null hypothesis. This probability is found by
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integrating the posterior density over the null region. If this probability is less
than the level of significance «, then we reject the null hypothesis.

We cannot test a two-sided hypothesis by integrating the posterior probability
over the null region because, with a continuous prior, the prior probability of
a point null hypothesis is zero, so the posterior probability will also be zero.
Instead, we test the credibility of the null value by observing whether or not
it lies within the Bayesian credible interval. If it does, the null value remains
credible and we can’t reject it.

Exercises

9.1

9.2

Let 7 be the proportion of students at a university who approve the governments
policy on students allowances. The students newspaper is going to take a
random sample of n = 30 students at a university and ask if they approve of
the governments policy on student allowances.

(a) What is the distribution of y, the number who answer "yes"?

(b) Suppose out of the 30 students, 8 answered yes. What is the frequentist
estimate of .

(c) Find the posterior distribution g(7|y) if we use a uniform prior.

(d) What would be the Bayesian estimate of 7?
The standard method of screening for a disease fails to detect the presence
of the disease in 15% of the patients who actually do have the disease. A
new method of screening for the presence of the disease has been developed.
A random sample of n = 75 patients who are known to have the disease is

screened using the new method. Let 7 be the probability the new screening
method fails to detect the disease.

(a) What is the distribution of y, the number of times the new screening
method fails to detect the disease?

(b) Of these n = 75 patients, the new method failed to detect the disease in
y = 6 cases. What is the frequentist estimator of 7?

(c) Use abeta (1, 6) prior for 7. Find g(r|y), the posterior distribution of «.
(d) Find the posterior mean and variance.
(e) If # > .15, then the new screening method is no better than the standard
method. Test
Hy:mw>.15 versus Hy:7w < .15

at the 5% level of significance in a Bayesian manner.
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In the study of water quality in New Zealand streams documented in McBride
et al. (2002) a high level of Campylobacter was defined as a level greater than
100 per 100 ml of stream water. n = 116 samples were taken from streams
having a high environmental impact from birds. Out of these, y = 11 had a
high Campylobacter level. Let 7 be the true probability that a sample of water
from this type of stream has a high Campylobacter level.

(a) Find the frequentist estimator for 7.

(b) Use a beta (1, 10) prior for 7. Calculate the posterior distribution g(7|y).

(¢) Find the posterior mean and variance. What is the Bayesian estimator for
7?

(d) Find a 95% credible interval for 7.
(e) Test the hypothesis

Hy:m=.10 versus Hj:m #.10
at the 5% level of significance.

In the same study of water quality, n = 145 samples were taken from streams
having a high environmental impact from dairying. Out of these y = 9 had a
high Campylobacter level. Let 7 be the true probability that a sample of water
from this type of stream has a high Campylobacter level.

(a) Find the frequentist estimator for 7.

(b) Use abeta (1, 10) prior for 7. Calculate the posterior distribution g(m|y).

(c) Find the posterior mean and variance. What is the Bayesian estimator for
w?

(d) Find a 95% credible interval for 7.
(e) Test the hypothesis

Hy:7m=.10 versus Hi:7w# .10
at the 5% level of significance.

In the same study of water quality, n = 176 samples were taken from streams
having a high environmental impact from sheep farming. Out of these y = 24
had a high Campylobacter level. Let 7 be the true probability that a sample of
water from this type of stream has a high Campylobacter level.

(a) Find the frequentist estimator for .

(b) Useabeta (1,10) prior for 7. Calculate the posterior distribution g(|y).

(c) Find the posterior mean and variance. What is the Bayesian estimator for
w7
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(d) Test the hypothesis
Hy:7m>.15 versus Hy:7w < .15

at the 5% level of significance.

9.6 In the same study of water quality, n = 87 samples were taken from streams

in municipal catchments. Out of these y = 8 had a high Campylobacter level.
Let 7 be the true probability that a sample of water from this type of stream
has a high Campylobacter level.

(a) Find the frequentist estimator for 7.

(b) Use a beta (1, 10) prior for 7. Calculate the posterior distribution g(7|y).

(c) Find the posterior mean and variance. What is the Bayesian estimator for
w7

(d) Test the hypothesis
Hy:7m> .10 versus H;:w < .10

at the 5% level of significance.

Monte Carlo Exercises

9.1 Comparing Bayesian and frequentist estimators for 7. In Chapter 1 we

learned that the frequentist procedure for evaluating a statistical procedure,
namely looking at how it performs in the long-run, for a (range of) fixed but
unknown parameter values can also be used to evaluate a Bayesian statistical
procedure. This "what if the parameter has this value " type of analysis would
be done before we obtained the data and is called a pre-posterior analysis. It
evaluates the procedure by seeing how it performs over all possible random
samples, given that parameter value. In Chapter 8 we found that the posterior
mean used as a Bayesian estimator minimizes the posterior mean squared error.
Thus it has optimal post-data properties, in other words after making use of
the actual data. We will see that Bayesian estimators have excellent pre-data
(frequentist) properties as well, often better than the corresponding frequentist
estimators.

We will perform a Monte Carlo study approximating the sampling distribution
of two estimators of . The frequentist estimator we will use is 77 = X, the
sample proportion. The Bayesian estimator we will use is g = %7 which
equals the posterior mean when we used a uniform prior for 7. We will compare
the sampling distributions (in terms of bias, variance, and mean squared error)
of the two estimators over a range of 7 values from O to 1. However, unlike the
exact analysis we did in Section 9.3, here we will do a Monte Carlo study. For

each of the parameter values, we will approximate the sampling distribution



MONTE CARLO EXERCISES 181

of the estimator by an empirical distribution based on 5000 samples drawn
when that is the parameter value. The true characteristics of the sampling
distribution (mean, variance, mean squared error) are approximated by the
sample equivalent from the empirical distribution. You can use either Minitab
or R for your analysis.

(@) Forr=.1,.2,...,.9
i. Draw 5000 random samples from binomial (n = 10, 7).
ii. Calculate the frequentist estimator #; = ¥ for each of the 5000

samples.
iii. Calculate the Bayesian estimator g = %% for each of the 5000
samples.

iv. Calculate the means of these estimators over the 5000 samples, and
subtract 7 to give the biases of the two estimators. Note that this is
a function of 7.
v. Calculate the variances of these estimators over the 5000 samples.
Note that this is also a function of 7.
vi. Calculate the mean squared error of these estimators over the 5000
samples. The first way is

MS(#) = (bias(#))? + Var(#).

The second way is to take the sample mean of the squared distance
the estimator is away from the true value over all 5000 samples. Do
it both ways, and see that they give the same result.

(b) Plot the biases of the two estimators versus 7 at those values and connect
the adjacent points. (Put both estimators on the same graph.)

i. Does the frequentist estimator appear to be unbiased over the range
of 7 values?

ii. Does the Bayesian estimator appear to be unbiased over the range of
the 7 values?

(c) Plot the mean squared errors of the two estimators versus 7w over the range
of 7 values, connecting adjacent points. (Put both estimators on the same
graph.)

i. Does your graph resemble Figure 9.27
ii. Over what range of 7 values does the Bayesian estimator have smaller
mean squared error than that of the frequentist estimator?
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Bayesian Inference for
Poisson

The Poisson distribution is used to count the number of occurrences of rare events
which are occurring randomly through time (or space) at a constant rate. The events
must occur one at a time. The Poisson distribution could be used to model the number
of accidents on a highway over a month. However, it could not be used to model the
number of fatalities occurring on the highway, since some accidents have multiple
fatalities.

Bayes’ Theorem for Poisson Parameter with a Continuous Prior

We have a random sample y1, .. ., yn from a Poisson(u) distribution. The propor-
tional form of Bayes’ theorem is given by posterior x prior x likelihood

g(uly1, - un) x g(p) X f(y1, - Ynlp) .

The parameter 4 can have any positive value, so we should use a continuous prior
defined on all positive values. The proportional form of Bayes’ theorem gives the
shape of the posterior. We need to find the scale factor to make it a density. The
actual posterior is given by

_ W XS, ymle)
fooog(ﬂ) X flyt, ... ynlp) du

This equation holds for any continuous prior g(u). However, the integration would
have to be done numerically except for the few special cases which we will investigate.

g(plyt, - 1 yn) (10.1)

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Likelihood of Poisson parameter. The likelihood of a single draw from a
Poisson(u) distribution is given by

o
Flylp) =& ; ’

fory = 0,1,...and u > 0. The part that determines the shape of the likelihood is

Flyip) < p¥e .

When y1,. .., Yn is a random sample from a Poisson{y) distribution, the likelihood
of the random sample is the product of the original likelihoods. This simplifies to

Fn - oule) = [T wlw
1—1

x ,uz Vigm ™,

We recognize this as the likelihood where 3 y; is a single draw from a Poisson{nu)
distribution. It has the shape of a gamma(r’,v’) density where v’ = 3 y; + 1 and
v=n

10.1 SOME PRIOR DISTRIBUTIONS FOR POISSON

In order to use Bayes’ theorem, we will need the prior distribution of the Poisson
parameter 4. In this section we will look at several possible prior distributions of ¢
for which we can work out the posterior density without having to do the numerical
integration.

Positive uniform prior density. Suppose we have no idea what the value of u
is prior to looking at the data. In that case, we would consider that we should give
all positive values of u equal weight. So we let the positive uniform prior density be

gp)=1 for p>0.

Clearly this prior density is improper since its integral over all possible values is
infinite. Nevertheless, the posterior will be proper in this case! and we can use
it for making inference about u. The posterior will be proportional to prior times
likelihood, so in this case the proportional posterior will be

g(ulys, .- yn) o< g(u) fyr, -, Ynli)

x 1x ,uzy"e_"“.

The posterior is the same shape as the likelihood function so we know that it is a
gamma(r',v') density where ' = 3 y + 1 and v/ = n. Clearly the posterior is
proper despite starting from an improper prior.

!There are cases where an improper prior will result in an improper posterior, so no inference is possible.
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Jeffreys’ prior for Poisson. The parameter indexes all possible observation
distributions. Any one to one continuous function of the parameter would give an
equally valid index.? Jeffreys’ method gives us priors which are objective in the
sense that they are invariant under any continuous transformation of the parameter.
The Jeffreys’ prior for the Poisson is

1
x — for > 0.
g(u) Vi 7

This also will be an improper prior, since its integral over the whole range of possible
values is infinite. However, it is not non-informative since it gives more weight to
small values. The proportional posterior will be the prior times likelihood. Using the
Jeffreys’ prior the proportional posterior will be

glulyrs-oyn) o< g(u) flyr, - ynlp)
x = X uz YigmnH
N
x uz Ut P ,
which we recognize as the shape of a gamma(r’,v') density where r’ = 3y + 1 and
v’ = n. Again, we have a proper posterior despite starting with an improper prior.

Conjugate family for Poisson observations is the gamma family. The
conjugate prior for the observations from the Poisson distribution with parameter ()
will have the same form as the likelihood. Hence it has shape given by

Q(U) x e*kueloguxl

x  ple ke,

The distribution having this shape is known as the gamma(r, v) distribution and has

density given by
vrpr—le—vu
glu;rv) = _ﬁr)—

wherer —1 =/ and v = k and I"L('Trj is the scale factor needed to make this a density.

When we have a single Poisson() observation, and use gamma(r, v) prior for u, the
shape of the posterior is given by

glply) o< g(u) x fylw
vrﬂr—ie—vp #ye—u
O

P14y, —(v+1)u

0.4

X p

2If ¢» = h(6) is a continuous function of the parameter 6, then gy (1), the prior for 1 that corresponds to
go() is found by the change of variable formula gy (¥) = go(8(¥)) x %.
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We recognize this to be a gamma(r’,v') density where the constants are updated
by the simple formulas ' = r + y and v/ = v + 1. We add the observation y to
r, and we add 1 to v. Hence when we have a random sample y1, ..., y, from a
Poisson(u) distribution, and use a gamma(r, v) prior , we repeat the updating after
each observation, using the posterior from the i*" observation as the prior for the
i+ 15t observation. We end up with a a gamma(r’, v') posterior where r’ =r+ >y
and v' = v + n. The simple updating rules are "add the sum of the observations to
7", and "add the number of observations to v". Note: these same updating rules
work for the positive uniform prior, and the Jeffreys’ prior for the Poisson.> We use
Equation 7.10 and Equation 7.11 to find the posterior mean and variance. They are:

r' r’
v (’U')Z ’

E(uly) = 5 and wvar(uly) =

respectively.

Choosing a conjugate prior. The gamma(r,v) family of distributions is the
conjugate family for Poisson(u) observations, It is advantageous to use a prior from
this family, as the posterior will also be from this family and can be found by the
simple updating rules. This avoids having to do any numerical integration. We want
to find the gamma(r, v) that matches our prior belief.

We suggest that you summarize your prior belief into your prior mean m, and
your prior standard deviation s. Your prior variance will be the square of your prior
standard deviation. Then we find the gamma conjugate prior that matches those first
two prior moments. That means that r and v will be the simultaneous solutions of
the two equations

T
m=— and s°=—.
v

Hence
m

vV=—.
82

Substitute this into the first equation and solve for . We find

m?

T=—.
s2

This gives your gamma(r, v) prior.

Precautions before using your conjugate prior.

1. Graph your prior. If the shape looks reasonably close to your prior belief
then use it. Otherwise you can adjust your prior mean m and prior standard
deviation s until you find a prior with shape matching your prior belief.

3The positive uniform prior g(x) = 1 has the form of a gamma(1, 0) prior, and the Jeffreys’ prior for the

Poisson g(2) = u~ 2 has the form of a gamma( % , 0) prior. They can be considered limiting cases of the
gamma(r, v) family where v — 0.
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Table 10.1 Diana’s relative prior weights. The shape of her continuous prior is found
by linearly interpolating between those values. The constant gets cancelled when finding the
posterior using Equation 10.1.

Value | Weight
0 0
2 2
4 2
8 0
10 0

2. Calculate the equivalent sample size of your prior. This is the size of a random
sample of Poisson(u) variables that matches the amount of prior information
about 4 that you are putting in with your prior. We note that if yq, ...,y is
a random sample from Poisson(u), then § will have mean p and variance £.
The equivalent sample size will be the solution of

L T

Teg V2

Setting the mean equal to the prior mean y = L the equivalent sample size
of the gamma(r, v) prior for p is neg = v. We check to make sure this isn’t
too large. Ask yourself "Is my prior knowledge about u really equal to the
knowledge I would get about y if I took a random sample of size n, from the
Poisson(y) distribution?" If the answer is no, then you should increase your
prior standard deviation and recalculate your prior. Otherwise you are putting
in too much prior information relative to the amount you will be getting from
the data.

Example 17 The weekly number of traffic accidents on a highway has the Poisson( )
distribution. Four students are going to take a observe the number of traffic accidents
for each of the next eight weeks. They are going to analyze this in a Bayesian manner,
so they each need a prior distribution. Aretha says she has no prior information,
so will assume all possible values are equally likely. Thus she will use the positive
uniform prior g(u) = 1 for u > O, which is improper. Byron also says he has no prior
information, but she wants his prior to be invariant if the parameter is multiplied by
a constant. Thus, he uses the Jeffreys’ prior for the Poisson which is g(p) = p~1/2
which will also be improper. Chase decides that he believes the prior mean should
be 2.5, and the prior standard deviation is 1. He decides to use the gamma(r,v) that
matches his prior mean and standard deviation, and finds thatv = 2.5 and r = 6.25.
His equivalent sample size is neq = 2.5, which he decides is acceptable since he will
be putting information worth 2.5 observations and there will be 8 observations from
the data. Diana decides that her prior distribution has a trapezoidal shape found
by interpolating the prior weights given in Table 10.1. The shapes of the four prior
distributions are shown in Figurel0.1. The number of accidents on the highway over
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Figure 10.1 The shapes of Aretha’s, Byron’s, Chase’s, and Diana’s prior distributions.

the next 8 weeks are:
3,2,0,8 2,46, 1.

Aretha will have a gamma(27, 8) posterior, Byron will have a gamma(26.5, 8) poste-
rior, and Chase will have a gamma(32.25, 10.25) posterior. Diana finds her posterior
numerically using Equation 10.1. The four posterior distributions are shown in Fig-
ure 10.2. We see that the four posterior distributions are similarly shaped, despite

the very different shape priors.

Summarizing the Posterior Distribution

The posterior density explains our complete belief about the parameter given the data.
It shows the relative belief weights we give each possible parameter value, taking
into account both our prior belief and the data, through the likelihood. However,
a posterior distribution is hard to interpret, and we like to summarize it with some
numbers.

When we are summarizing a distribution, the most important summary number
would be a measure of location, which characterizes where the distribution is located
along the number line. Three possible measures of location are the posterior mode,
the posterior median, and the posterior mean. The posterior mode is the found by
setting the derivative of the posterior density equal to zero, and solving. When the
posterior distribution is gamma(r’, v'), its derivative is given by

’ ’ ’ ’
(7,/ _ 1)'ur —2e—v o U/e—-v uﬂr 1

g'(uly)
lur’—2e—v’p,{,r/ _1— Ul,u] )
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Figure 10.2 Aretha’s, Byron’s, Chase’s, and Diana’s posterior distributions.

When we set that equal to zero and solve, we find the posterior mode is

-1

,U/

mode =

When the posterior distribution is gamma(r’, v’) the posterior median can be found
using Minitab. The posterior mean wiil be

/
/:T'

J .

If the posterior distribution has been found numerically, then both the posterior
median and mean will both have to be found numerically using the Minitab macro
tintegral.mac.

The second most important summary number would be a measure of spread, that
characterizes how spread out the distribution is. Some possible measures of spread
include the interquartile range JQR = Q3 — @ and the standard deviation s’. When
the posterior distribution is gamma(r’, v'), the IQR can be found using Minitab. The
posterior standard deviation will be the square root of the posterior variance. If the
posterior distribution has been found numerically, then the IQR and the posterior
variance can be found numerically.

Example 17 (continued) The four students calculate measures of location and spread
to summarize their posteriors. Aretha, Byron, and Chase have gamma posteriors, so
they can calculate them easily using the formula’s, and Diana has a numerical poste-
rior so she has to calculate them numerically using the Minitab macro tintegral.mac.
The results are shown in Table 10.2.



190 BAYESIAN INFERENCE FOR POISSON

Table 10.2 Measures of location and spread of posterior distributions

‘ Person | Posterior Mean Median Mode | St.Dev. IQR
| Aretha | gamma(27,8) 3375 3333 325 | 6495 8703
Byron | gamma(26%,8) 3313 3271 3.187 | .6435 8622
Chase | gamma(32%,103) | 3.071  3.040 2976 | .5408  .7255
Diana | Numerical 3353 3318 6266 8502

10.2 INFERENCE FOR POISSON PARAMETER

The posterior distribution is the complete inference in the Bayesian approach. It
explains our complete belief about the parameter given the data. It shows the relative
belief weights we can give every possible parameter value. However, in the frequentist
approach there are several types of inference about the parameter we can make. These
are point estimation, interval estimation, and hypothesis testing. In this section we
see how we can do these inferences on the parameter y of the Poisson distribution
using the Bayesian approach, and we compare these to the corresponding frequentist
inferences.

Point Estimation

‘We want to find the value of the parameter 4 that best represents the posterior and use
it as the point estimate. The posterior mean square of /i, an estimator of the Poisson
mean, measures the average squared distance away from the true value with respect
to the posterior.* It is given by

PMS(3) = /me—u)?g(myl,...,yn)du

i

o0
/O (p—m'+m - p)g(ulyr, ... yn) du,

where m' is the posterior mean. Squaring the term and separating the integral into
three integrals, we see that

PMS(p) = war(ply) +0+ (m' —p)?.

We see that the last term is always nonnegative, so that the estimator that has smallest
posterior mean square is the posterior mean. On the average the squared distance
the true value is away from the posterior mean is smaller than for any other possible

4The estimator that minimizes the average absolute distance away from the true value is the posterior
median.
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estimator.> That is why we recommend the posterior mean

R r!
B = —;
v
as the Bayesian point estimate of the Poisson parameter. The frequentist point
estimate of the would be the jiy = 7, the sample mean.

Comparing estimators for the Poisson parameter. Bayesian estimators
can have superior properties, despite being biased. They often perform better than
frequentist estimators, even when judged by frequentist criteria. The mean squared
error of an estimator

MS(f1) = bias®(u) + var(u) (10.2)

measures the average squared distance the estimator is from the true value. The
averaging is over all possible values of the sample, so it is a frequentist criterion.
It combines the bias and the variance of the estimator into a single measure. The
frequentist estimator of the Poisson parameter is

Zyi
=

fy =

This is unbiased, so its mean square equals its variance

When we use a gamma(r,v) prior the posterior will be a gamma(r’,v"). The bias
will be

bias(ip) = E(ip) - p
v+n

. T—up

T ou+n

The variance will be

Var(is) = (v i n)2 > var(y:)

nu
(v+n)2’

Often we can find a Bayesian estimator that has smaller mean squared error over the
range where we believe the parameter lies.

Suppose we are going to observe the number of chocolate chips in a random
sample of six chocolate chip cookies. We know that the number of chocolate chips

5This is the squared-error loss function approach.
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Figure 10.3 The mean squared error for the two estimators.

in a single cookie is a Poisson(p) random variable and we want to estimate u. We
know that 44 should be close to 2. The frequentist estimate {1y = § will be unbiased
and its mean squared error will be

- o
MS(jy) = 6"
Suppose we decide to use a gamma(2, 1) prior, which has prior mean 2 and prior

variance 2. Using Equation 10.2, we find the mean squared error of the Bayesian
estimator will be

Sy (4-2u\? | 6w
MS(is) = <2+6) Terer

The mean squared errors of the two estimators are shown in Figure 10.3. We see
that on average, the Bayesian estimator is closer to the true value than the frequentist
estimator in the range from .7 to 5. Since that is the range we believe that p lies, the
Bayesian estimator would be preferable to the frequentist one.

Bayesian Credible interval for &

An equal tail area 95% Bayesian credible interval for u can be found by obtaining
the difference between the 97.5!" and the 2.5®* percentiles of the posterior. When
we used either the gamma(r, v) prior, the positive uniform prior g(¢) = 1 for u > 0,
or the Jeffreys’ prior g(u) = p_% the posterior is gamma(r’,v'). Using Minitab,
pull down the calc menu to probability distributions and over to gamma and fill in
the dialog box.
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Table 10.3 Exact 95% credible intervals

Person Posterior Credible Interval
Lower Upper
Aretha gamma(27,8) 2.224 4.762
Byron gamma(2631,8) 2.174 4.688
Chase gamma(32%,101) 2.104 4.219
Diana numerical 2224 4.666

If we had started with a general continuous prior, the posterior would not be a
gamma. The Bayesian credible interval would still be the difference between the
97.5%" and the 2.5 percentiles of the posterior, but we would find these percentiles
numerically.

Example 17 (continued) The Aretha, Byron, Chase, and Diana calculated their
95% Bayesian credible intervals for . Aretha, Byron, and Chase all had gamma(r’, v')
posteriors, with different values of ' and v' because of their different priors. Chase
has a shorter credible interval because he put in more prior information than the
others. Diana used a general continuous prior so she had to find the credible interval
numerically. They are shown in Table 10.3.

Bayesian Test of a One-Sided Hypothesis

Sometimes we have a null value of the Poisson parameter, po. This is the value that
the parameter has had before in the past. For instance, the random variable ¥ may
be the number of defects occurring in a bolt of cloth, and y is the mean number of
defects per bolt. The null value pg is the mean number of defects when the machine
manufacturing the cloth is under control. We are interested in determining if the
Poisson parameter value has got larger than the null value. This means the rate of
defects has increased. We set this up as a one-sided hypothesis test

Hoy:p<pe versus Hy:pu>pep.

Note: The alternative is in the direction we wish to detect. We test this hypothesis in
the Bayesian manner by computing the posterior probability of the null hypothesis.
This is found by integrating the posterior density over the correct region

1o
P(p <o) = /0 g(ulyrs - yn) dp (10.3)

If the posterior distribution is gamma(r, s) we can find this probability using Minitab.
Pull down the calc menu to the probability distributions and over to gamma and fill
in the dialog box. Otherwise, we can evaluate this probability numerically. We
compare this probability with the level of significance . If the posterior probability
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Table 10.4 Posterior probability of null hypothesis

Person Posterior P(p <30ly1y...,¥n)
= [Zgulys, - yn) dpe

Aretha gamma(27,8) 2962

Byron gamma(263,8) 3312

Chase gamma(32%,103) 4704

Diana numerical 3012

of the null hypothesis is less than ¢, then we reject the null hypothesis at the o level
of significance.

Example 17 (continued) The four students decide to test the null hypothesis
Hy: p<3 wversus Hy:pu>3

at the 5% level of significance. Aretha, Byron, and Chase all have gamma(r’,v')
posteriors each with their own values of the constants. They each calculate the
posterior probability of the null hypothesis using Minitab. Diana has a numerical
prior, so she must evaluate the integral numerically. The results are shown in Table
10.4.

Bayesian Test of a Two-Sided Hypothesis

Sometimes we want to test whether or not the Poisson parameter value has changed
from its null value in either direction. We would set that up as a two-sided hypothesis

Ho:p=pg versus Hiy:pu#po

Since we started with a continuous prior, we will have a continuous posterior. The
probability that the continuous parameter taking on the null value will be 0, so we
cannot test the hypothesis by calculating its posterior probability. Instead, we test
the credibility of the null hypothesis by observing whether or not the null value po
lies inside the (1 — &) x 100% credible interval for p. If it lies outside, we can reject
the null hypothesis and conclude u # po. If it lies inside the credible interval, we
cannot reject the null hypothesis. We conclude 1o remains a credible value.

Main Points

¢ The Poisson distribution counts the number of occurrence of a rare events
which occur randomly through time (or space) at a constant rate. The events
must occur one at a time.
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The posterior o« prior x likelihood is the key relationship. We cannot use
this for inference because it only has the shape of the posterior, and is not an
exact density.

The constant k = [ prior x likelihood is needed to find the exact posterior
density
prior x likelihood

[ prior x likelihood

posterior =

so that inference is possible.
The gamma family of priors is the conjugate family for Poisson observations.

If the prior is gamma(r,v), then the posterior is gamma(r’,v') where the
constants are updated by the simple rules v’ = r+3 y (add sum of observations
tor, and v’ = v + n (add number of observations to v.

It makes sense to use prior from conjugate family if possible. Determine your
prior mean and prior standard deviation. Choose the gamma(r, v) prior that
has this prior mean and standard deviation. Graph it to make sure it looks
similar to your prior belief.

If you have no prior knowledge, you can use a positive uniform prior density
g(u) = 1for u > 0, which has the form of a gamma(1,0). Or, you can use the
Jeffreys’ prior for the Poisson g(u) p~% for 1 > 0, which has the form of a
gamma(%, 0). Both of these are improper priors (their integral over the whole
range is infinite). Nevertheless, the posteriors will work out to be proper, and
can be found from the same simple rules.

If you can’t find a member of the conjugate family that matches your prior
belief, construct a discrete prior using your belief weights at several values
over the range. Interpolate between them to make your general continuous
prior. You can ignore the constant needed to make this an exact density since
it will get cancelled out when you divide by [ prior x likelihood.

With a good choice of prior the Bayesian posterior mean performs better than
the frequentist estimator when judged by the frequentist criterion of mean
squared error.

The (1 — a) x 100% Bayesian credible interval gives a range of values for the
parameter y that has posterior probability of 1 — «.

We test a one-sided hypothesis in a Bayesian manner by calculating the poste-
rior probability of the null hypothesis. If this is less than the level of significance
alpha, then we reject the nulil hypothesis.

We can’t test a two-sided hypothesis by calculating the posterior probability
of the null hypothesis, since it must equal 0 whenever we use a continuous
prior. Instead, we test the credibility of the null hypothesis value by observing
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whether or not the null value lies inside the (1 — ) x 100% credible interval.
If it lies outside the credible interval, we reject the null hypothesis at the level
of significance a. Otherwise, we accept that the null value remains credible.

Exercises

10.1 The number of particles emitted by a radioactive source during a ten second in-
terval has the Poisson(u) distribution. The radioactive source is observed over
five non-overlapping intervals of ten seconds each. The number of particles
emitted during each interval are: 4, 1, 3, 1, 3.

(a) Suppose a prior uniform distribution is used for .

i. Find the posterior distribution for 4.

ii. What are the posterior mean, median, and variance in this case?
(b) Suppose Jeffreys’ prior is used for .

i. Find the posterior distribution for u.

ii. What are the posterior mean, median, and variance in this case?

10.2 The number of claims received by an insurance company during a week follows
a Poisson(u) distribution. The weekly number of claims observed over a ten
week period are: 5, 8,4,6,11,6,6,5,6, 4.

(a) Suppose a prior uniform distribution is used for .

i. Find the posterior distribution for y.
ii. What are the posterior mean, median, and variance in this case?

(b) Suppose Jeffreys’ prior is used for u.

i. Find the posterior distribution for y.
ii. What are the posterior mean, median, and variance in this case?

10.3 The Russian mathematician Ladislaus Bortkiewicz noted that the Poisson dis-
tribution would apply to low frequency events in a large population, even when
the probabilities for individuals in the population varied. In a famous example
he showed that the number of deaths by horse kick per year in the cavalry corps
of the Prussian army follows the Poisson distribution. The following data is
reproduced from Hoel (1984).

y (deaths) | 0 1 2 3 4
n(y) (frequency) | 109 65 22 3 1

(a) Suppose a prior uniform distribution is used for y.

i. Find the posterior distribution for y.
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ii. What are the posterior mean, median, and variance in this case?
(b) Suppose Jeffreys’ prior is used for p.

i. Find the posterior distribution for ..
ii. What are the posterior mean, median, and variance in this case?

10.4 The number of defects per 10 meters of cloth produced by a weaving machine
has the Poisson distribution with mean 4. You examine 100 meters of cloth
produced by the machine and observe 71 defects.

(a) Your prior belief about 4 is that it has mean 6 and standard deviation 2.
Find a gamma(r, v) prior that matches your prior belief.

(b) Find the posterior distribution of p given that you observed 71 defects in
100 meters of cloth.

(c) Calculate a 95% Bayesian credible interval for .

Computer Exercises

10.1 We will use the Minitab macro PoisGamP.mac or the equivalent R function
to find the posterior distribution of the Poisson probability ;2 when we have a
random sample of observations from a Poisson(p) distribution and we have a
gamma(r,v) prior for u. The gamma family of priors is the conjugate family
for Poisson observations. That means that if we start with one member of the
family as the prior distribution, we will get another member of the family as the
posterior distribution. The simple updating rules are "add sum of observations
to " and "add sample size to v. When we start with a gamma(r, v) prior, we
get a gamma(r’, v") posterior where v’ = r + > (y) and v’ = v + n.

Suppose we have a random sample of five observations from a Poisson(u)
distribution. They are:

3 4 3 0] 1

(a) Suppose we start with a positive uniform prior for 2. What gamma(r, v)
prior will give this form?

(b) Find the posterior distribution using the Minitab macro PoisGamP.mac
or the equivalent R function.

(c) Find the posterior mean and median.

(d) Find a 95% Bayesian credible interval for p.

10.2 Suppose we start with a Jeffreys’ prior for the Poisson parameter p.

(a) What gamma(r,v) prior will give this form?
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{(b) Find the posterior distribution using the Minitab macro PoisGamP.mac
or the equivalent R function.

(c) Find the posterior mean and median.
(d) Find a 95% Bayesian credible interval for p.

10.3 Suppose we start with a gamma(6, 2) prior for . Find the posterior distribution
using the Minitab macro PoisGamP.mac or the equivalent R function.

(a) Find the posterior mean and median.
(b) Find a 95% Bayesian credible interval for y.

10.4 Suppose we take an additional five observations from the Poisson(p). They are:

1 2 3 3 6

(a) Use the posterior from Computer Exercise 10.3 as the prior for the new ob-
servations and find the posterior using the Minitab macro PoisGamP.mac
or the equivalent R function.

(b) Find the posterior mean and median.

(c) Find a 95% Bayesian credible interval for p.

10.5 Suppose we use the entire sample of ten Poisson() observations as a single
sample. We will start with the original prior from Computer Exercise 10.3.

(a) Find the posterior given all ten observations using the Minitab macro
PoisGamP.mac or the equivalent R function.

(b) What do you notice from Computer Exercises 10.3-10.5?

(c) Test the null hypothesis Hy : ¢ < 2 vs Hy : u > 2 at the 5% level of
significance.

10.6 We will use the Minitab macro PoisGCP.mac or the equivalent R function to find
the posterior when we have a random sample from a Poisson(u) distribution
and general continuous prior. Suppose we use the data from Computer Exercise
10.5, and the prior distribution is given by

I for O<p<2

_ 2 for 2<pu<4

W =91 6-2 for s4<p<s
0 for 8 <

Store the values of ¢ and prior g(u) in column c1 and ¢2.

(a) Use PoisGCP.mac or the equivalent R function to determine the posterior

distribution g(p|y1 : ..., Yn).
(b) Use tintegral.mac to find the posterior mean, median, and standard devi-
ation.

(c) Find a 95% Bayesian credible interval for u by using tintegral.mac.
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Bayesian Inference for
Normal Mean

Many random variables seem to follow the normal distribution, at least approximately.
The reasoning behind the central limit theorem suggests why this is so. Any random
variable that is the sum of a large number of similar-sized random variables from
independent causes will be approximately normal. The shapes of the individual
random variables "average out" to the normal shape. Sample data from the sum
distribution will be well approximated by a normal. The most widely used statistical
methods are those that have been developed for random samples from a normal
distribution. In this chapter we show how Bayesian inference on a random sample
from a normal distribution is done.

11.1 BAYES’ THEOREM FOR NORMAL MEAN WITH A DISCRETE
PRIOR

For a Single Normal Observation

We are going to take a single observation from the conditional density f(y|u) that is
known to be normal with known variance o2, The standard deviation, o, is the square
root of the variance. There are only m possible values py, - - -, i, for the mean. We
choose a discrete prior probability distribution over these values, which summarizes
our prior belief about the parameter, before we take the observation. If we really
don’t have any prior information, we would give all values equal prior probability.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright (©2007 John Wiley & Sons, Inc.
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We only need to choose the prior probabilities up to a multiplicative constant, since
it is only the relative weights we give to the possible values that are important.

The likelihood gives relative weights to all the possible parameter values according
to how likely the observed value was given each parameter value. It looks like
the conditional observation distribution given the parameter, u, but instead of the
parameter being fixed and the observation varying, we fix the observation at the one
that actually occurred, and vary the parameter over all possible values. We only
need to know it up to a multiplicative constant since the relative weights are all
that is needed to apply Bayes’ theorem. The posterior is proportional to prior times
likelihood, so it equals

(uly) = prior X likelihood
I =S¥ prior x likelihood

Any multiplicative constant in either the prior or likelihood would cancel out.

Likelihood of Single Observation

The conditional observation distribution of y|u is normal with mean y and variance
o2, which is known. Its density is

12
e 52 U—H)T

1
flylp) = o

The likelihood of each parameter value is the value of the observation distribution at
the observed value. The part that doesn’t depend on the parameter y is the same for
all parameter values, so it can be absorbed into the proportionality constant. The part
that gives the shape as a function of the parameter y is the important part. Thus the
likelihood shape is given by

Flylu) x e"zr @w* (11.1)

where y is held constant at the observed value and p is allowed to vary over all
possible values.

Table for Performing Bayes’ Theorem

We set up a table to help us find the posterior distribution using Bayes’ theorem.
The first and second columns contain the possible values of the parameter 1+ and
their prior probabilities. The third column contains the likelihood, which is the
observation distribution evaluated for each of the possible values u; where y is held
at the observed value. This puts a weight on each possible value p; proportional to
the probability of getting the value actually observed if yu; is the parameter value.
There are two methods we can use to evaluate the likelihood.
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Table 11.1 Method 1: Finding posterior using likelihood from Table B.3 "ordinates of
normal distribution”

I Prior z Likelihood Prior x Likelihood Posterior
2.0 2 -1.2 .1942 .03884 1238
2.5 2 -7 3123 .06246 1991
3.0 2 -2 3910 .0782 .2493
35 2 3 3814 07628 2431
4.0 2 .8 2897 05794 1847

31372 1.0000

Finding likelihood from the "ordinates of normal distribution"” table.
The first method is to find the likelihood from the "ordinates of the normal distribu-
tion" table. Let

for each possible value of y. Z has a standardized normal (0, 1) distribution. The
likelihood can be found by looking up f(z) in the "ordinates of the standard normal
distribution” given in Table B.3 in Appendix B. Note that f(—z) = f(z) because of
standard normatl distribution is symmetric about 0 .

Finding the likelihood from the normal density function. The second
method is to use the normal density formula given in Equation 11.1, holding y fixed
at the observed value and varying u over all possible values.

Example 18 Suppose y|u is normal with mean p and known variance 0% = 1. We
know there are only five possible values for . They are 2.0, 2.5, 3.0, 3.5, and 4. We
let them be equally likely for our prior. We take a single observation of y and obtain
the value y = 3.2. Let

The values for the likelihood f(z) are found in Table B.3, "ordinates of normal
distribution,” in Appendix B. Note that f(—z) = f(z) because of standard normal
density is symmetric about 0. The posterior probability is the prior x likelihood
divided by sum of prior x likelihood. The results are shown in Table 11.1.
If we evaluate the likelihood using the normal density formula, the likelihood is
proportional to
e ez (y—u)? ’

where y is held at 3.2 and p varies over all possible values. Note, we are absorbing
everything that doesn’t depend on p into the proportionality constant. The posterior
probability is the prior X likelihood divided by sum of prior x likelihood. The results
are shown in Table 11.2. We note that the results agree with what we found before
except for small round-off errors.
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Table 11.2 Method 2: Finding posterior using likelihood from normal density formula

; 7 Prior Likelihood Prior x Likelihood Posterior
(ignoring constant)

2.0 2 e~2(32-200" - 4868 0974 1239
2.5 2 e~3(32-28° =787 1565 1990
3.0 2 e~2(32-3.0%  — 9802 .1960 2493
3.5 2 e~ 3(32-35° - 9560 1912 2432
4.0 2 e~ 3(32-40°  =726] 1452 .1846
7863 1.0000

For a Random Sample of Normal Observations

Usually we have a random sample y1,...,y, of observations instead of a single
observation. The posterior is always proportional to the prior x likelihood. The
observations in a random sample are all independent of each other, so the joint
likelihood of the sample is the product of the individual observation likelihoods.
This gives

Fyns - ynlp) = flyalp) X flyalp) X - X fynln)

Thus given a random sample,! Bayes’ theorem with a discrete prior is given by

gulyr, -y yn) o g(u) X flyalp) x oo X fynlp) -

We are considering the case where the distribution of each observation y; | ¢ is normal
with mean z and variance o2, which is known.

Finding the posterior probabilities analyzing observations sequentially
one at a time. We could analyze the observations one at a time, in sequence
Y1, ..., Yn , letting the posterior from the previous observation become the prior for
the next observation. The likelihood of a single observation y; is the column of values
of the observation distribution at each possible parameter value at that observed value.
The posterior is proportional to prior times likelihood.

Example 19 Suppose we take a random sample of four observations from a normal
distribution having mean p and known variance o? = 1. The observations are 3.2,
22,36, and4.1.

'De Finetti introduced a condition weaker than independence called exchangeability. Observations are
exchangeable if the conditional density of the sample f(y1, ..., yY») is the unchanged for any permutation
of the subscripts. In other words, the order the observations were taken has no useful information.
De Finetti (1991) shows that when the observations are exchangeable, f(y1,...,yn) = f v(8) X
w(y1]6) X w{yn|0) dh, for some parameter § where v(6) is some prior distribution and w(y|6) is
some conditional distribution. The observations are conditionally independent, given 8. The posterior
g(0) x v(8) X w(y1|6) X w(yn|). This allows us to treat the exchangeable observations as if they
come from a random sample.
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The possible values of p are 2.0, 2.5, 3.0, 3.5, and 4.0. Again, we will use the
prior that gives them all equal weight. We want to use Bayes’ theorem to find our
posterior belief about i given the whole random sample. The posterior equals

(uly) = prior x likelihood
gl = S~ prior x likelihood

The results of analyzing the observations one at a time are shown in Table 11.3. This
is clearly a lot of work for a large sample. We will see that it is much easier to use
the whole sample together.

Finding the posterior probabilities analyzing the sample all together in
a single step. The posterior is proportional to the prior x likelihood, and the joint
likelihood of the sample is the product of the individual observation likelihoods. Each
observation is normal, so it has a normal likelihood. This gives the joint likelihood

FL . ynlp) x e arWi—m? o ok o e e ()
Adding the exponents gives

FL, e ynlp) e~ 7oz [@1=m)P+ w2 —m)  + +(un—)?]

We look at the term in brackets
=)+ + =) =12 = 2p+ P+ + 42 — 2+ 42
and combine similar terms to get
=W+ +uR) —2u(y+ o +n) ot

When we substitute this back in, factor out n, and complete the square we get

f(yl"'-,yn[u) o

n

o §+...+y3,_g2}
x ezl -2wutd?] o

- ¥
202 n

The likelihood of the normal random sample y, , . .. , y, is proportional
to the likelihood of the sample mean §j. When we absorb the part that doesn’t
involve p into the proportionality constant we get

1 a2
FW, . unlp) oc e FEm IR

We recognize that this likelihood has the shape of a normal distribution with mean g
2 . - .
and variance Z-. We know 7, the sample mean, is normally distributed with mean

and variance ‘;—2 So the joint likelihood of the random sample is proportional to the
likelihood of the sample mean, which is

1 = 2
F(@l) o« e 3R T 11.2)
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Table 11.3 Analyzing observations one at a time *

| 7 Prior; Likelihood; Prior; x Likelihood; Posteriorn
(ignoring constant)
2.0 2 e~ 3(32-20%  _ 4868 0974 1239
2.5 2 e~ 332257 _ 7877 1565 .1990
3.0 2 e~3(32-3.0°  —9g02 .1960 2493
35 2 e~ 332-38)"  _ 9560 1912 2432
4.0 2 e~ 3(32-40° = 7261 .1452 .1846
7863 1.0000
u Priors Likelihood, Priory x Likelihood, | Posteriorsy
| (ignoring constant)
|20 1239 | e~322-20°  _ggmp 1214 1916
250 1990 | e~3(22-28°  =9560 1902 3002
30| 2493 | ~3(22-30° - 7261 1810 2857
3.5 2432 | e~3(22-38)° 4296 1045 1649
40| 1846 | e~ 3(22-40° = 1979 0365 0576
6336 1.0000
i Priorg Likelihoods Priors x Likelihoods | Posteriors
(ignoring constant)
20| .1916 | e~3(36-207 2780 0533 0792
25| 3002 | e~3(36-23)°  -s46] 1639 2573
3.0 2857 | e-%(36-307  _g353 2386 3745
35| 1649 | e-3(36-35°  _gg50 1641 2576
40| 0576 | ~3(36-40°  _ 9331 0532 .0835
6731 1.0000
| Priorg Likelihood, Priors x Likelihoods | Posteriors
(ignoring constant)
20| 0792 | e~3#(41-20°  _ 1103 .0087 0149
25| 2573 | e~31(41-25°  -2780 0715 1226
30| 3745 | e~3(41-30" = 5461 2045 3508
350 2576 | e~3(41-38)° - g35) 2152 3691
40| 0835 | e-3(41-407  _ 9950 0838 1425
5830 1.0000

“Note: The prior for observation i is the posterior after previous observation ¢ — 1.
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Table 11.4  Analyze the observations all together using likelihood of sample mean

1 | Prior; Likelihoody Prior; x Likelihoody | Posteriory
20| 2 | e maaB2B-207_ 3¢9 0077 0157
25| 2 | e T2 3008 0602 1228
30| 2 | e TaB2T-30°_gs96 1719 3505
35 2 | e Tan27-35)7_ gg37 1807 3685
40| 2 | e T840 3495 0699 1425

i 4904 1.0000 |

We can think of this as drawing a single value, 7, the sample mean, from the normal
distribution with mean p and variance % This will make analyzing the random
sample much easier.

We substitute in the observed value of §, the sample mean, and calculate its
likelihood. Then we just find the posterior probabilities using Bayes’ theorem in
only one table. This is much less work!

Example 19 (continued) In the preceding sample the mean §j = 3.275. We use the
likelihood of § which is proportional to the likelihood of the whole sample. The
results are shown in Table 11.4. We see that they agree with the previous results
to three figures. The slight discrepancy in the fourth decimal place is due to the
accumulation of round off errors when we analyze the observations one at a time. It
is clearly easier to use § to summarize the sample, and perform the calculations for
Bayes’ theorem only once.?

11.2 BAYES’ THEOREM FOR NORMAL MEAN WITH A CONTINUOUS
PRIOR

We have a random sample y1, - -, Yn from a normal distribution with mean u and
known variance 2. It is more realistic to believe that all values of u are possible,
at least all those in an interval. This means we should use a continuous prior. We
know that Bayes’ theorem can be summarized as posterior proportional to prior
times likelihood

g(ulyry - yn) x g(p) X flyr, -+ ynlp) -

Here we allow g{u) to be a continuous prior density. When the prior was discrete,
we evaluated the posterior by dividing the prior x likelihood by the sum of the prior
x likelihood over all possible parameter values. Integration for continuous variables

25 is said to be a sufficient statistic for the parameter u. The likelihood of a random sample y1, -+, yn
can be replaced by the likelihood of a single statistic only if the statistic is sufficient for the parameter.
One-dimensional sufficient statistics only exist for some distributions, notably those that come from the
one-dimensional exponential family.
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is analogous to summing for discrete variables. Hence we can evaluate the posterior
by dividing the prior x likelihood by the integral of the prior x likelihood over the
whole range of possible parameter values. Thus

g(u) X fly1,- -, ynlir)
)X flyr, e, ynlu)dp (113

9(#3!1»"'&
| "= Tl

For a normal distribution, the likelihood of the random sample is proportional to the
likelihood of the sample mean, §. So

- 2
— 5017 (T

glp) X e
[ g(u) x e 77

g(ulyr, -+ yn) = = L,

This works for any continuous prior density g(u). However, it requires an integration,
which may have to be done numerically. We will look at some special cases where
we can find the posterior without having to do the integration. For these cases, we
have to be able to recognize when a density must be normal from the shape given in
Equation 11.1.

Flat Prior Density for p (Jeffrey’s Prior for Normai Mean)

We know that the actual values the prior gives to each possible value is not important.
Multiplying all the values of the prior by the same constant would multiply the
integral of the prior times likelihood by the same constant, so it would cancel out,
and we would obtain the same posterior. What is important is that the prior gives the
relative weights to all possible values that we believe before looking at the data.

The flat prior gives each possible value of i equal weight. It does not favor any
value over any other value, g(1) = 1. The flat prior is not reaily a proper prior
distribution since —oo < u < o0, so it can’t integrate to 1. Nevertheless, this
improper prior works out all right. Even though the prior is improper, the posterior
will integrate to 1, so it is proper. The Jeffreys’ prior for the mean of a normal
distribution turns out to be the flat prior.

A single normal observation y. Let y be a normally distributed observation
with mean y and known variance ¢2. The likelihood is given by

Flylp) o "z W=W"

if we ignore the constant of proportionality. Since the prior always equals 1, the
posterior is proportional to this. Rewrite it as

gluly) x e~z 9",

We recognize from this shape that the posterior is a normal distribution with mean y

and variance o2,
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A normal random sample y,, . . . yn. Inthe previous section we showed that
the likelihood of a random sample from a normal distribution is proportional to
likelihood of the sample mean §. We know that ¢ is normally distributed with mean
4 and variance i'n—z Hence the likelihood has shape given by
_ 1 P 2
F(gl) oc ™ O
where we are ignoring the constant of proportionality. Since the prior always equals
1, the posterior is proportional to this. Rewrite it as
-1 —5)2
g(ulg) o e FARHI
We recognize from this shape that the posterior distribution is normal with mean
and variance %2

Normal Prior Density for 1

Single observation. The observation y is a random variable taken from a normal
distribution with mean y and variance o2 which is assumed known. We have a prior
distribution that is normal with mean m and variance s. The shape of the prior
density is given by
_ 1 )2
() x e”mz =™

where we are ignoring the part that doesn’t involve p because multiplying the prior
by any constant of proportionality will cancel out in the posterior. The shape of the
likelihood is

Flyln) o e mr 607,

where we ignore the part that doesn’t depend on u because multiplying the likelihood
by any constant will cancel out in the posterior. The prior times likelihood is

s -4

_1 pem)? | (y—p)?
9(p) x flylp) x e 2[( - )].

Putting the terms in exponent over the common denominator and expanding them
out gives

1] e —2umim2y4s2(y2 —2yutp?)
xe 2 o2

We combine the like terms

_ 1] (@240 -2 my o yiutm2o® +y2s2
2 )
xe

and factor out (62 + s2)/(0%s?). Completing the square and absorbing the part that
doesn’t depend on p into the proportionality constant, we have

_ 1 2_o(02mts2y) (@%mts?y) 2
X € 20252 /(02 +52) |:ﬂ« 2 02432 wt( o2+ 52 )
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2
SRS — [H—(62?+S:y)}
(eras/(a'+s) o2 +s
We recognize from this shape that the posterior is a normal distribution having mean

and variance given by

o282

(02 +s2)’

2 2
m = »—————(U;L::Z v) and (s')? =

(11.4)
respectively. We started with a normal(m, s%) prior, and ended up with a nor-
mal[m/, (s')?] posterior. This shows that the normal(m, s?) distribution is the con-
jugate family for the normal observation distribution with known variance. Bayes’
theorem moves from one member of the conjugate family to another member. Be-
cause of this we don’t need to perform the integration in order to evaluate the posterior.
All that is necessary is to determine the rule for updating the parameters.

Simple updating rule for normal family. The updating rules given in Equation
11.4 can be simplified. First we introduce the precision of a distribution that is the
reciprocal of the variance. Precisions are additive. The posterior precision

1 [ 0% _1_0'2+32_1 1
(82 \o2+s2 S g T gt

Thus the posterior precision equals prior precision plus the observation precision.
The posterior mean is given by

m = (*m+s?y) o X m + s X
T 02482 T 02442 o2rs Y
This can be simplified to
, 1/s? 1/0®

m + Xy.

= X [ S —
Tt 1 1/s2 /o2 +1/s2

Thus the posterior mean is the weighted average of the prior mean and the observation,
where the weights are the proportions of the precisions to the posterior precision.

This updating rule also holds for the flat prior. The flat prior has infinite variance,
so it has zero precision. The posterior precision will equal the prior precision

1/0? =0+1/52,

and the posterior variance equals the observation variance o2, The flat prior doesn’t
have a well-defined prior mean. It could be anything. We note that

0 x anythin +1/02>< =
1/0_2 yt g 1/0_2 y-y’

so the posterior mean using flat prior equals the observation y
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A random sample y1,...,y,. A random sample yq,...,y, is taken from a
normal distribution with mean y and variance o2, which is assumed known. We have
a prior distribution that is normal with mean m and variance s? given by

glp) o e"mT W™

where we are ignoring the part that doesn’t involve y because multiplying the prior
by any constant will cancel out in the posterior.

We use the likelihood of the sample mean, § which is normally distributed with

. 2 . . .
mean u and variance Z-. The precision of 7 is (75 ). We see that this is the sum of
all the observation precisions for the random sample.

We have reduced the problem to updating given a single normal observation of ¢,
which we have already solved. Posterior precision equals the prior precision plus the
precision of §.

1 1 n  o%+ns?
— = =T 11.5
(s~ §2 + a2 o262 (11.5)
The posterior variance equals the reciprocal of posterior precision. The posterior
mean equals the weighted average of the prior mean and § where the weights are the
proportions of the posterior precision:
, 1/s? n/o?

= _ X {. 11.6
m njo? +1/s? ><m+n/02—¥—1/s2 xy (11.6)

11.3 CHOOSING YOUR NORMAL PRIOR

The prior distribution you choose should match your prior belief. When the observa-
tion is from a normal distribution with known variance, the conjugate family of priors
for 41 is the normal(m, s2). If you can find a member of this family that matches your
prior belief, it will make finding the posterior using Bayes’ theorem very easy. The
posterior will also be a member of the same family where the parameters have been
updated by the simple rules given in Equations 11.5 and 11.6. You won’t need to do
any numerical integration.

First, decide on your prior mean m. This is the value your prior belief is centered
on. Then decide on your prior standard deviation s. Think of the points above
and below that you consider to be the upper and lower bounds of possible values
of u. Divide the distance between these two points by 6 to get your prior standard
deviation s. This way you will get reasonable probability over all the region you
believe possible.

A useful check on your prior is to consider the "equivalent sample size". Set your
prior variance s> = 02 /n., and solve for ne,. This relates your prior precision to the
precision from a sample. Your belief is of equal importance to a sample of size neq.
If neq is large, it shows you have very strong prior belief about u. It will take a lot
of sample data to move your posterior belief far from your prior belief. If it is small,
your prior belief is not strong, and your posterior belief will be strongly influenced
by a more modest amount of sample data.
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—— Arnie's prior
--- Barb's prior
...... Chuck's prior

| | T T T
10 20 30 40 50

Figure 11.1 The shapes of Arnie’s, Barb’s, and Chuck’s priors.

If you can’t find a prior distribution from the conjugate family that corresponds
to your prior belief, then you should determine your prior belief for a selection of
points over the range you believe possible, and linearly interpolate between them.
Then you can determine your posterior distribution by

_ e ynlp) X g(u)
9(kly1, - yn) T ul) > o(a)dn

Example 20 Arnie, Barb, and Chuck are going to estimate the mean length of one-
year-old rainbow trout in a stream. Previous studies in other streams have shown
the length of yearling rainbow trout to be normally distributed with known standard
deviation of 2 cm. Arnie decides his prior mean is 30 cm. He decides that he doesn’t
believe it is possible for a yearling rainbow to be less than 18 cm or greater than 42
cm. Thus his prior standard deviation is 4 cm. Thus he will use a normal(30, 4?)
prior. Barb doesn’t know anything about trout, soShe decides to use the "flat" prior.
Chuck decides his prior belief is not normal. His prior has a trapezoidal shape. His
prior gives zero weight at 18 cm. It gives weight one at 24 cm, and is level up to 40
cm, and then goes down to zero at 46 cm. He linearly interpolates between those
values. The shapes of the three priors are shown in Figure 11.1.

They take a random sample of 12 yearling trout from the stream and find the
sample mean § = 32cm. Arnie and Barb find their posterior distributions using the
simple updating rules for the normal conjugate family given by Equations 11.5 and
11.6. For Arnie

1 1 12

wE_E T
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——— Arnie's posterior
--- Barb's posterior
...... Chuck's posterior

T T | T | T
29 30 31 32 33 34

Figure 11.2 Amie’s, Barb’s, and Chuck’s posteriors. (Barb and Chuck have nearly identical
posteriors.)

Solving for this gives his posterior variance (s')? = .3265. His posterior standard
deviation is ' = .5714. His posterior mean is found by

1 12
m = 2 %30+ —Z— x32=31.96.
57142 57142

Barb is using the "flat” prior, so her posterior variance is

(N2 = %% =.3333
and her posterior standard deviation is 8' = .5774. Her posterior mean m' = 32,
the sample mean. Both Arnie and Barb have normal posterior distributions.

Chuck finds his posterior using Equation 11.3 which requires numerical integra-
tion. The three posteriors are shown in Figure 11.2. Since Chuck used a prior that
was flat over the whole region where the likelihood was appreciable, his posterior is
virtually indistinguishable from Barb’s who used the flat improper prior. Arnie who
used an informative prior has a posterior that is also close to Barb’s. This shows that
given the data, the posteriors are similar despite starting from quite different priors.

11.4 BAYESIAN CREDIBLE INTERVAL FOR NORMAL MEAN

The posterior distribution g(u|y1, - -, yn) is the inference we make for y given the
observations. It summarizes our entire belief about the parameter given the data.
Sometimes we want to summarize our posterior belief into a range of values that
we believe cannot be ruled out at some probability level, given the sample data.
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An interval like this is called a Bayesian credible interval. It summarizes the range
of possible values that are credible at that level. There are many possible credible
intervals for a given probability level. Generally, the shortest one is preferred.
However, in some cases it is easier to find the credible interval with equal tail
probabilities.

Known Variance

Wheny, . .., yn is arandom sample from a normal (i, o) distribution, the sampling
distribution of f, the sample mean, is normal (u, 02 /n). Its mean equals that for a
single observation from the distribution, and its variance equals the variance of single
observation divided by sample size. Using either a "flat" prior, or a normal (m, s2)
prior, the posterior distribution of i given § is normal [m’, (s')?], where we update
according to the rules:

1. Precision is the reciprocal of the variance.
2. Posterior precision equals prior precision plus the precision of sample mean.

3. Posterior mean is weighted sum of prior mean and sample mean, where the
weights are the proportions of the precisions to the posterior precision.

Our (1 — a) x 100% Bayesian credible interval for y is
m +za x 8, (11.7)

which is the posterior mean plus or minus the z-value times the posterior standard
deviation, where the z-value is found in the standard normal table. Our posterior
probability that the true mean u lies outside the credible interval is «. Since the
posterior distribution is normal and thus symmetric, the credible interval found using
Equation 11.7 is the shortest, as well as having equal tail probabilities.

Unknown Variance

If we don’t know the variance, we don’t know the precision, so we can’t use the
updating rules directly. The obvious thing to do is to calculate the sample variance

1
22 Y
cf—n_li(yz 9)

i=1

from the data. Then we use Equations 11.5 and 11.6 to find (s')? and m’ where we
use the sample variance 62 in place of the unknown variance o2

There is extra uncertainty here, the uncertainty in estimating o-2. We should widen
the credible interval to account for this added uncertainty. We do this by taking the
values from the table for the Student’s ¢ distribution instead of the standard normal

table. The correct Bayesian credible interval is

m tts xs'. (11.8)
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Table 11.5 95% credible intervals

Person Posterior Credible interval
distribution lower upper
Arnie Normal(31.96,.3265) 30.84 33.08
Barb Normal(32.00,.3333) 30.87 33.13
Chuck numerical 30.82 33.07

The ¢ value is taken from the row labelled df = n — 1 (degrees of freedom equals
number of observations minus 1),

Nonnormal Prior

When we start with a nonnormal prior, we find the posterior distribution for y using
Bayes’ theorem where we have to integrate numerically. The posterior distribution
will be nonnormal. We can find a (1 — &) x 100% credible interval by finding a
lower value y; and an upper value y,, such that

pu
/ g(ﬂlyl,"‘,yn)d,u:l—a.
m

1

There are many such values. The best choice y; and p,, would give us the shortest
possible credible interval. These values also satisfy

glulys - Un) = 9(uly1, -+ Yn) -

Sometimes it is easier to find the credible interval with lower and upper tail areas that
are equal.

Example 20 (continued) Arnie, and Barb each calculated their 95% credible inter-
val from their respective posterior distributions using Equation 11.7. Chuck had to
calculate his numerically from his numerical posterior using the Minitab macro tin-
tegral.mac. The credible intervals are shown in Table 11.5. Arnie, Barb, and Chuck
end up with slightly different credible intervals because they started with different
prior beliefs. But the effect of the data was much greater than the effect of their priors
and their credible intervals are quite similar.

3The resulting Bayesian credible interval is exactly the same one that we would find if we did the full
Bayesian analysis with o2 as a nuisance parameter, using the joint prior distribution for p and 0® made
up of the same prior for p|o? that we used before ["flat" or normal(m, s?) Jtimes the prior for o2 given
by g(62) « (¢2)~1 . We would find the joint posterior by Bayes’ theorem. We would find the marginal
posterior distribution of 4 by marginalizing out 2. We would get the same Bayesian credible interval
using Student’s ¢ critical values.
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11.5 PREDICTIVE DENSITY FOR NEXT OBSERVATION

Bayesian statistics has a general method for developing the conditional distribution
of the next random observation, given the previous random sample. This is called
the predictive distribution. This is a clear advantage over frequentist statistics, which
can only determine the predictive distribution for some situations. The problem is
how to combine the uncertainty from the previous sample with the uncertainty in
the observation distribution. The Bayesian approach is called marginalization. It
entails finding the joint posterior for the next observation and the parameter, given the
random sample. The parameter is treated as a nuisance parameter, and the marginal
distribution of the next observation given the random sample is found by integrating
the parameter out of the joint posterior distribution.

Let Y41 be the next random variable drawn after the random sample y1, ..., Yn-
The predictive density of yn+1|y1,- . -, Yn i the conditional density

Fyns1lyts - yn) -

This can be found by Bayes’ theorem. y1,...,¥Yn,Yn+1 is a random sample from
f(y|w), which is a normal distribution with mean x and known variance 2 . The
conditional distribution of the random sample y1, - - -, Y, and the next random obser-
vation y,1 given the parameter y is

Fas o Uns Unsalp) = Flyalp) x - X Fynlp) X fynsalp) -
Let the prior distribution be g(i) (either flat prior or normal(m, s2) prior). The joint
distribution of the observations and the parameter y is
g(u) x fyalp) x ... x Fynlp) X f(Yns1ln) .

The conditional density of y,+1 and u given y1,...,yn is

f(yn-f—l,ﬂl?/l, e >yn) = f(yn+1lﬂ, Y1, .- ay’n) X g(ﬂ"yla . 'ayn) .

We have already found that the posterior g(u|y1,. .., Yn, ) is normal with posterior
precision equal to prior precision plus the precision of § and mean equal to the
weighted average of the prior mean and § where the weights are proportions of the
precisions to the posterior precision. Say it is normal with mean m,, and variance s2.
The distribution of y, 41 given g and y1, . . . , y, only depends on u, because yp41 is
another random draw from the distribution g(y|u). Thus the joint posterior (to first

n observations) distribution is

F@Wner, by, yn) = Flynsaln) x glulys, -, yn) -

The conditional distribution we want is found by integrating u out of the joint
posterior distribution. This is the marginal posterior distribution

flynsilyr, - oym) = /f(yn+1,nly1,---,yn)du

/ Fnsaltt) X g(ulyns- - yn) it
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These are both normal under our assumed model, so
1 _ 2
FWns1lyt, - - Yn) /6_#(%14—1"#)26 ;Z(u Mn) dys

Adding the exponents and combining like terms.

(p2—2u1/n+1 +y,'21+1) n (12 —2pmp+m2
2

—_1 )
f(yn+1|y15"'7yn) X /e 2[ oz *n ]dﬂ

n

2 2
v
~4 [ g -arogt s o S o
x e n = 1dy

Factoring out (% + -3 ) of the exponent and completing the square

-~ 1 _Ghunpitetmn) 2
o</e 2(c25%)/(c2+s2) M 2482

2.2
+l+a ey

5721+”2 jl dﬂ

2
n

_ 1 _ ([ siynti+oimn 2+@3ﬂ!
xe 2(c252)/(c2+42) 52452

The first line is the only part that depends on u, and we recognize that it is
proportional to a normal density, so integrating it over its whole range gives a
constant. Reorganizing the second part gives

(392 4o?tmine?+a2)—(sh o2 1+2s%ozyn+1mn+a4m%>]

1
_2(22>/<2+2>[ S EY By
Ke Tesn o n l-4 Sn ,

which simplifies to

2
_m(ym-l—mn) .

xe (11.9)

We recognize this as a normal density with mean m’ = m,, and variance (s')%? =
0% + s2. The predictive mean for the observation y, is the posterior mean of
given the observations 41, . . ., yn. The predictive variance is the observation variance
o2 plus the posterior variance of 4 given the observations y1,...,y,. (Part of the
uncertainty in the prediction is due to the uncertainty in estimating the posterior
mean.)

This is one of the advantages of the Bayesian approach. It has a single clear
approach (marginalization) that is always used to construct the predictive distribution.
There is no single clear-cut way this can be done in frequentist statistics, although in
many problems such as the normal case we just did, they can come up with similar
results.

Main Points

& Analyzing the observations sequentially one at a time, using the posterior from
the previous observation as the next prior, gives the same results as analyzing
all the observations at once using the initial prior.
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e The likelihood of a random sample of normal observations is proportional to
the likelihood of the sample mean.

e The conjugate family of priors for normal observations with known variance
is the normal(m, s%) family.

o If we have a random sample of normal observations and use a normal(m, s?)
prior the posterior is normal(m’, (s')?), where m’ and (s’)? are found by the
simple updating rules:

o The precision is the reciprocal of the variance.

o Posterior precision is the sum of the prior precision and the precision of
the sample.

o The posterior mean is the weighted average of the prior mean and the
sample mean, where the weights are the proportions of their precisions
to the posterior precision.

¢ The same updating rules work for the flat prior, remembering the flat prior has
precision equal to zero.

¢ A Bayesian credible interval for i can be found using the posterior distribution.

e If the variance o2 is not known, we use the estimate of the variance calculated
from the sample, &2, and use the critical values from the Student’s t table where
the degrees of freedom is n — 1, the sample size minus 1. Using the Student’s
 critical values compensates for the extra uncertainty due to not knowing o2.
(This actually gives the correct credible interval if we used a prior g(02) o a%

and marginalized o2 out of the joint posterior.)

e The predictive distribution of the next observation is normal(m’, (s')?) where
the mean m/ = m,,, the posterior mean, and (s')2 = o2 + s2, the observa-
tion variance plus the posterior variance. (The posterior variance s2 allows
for the uncertainty in estimating 4.) The predictive distribution is found by
marginalizing g out of the joint distribution f(yn+1, #|¥1,- .- Yn)-

Exercises

11.1 You are the statistician responsible for quality standards at a cheese factory.
You want the probability that a randomly chosen block of cheese labelled
"1 kg" is actually less than 1 kilogram (1000 grams) to be 1% or less. The
weight (in grams) of blocks of cheese produced by the machine is normal
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(u,0?) where 02 = 32. The weights (in grams) of 20 blocks of cheese are:

994 997 999 1003 994
998 1001 998 996 1002
1004 995 994 995 998
1001 995 1006 997 998
You decide to use a discrete prior distribution for p with the following proba-
bilities:
Value Prior Probability

991 .05

992 .05

993 05

994 .05

995 .05

996 .05

997 .05

998 .05

999 .05

1000 .05

1001 .05

1002 .05

1003 .05

1004 .05

1005 .05

1006 .05

1007 .05

1008 .05

1009 .05

1010 05

(a) Calculate your posterior probability distribution.
(b) Calculate your posterior probability that x4 < 1000.
(c) Should you adjust the machine?
11.2 The city health inspector wishes to determine the mean bacteria count per liter
of water at a popular city beach. Assume the number of bacteria per liter of

water is normal with mean u and standard deviation known to be 0 = 15. She
collects 10 water samples and found the bacteria counts to be:
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175 190 215 198 184
207 210 193 196 180

She decides that she will use a discrete prior distribution for ;1 with the follow-
ing probabilities:

Value Prior Probability
160 125
170 125
180 125
190 125
200 125
210 125
220 125
230 125

(a) Calculate her posterior distribution.

The standard process for making a polymer has mean yield 35%. A chemical
engineer has developed a modified process. He runs the process on 10 batches
and measures the yield (in percent) for each batch. They are:

387 40.4 372 36.6 359
347 37.6 35.1 37.5 35.6

Assume that yield is normal (i, 0®) where the standard deviation ¢ = 3 is
known.
(a) Use a normal (30, 10?) prior for 4. Find the posterior distribution.

(b) The engineer wants to know if the modified process increases the mean
yield. Setthis up as a hypothesis test stating clearly the null and alternative
hypotheses.

(c) Perform the test at the 5% level of significance.

An engineer takes a sample of 5 steel I beams from a batch, and measures the
amount they sag under a standard load. The amounts in mm are:

5.19 4.72 4.81 4.87 4.88

It is known that the sag is normal (u, 0%) where the standard deviation o = .25
is known.
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(a) Use a normal (5,.5%) prior for u. Find the posterior distribution.

(b) For a batch of I beams to be acceptable, the mean sag under the standard
load must be less than 5.20. ( u < 5.20). Set this up as a hypothesis test
stating clearly the null and alternative hypotheses.

(c) Perform the test at the 5% level of significance.

New Zealand was the last major land mass to be settled by human beings.
The Shag River Mouth in Otago (lower South Island), New Zealand, is one
of the sites of early human inhabitation that New Zealand archeologists have
investigated, in trying to determine when the Polynesian migration to New
Zealand occurred and documenting local adaptations to New Zealand condi-
tions. Petchey and Higham (2000) describe the Radiocarbon dating of well-
preserved barracouta thyrsites atun bones found at the Shag River Mouth site.
They obtained four acceptable samples, which were analyzed by the Waikato
University Carbon Dating Unit. Assume that the conventional radiocarbon age
(CRA) of a sample follows the normal (p1, 0%) distribution, where the standard
deviation ¢ = 40 is known. The observations are:

Observation 1 2 3 4
CRA 940 1040 910 990

(a) Use a normal (1000,2002) prior for u. Find the posterior distribution
g(ulyr, - ya).
(b) Find a 95% credible interval for p.

(¢) To find the 6, the calibrated date, the Stuiver, Reimer, and Braziunas
marine curve was used. We will approximate this curve with the linear
function

6 = 2203 — .835 X u.

Find the posterior distribution of § given y1, ..., ya.
(d) Find a 95% credible interval for 6, the calibrated date.

The Houhora site in Northland (top of North Island) New Zealand is one of
the sites of early human inhabitation that New Zealand archeologists have
investigated, in trying to determine when the Polynesian migration to New
Zealand occurred and documenting local adaptations to New Zealand con-
ditions. Petchey (2000) describe the Radiocarbon dating of well-preserved
snapper Pagrus auratus bones found at the Houhora site. They obtained four
acceptable samples which were analyzed by the Waikato University Carbon
Dating Unit. Assume that the conventional radiocarbon age (CRA) of a sample
follows the normal (u,c?) distribution where the standard deviation o = 40
is known. The observations are:

Observation 1 2 3 4
CRA 1010 1000 950 1050
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(a) Use a normal (1000, 200?) prior for p. Find the posterior distribution
g(p‘lyh CREE} ?J4)
(b) Find a 95% credible interval for u.

(c) To find the 8, the calibrated date, the Stuiver, Reimer, Braziunas marine
curve was used. We will approximate this curve with the linear function

6 = 2203 — 835 x .

Find the posterior distribution of 6 given y1, ..., y4.
(d) Find a 95% credible interval for 4, the calibrated date.

Computer Exercises

11.1 Use the Minitab macro NormDP.mac to find the posterior distribution of the

mean x when we have a random sample of observations from a normal (i, 02),
where o2 is known, and we have a discrete prior for y.

Suppose we have a random sample of n = 10 observations from a normal
(i, o) distribution where it is known ¢ = 4. The random sample of obser-
vations are:

307 751 595 683 880 419 744 706 967 6.89

We only allow that there are 12 possible values for y, 4.0, 4.5, 5.0, 5.5, 6.0,
6.5,7.0,7.5, 8.0, 8.5, 9.0, and 9.5. If we don’t favor any possible value over
another, so we give all possible values of i probability equal to 115 The prior
distribution is:

H 9(u)
4.0 083333
45 083333
5.0 083333
5.5 083333
6.0 083333
6.5 083333
7.0 083333
7.5 083333
8.0 083333
8.5 083333
9.0 083333
9.5 083333
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Use NormDP.mac to find the posterior distribution g{i|y1,. .., y10). Details
for invoking NormDP.mac are in Appendix 3.

Suppose another 6 random observations come later. They are:

622 399 3.67 6.35 7.89 6.13

Use NormDP.mac to find the posterior distribution, where we will use the
posterior after the first ten observations y1, ..., Y10, as the prior for the next
six observations y11,- .-, Y16-

Instead, combine all the observations together to give a random sample of size
n = 16, and use NormDP.mac to find the posterior distribution where we go
back the original prior that had all the possible values equally likely. What do
the results of the last two problems show us?

Instead of thinking of a random sample of size n = 16, let’s think of the sample
mean as a single observation from its distribution.

(a) What is the distribution of §? Calculate the observed value of §?
(b) Use NormDP.mac to find the posterior distribution g(u|7).
(c) What does this show us?

We will use the Minitab macro NormNP.mac to find the posterior distribution
of the normal mean p when we have a random sample of size n from a
normal (p,0?) distribution with known o2, and we use a normal (m, s?)
prior for . The normal family of priors is the conjugate family for normal
observations. That means that if we start with one member of the family as the
prior distribution, we will get another member of the family as the posterior
distribution. It is especially easy; if we start with a normal (m, s2) prior, we
get a normal (m/, (s')?) posterior where (s')2 and m’ are given by

1 n
[COEIR)
and
, 1/s2 n/c?

™= < yeE Y

respectively. Suppose the n = 15 observations from anormal (u, 0 = 42) are:

26.8 26.3 28.03 28.5 26.3
31.9 28.5 27.2 20.9 27.5
28.0 18.6 223 25.0 31.5
Use NormNP.mac to find the posterior distribution g{(u|y1,...,y15), where

we choose a normal (m = 20, s> = 52) prior for . The details for invoking
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NormNP.mac are in Appendix 3. Store the likelihood and posterior in ¢3 and
c4, respectively.

(a) What are the posterior mean and standard deviation?
(b) Find a 95% credible interval for .

Repeat part (a) with a normal (30, 42) prior, storing the likelihood and posterior
in ¢5 and c6.

Graph both posteriors on the same graph. What do you notice? What do you
notice about the two posterior means and standard deviations? What do you
notice about the two credible intervals for 7?7

We will use the Minitab macro NormGCP.mac to find the posterior distribution
of the normal mean ¢ when we have a random samples of size n of normal
(i, 02) observations with known 02 = 22, and we have a general continuous
prior for 4. Suppose the prior has the shape given by

u for 0<pu<3,

_ 3 for 3<pu<sb,

9(u) = 8—pu for 5<pu<8,
0 for 8< .

Store the values of y and prior g(u) in column c1 and c2, respectively. Suppose
the random sample of size n = 16 is:

4.09 4.68 1.87 2.62 5.58 8.68 4.07 4.78
479 449 5.85 5.90 2.40 6.27 6.30 4.47

(a) Use NormGCP.mac to determine the posterior distribution g(u|y1, - . ., y16)-
Details for invoking NormGCP.mac are in Appendix 3.

(b) Use tintegral.mac to find the posterior mean and posterior standard devi-
ation of . Details for invoking tintegral. mac are in Appendix 3.

(c) Find a 95% credible interval for y by using tintegral. mac.
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Comparing
Bayesian and Frequentist
Inferences for Mean

Making inferences about the population mean when we have a random sample from
a normally distributed population is one of the most widely encountered situations
in statistics. From the Bayesian point of view, the posterior distribution sums up our
entire belief about the parameter, given the sample data. It really is the complete
inference. However, from the frequentist perspective, there are several distinct types
of inference that can be done: point estimation, interval estimation, and hypothesis
testing. Each of these types of inference can be performed in a Bayesian manner,
where they would be considered summaries of the complete inference, the posterior.
In Chapter 9 we compared the Bayesian and frequentist inferences about the pop-
ulation proportion 7. In this chapter we look at the frequentist methods for point
estimation, interval estimation, and hypothesis testing about u, the mean of a normal
distribution, and compare them with their Bayesian counterparts using frequentist
criteria.

12,1 COMPARING FREQUENTIST AND BAYESIAN POINT
ESTIMATORS

A frequentist point estimator for a parameter is a statistic that we use to estimate the
parameter. The simple rule we use to determine a frequentist estimator for p is to use

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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the statistic that is the sample analog of the parameter to be estimated. So we use the
sample mean § to estimate the population mean 1.!

In Chapter 9 we learned that frequentist estimators for unknown parameters are
evaluated by considering their sampling distribution. In other words, we look at the
distribution of the estimator over all possible samples. A commonly used criterion
is that the estimator be unbiased. That is, the mean of its sampling distribution is
the true unknown parameter value. The second criterion is that the estimator have
small variance in the class of all possible unbiased estimators. The estimator that
has the smallest variance in the class of unbiased estimators is called the minimum
variance unbiased estimator and is generally preferred over other estimators from
the frequentist point of view.

When we have a random sample from a normal distribution, we know that the
sampling distribution of § is normal with mean y and variance 1; The sample mean,
i/, turns out to be the minimum variance unbiased estimator of p.

We take the mean of the posterior distribution to be the Bayesian estimator for y:

. 1/s2 n/o? _
iB = E(ulyt, - yn) = WGT/-F_]./? Xm+m Xy.

We know that the posterior mean minimizes the posterior mean square. This means
that fip is the optimum estimator in the post-data setting. In other words, it is the
optimum estimator for s given our sample data and using our prior.

We will compare its performance to that of iy = 7 under the frequentist assump-
tion that the true mean p is a fixed but unknown constant. The probabilities will be
calculated from the sampling distribution of §. In other words, we are comparing the
two estimators for  in the pre-data setting.

The posterior mean is a linear function of the random variable §, so its expected
value is )

. 1/s2 n/o
Elii) = njo?+1/s2 xm nfo?+1/s2 XH

The bias of the posterior mean is its expected value minus the true parameter value,
which simplifies to

o2

———(m—p).

ns? + o2 ( 2

The posterior mean is a biased estimator of . The bias could only be O if our prior
mean coincides with the unknown true value. The probability of that happening is
0. The bias increases linearly with the distance the prior mean m is from the true
unknown mean y. The variance of the posterior mean is

n/o? 2 y o? ns? \’ 8 o2
n/o? +1/s2 n  \ns?+o? n

!'The maximum likelihood estimator is the value of the parameter that maximizes the likelihood function.
It turns out that § is the maximum likelihood estimator of y for a normai random sample.
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Figure 12.1 Biases of Arnold’s, Beth’s, and Carol’s estimators.

. 2 A . .
and is seen to be clearly smaller than <, which is the variance of the frequentist
estimator /iy = §. The mean squared error of an estimator combines both the bias
and the variance into a single measure:

MS(jig) = bias® + Var().

The frequentist estimator fif = § is an unbiased estimator of u, so its mean
squared error equals its variance:

o2

MS(jps) = —.

() = —
When there is prior information, we will see that the Bayesian estimator has smaller
mean squared error over the range of y values that are realistic.

Example 21 Arnold, Beth, and Carol want to estimate the mean weight of "1 kg"
packages of milk powder produced at a dairy company. The weight in individual
packages is subject to random variation. They know that when the machine is adjusted
properly, the weights are normally distributed with mean 1015 grams, and standard
deviation 5 g. They are going to base their estimate on a sample of size 10. Arnold
decides to use a normal prior with mean 1000 g and standard deviation 10 g. Beth
decides she will use a normal prior with mean 1015 g and standard deviation 7.5
8. Carol decides she will use a "flat” prior. They calculate the bias, variance, and
mean squared error of their estimators for various values of i to see how well they
perform.

Figure 12.1 shows that only Carol’s priorwill give an unbiased Bayesian estimator.
Her posterior Bayesian estimator corresponds exactly to the frequentist estimator
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4 —

—— Arnold's
--- Beth's

------ Carol's

2
9980 1000 1010 1020 1030 1040

Figure 12.2 Mean-squared errors of Arnold’s, Beth’s, and Carol’s estimators.

fif = 9, since she used the "flat” prior. In Figure 12.2 we see the ranges over which
the Bayesian estimators have smaller MS than the frequentist estimator. In that range
they will be closer to the true value, on average, than the frequentist estimator. The
realistic range is the target mean (1015) plus or minus 3 standard deviations (5)
which is from 1000 to 1030.

Although both Arnold and Beth’s estimators are biased since they are using the
Bayesian approach, they have smaller mean squared error over most of the feasible
range than Carol’s estimator (which equals the ordinary frequentist estimator). Since
they have smaller mean squared error, on average, they will be closer to the true
value in most of the feasible range. In particular, Beth’s estimator seems to offer
substantially better performance over most of the feasible range, while Arnold’s
estimator offers somewhat better performance over the entire feasible range.

12.2 COMPARING CONFIDENCE AND CREDIBLE INTERVALS FOR
MEAN

Frequentist statisticians compute confidence intervals for the parameter y to deter-
mine an interval that "has a high probability of containing the true value." Since they
are done from the frequentist perspective, the parameter y is considered a fixed but
unknown constant. The coverage probability is found from the sampling distribution
of an estimator, in this case §, the sample mean. The sampling distribution of 7 is
normal with mean u and variance o2. We know before we take the sample that § is
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arandom variable, so we can make the probability statement about §:

P (o4 _ o N
u—z%x—\/—ﬁ<y<u+z%x—\/—ﬁ —l—a,

where zg is the value from the standard normal table having tail area §. We rearrange
this probability statement to have y in the middle. The upper inequality in the first
statement becomes the lower inequality in the second statement, and vice versa:

pla o _ o\

(y—z% xﬁ<u<y+z% Xﬁ) =1-a.

The endpoints of the interval are random because they depend on #, which is the
random variable in this interpretation. The parameter y is considered a fixed but
unknown constant. So the correct interpretation is that (1 — «) x 100% of the
intervals calculated this way will contain the true value. When we take our random
sample and calculate §, there is nothing random left to attach a probability to. The
actual interval we calculate either contains the true value or it does not. Only we
don’t know which is true. So we say that we are (1 — ) x 100% confident that the
interval we calculated using the observed value of 7,

g
JEtza X —= 12.1
¥ £ 2g 7 (12.1)
does contain the true value. Our confidence comes from the sampling distribution of
the statistic. It does not come from the actual sample values we used to calculate the
endpoints of the confidence interval. Sometimes we write the confidence interval as

o o
(=ax G s x ).

This contrasts with the Bayesian credible interval for u that we calculated in the
previous chapter. The probability statement we make is from the posterior distribution
of the parameter u given the sample data y1, ..., yn. It is conditional on the actual
sample data we obtained. The probability given in the statement is our probability
given the actual sample. It is a legitimate probability statement, since u is considered
random. But it is subjective because we constructed it using our subjective prior.
Someone else who started with a different prior would end up with a (slightly)
different credible interval.

Relationship between Frequentist Confidence Interval and Bayesian
Credible Interval from "Flat" Prior

With a flat prior for p, the posterior mean equals m’ = §, and the posterior vari-
ance equals (s')2 = o2/n. So for this case the Bayesian credible interval and the
frequentist confidence interval will both have the form

o o
ij— 2a — < 7] a X —= ] .
(y ZZX\/E w<y+zg \/ﬁ>
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However, they have different interpretations.

The frequentist interpretation is that u is fixed. The endpoints of the random
interval are calculated using a probability statement on the sampling distribution of
the statistic . There is no randomness left after the actual sample data have been
used to calculate the endpoints. No probability statements can be made about the
actual calculated interval. The confidence level (1 — o) x 100% associated with the
interval means that (1 — a) x 100% of the random intervals calculated this way will
contain the true unknown parameter, so we are (1 — @) x 100% confident that the
one we calculate does.

The Bayesian interpretation lets 4 be a random variable, so probability statements
are allowed. The credible interval is calculated from the posterior distribution given
the actual sample data that occurred. The credible interval has the stated conditional
probability of containing y, given the data.

Scientists are not interested in what would happen with hypothetical repetitions
of the experiment giving all possible data sets. The only data set that matters is
the one that occurred. They find direct probability statements about the parameter,
conditional on their actual data set to be the most useful. Scientists often take
the confidence interval given by the frequentist statistician and misinterpret it as a
probability interval for the parameter given the data. The statistician knows that this
interpretation is not the correct one but lets the scientist make the misinterpretation.
The correct interpretation is scientifically useless.

Fortunately for frequentist statisticians, when they allow their clients to make
the probability interpretation from the confidence interval for the mean of a normal
distribution, u, they can get away with it. Their interval is equivalent to the Bayesian
credible interval from a "flat” prior, which allows the probability interpretation in this
case

Example 20 (continued from Chapter 11) Previous studies have determined that
the length of yearling trout has a normal (u, c? = 22) distribution. Arnie, Barb, and
Chuck obtained a random sample of 12 yearling trout. The sample mean §j = 32 cm.
The 95% confidence interval for p is given by

2
2,005 X —= =32 £ 1.96 x ——— = (30.87,33.13) .

NZD V12
Compare this with the 95% credible intervals they found in Table 11.5. We see that
it is the same as the credible interval Barb found because she used the "flat" prior.

12.3 TESTING A ONE-SIDED HYPOTHESIS ABOUT A NORMAL MEAN

Often we get data from a new population similar to a population we already know
about. For instance, the new population may be the set of all possible outcomes of an
experiment, where we have changed one of the experimental factors from its standard
value to a new value. We know that the mean value of the standard population is
to. We assume that each observation from the new population is normal (u, 0?),
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where o2 is known, and that the observations are independent of each other. The
question we want to answer is, Is the mean p for the new population greater than the
mean of the standard population? A one-sided hypothesis test attempts to answer that
question. We consider that there are two possible explanations to any discrepancy
between the observed data and pg.

1. The mean of the new population is less than or equal to the mean of the standard
population, and any discrepancy is due to chance alone.

2. The mean of the new population is greater than the mean of the standard
population and at least part of the discrepancy is due to this fact.

Hypothesis testing is a way to protect our credibility by making sure that we don’t
reject the first explanation unless it has probability less than our chosen level of
significance . Note that we set up the positive answer to the question we are asking
as the alternative hypothesis. The null hypothesis will be the negative answer to the
question. We will compare the frequentist and Bayesian approaches.

Frequentist One-Sided Hypothesis Test about 1«

As we saw in Chapter 9, frequentist tests are based on the sampling distribution of
a statistic. This makes the probabilities pre-data in that they arise from all possible
random samples that could have occurred. The steps are:

1. Set up the null and alternative hypothesis
Ho:p<po versus Hi:p> po.

Note the alternative hypothesis is the change in the direction we are interested
in detecting. Any change in the other direction gets lumped into the null
hypothesis. (We are trying to detect 4 > po. If £ < po, itis not of any interest
to us, so those values get included in the null hypothesis.)

2. The null distribution of § is normal (ug, %2) This is the sampling distribution
of § when the null hypothesis is true. Hence the null distribution of the

standardized variable _
Yo

~ a/Vn

will be normal (0,1).
3. Choose a level of significance cv. Commonly this is .10, .05, or .01.

4. Determine the rejection region. This is a region that has probability o when
the null hypothesis is true (4 = pp). When o = .05, the rejection region is
z > 1.645. This is shown in Figure 12.3.

5. Take the sample data and calculate §. If the value falls in the rejection region,
we reject the hypothesis at level of significance o = .05; otherwise we can’t
reject the null hypothesis.
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Figure 12.3 Null distribution of z = 57‘\-‘%% with rejection region for one-sided frequentist
hypothesis test at 5% level of significance.

6. Another way to perform the test is to calculate the p-value which is the proba-
bility of observing what we observed, or something even more extreme, given
the null hypothesis Hy : p = pg is true:

p-value = P (Z > Z/_\;%O) . (12.2)

If p-value< «, then we reject the null hypothesis; otherwise we can’t reject it.

Bayesian One-Sided Hypothesis Test about 1«

The posterior distribution g(uly1, -+, yn) summarizes our entire belief about the
parameter, after viewing the data. Sometimes we want to answer a specific question
about the parameter. This could be, Given the data, can we conclude the parameter
(4 is greater than 10? The value g ordinarily comes from previous experience. If
the parameter is still equal to that value, then the experiment has not demonstrated
anything new that requires explaining. We would lose our scientific credibility if we
go around concocting explanations for effects that may not exist. The answer to the
question can be resolved by testing

Ho:p<pg versus Hy:pu> pg.

This is an example of a one-sided hypothesis test. We decide on a level of significance
a that we wish to use. It is the probability below which we will reject the null
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hypothesis. Usually « is small, for instance, .10, .05, .01, .005, or .001. Testing
a one-sided hypothesis in Bayesian statistics is done by calculating the posterior
probability of the null hypothesis:

Ho
P(Hy:p < polyry . v Yn) = / g(ulyis .-, un) dpt. (12.3)

-0

When the posterior distribution g(uly1, - - ., yn) is normal(m’, (s')?), this can easily
be found from standard normal tables.

—m' —m'
P(Ho: 1 < tolys, . -+ ) P(" < to )

s’ s’

!
P (Z < H—OS,—’"> , (12.4)

where Z is a standard normal random variable. If the probability is less than our
chosen a, we reject the null hypothesis and can conclude that iz > 1p. Only then can
we search for an explanation of why p is now larger than yg.

Example 20 (continued from Chapter 11) Arne, Barb, and Chuck read in a jour-
nal that the mean length of yearling rainbow trout in a typical stream habitat is 31
cm. The each decide to determine if the mean length of trout in the stream they are
researching is greater than that by testing

Hy:p <31 versus Hj:p>31

at the o = 5% level. For one-sided Bayesian hypothesis tests, they calculate the
posterior probability of the null hypothesis. Arnie and Barb have normal posteriors,
so they use Equation 12.4. Chuck has a nonnormal posterior that he calculated
numerically. He calculates the posterior probability of the null hypothesis using
Equation 12.3, and he evaluates it numerically using the Minitab macro tintegral.mac.
The results of the Bayesian hypothesis tests are shown in Table 12.1.

They also decide that they will perform the corresponding frequentist hypothesis
test of

Hy:p <31 versus Hy:p> 31

and compare the results. The null distribution of z = -37“% and the correct rejection

region are given in Figure 12.3. For this data, z = g?;% = 1.732. This lies in

the rejection region; hence the null hypothesis is rejected at the 5% level. The other
way we could perform this frequentist hypothesis test is to calculate the p-value. For
these data,

p-value

32-31
Plz>=""
( 2/\/12>
= P(Z>1.732),
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Table 12.1 Results of Bayesian one-sided hypothesis tests

Person Posterior Plu < 31y1,...¥n)

Arnie | normal(31.96,.5714%) | P(Z < 31:31.96) =.0465 | reject
Barb | normal(32.00,.5774%) | P(Z < 3532 =.0416 | reject
Chuck numerical ffio gllyry .. yn)dp  =.0489 | reject

which equals .0416 from the standard normal table in Appendix B (Table B.2). This

is less than the level of significance o, so the null hypothesis is rejected, same as
before.”

12.4 TESTING A TWO-SIDED HYPOTHESIS ABOUT A NORMAL MEAN

Sometimes the question we want to have answered is, Is the mean for the new
population y the same as the mean for the standard population which we know equals
to? A two-sided hypothesis test attempts to answer this question. We are interested
in detecting a change in the mean, in either direction. We set this up as

Hy:pp=pp versus Hiy:p# . (12.5)

The null hypothesis is known as a point hypothesis. This means that, it is true only
for the exact value po. This is only a single point along the number line. At all the
other values in the parameter space the null hypothesis is false. When we think of
the infinite number of possible parameter values in an interval of the real line, we
see that the it is impossible for the null hypothesis to be literally true. There are an
infinite number of values that are extremely close to g but eventually differ from po
when we look at enough decimal places. So rather than testing whether we believe
the null hypothesis to actually be true, we are testing whether the null hypothesis is
in the range that could be true.

Frequentist Two-Sided Hypothesis Test About [t

1. The null and alternative hypothesis are set up as in Equation 12.5. Note that
we are trying to detect a change in either direction.

2We note that in this case, the p-value equals Barb’s probability of the null hypothesis because she used
the "flat" prior. For the normal case, the p-value can be interpreted as the posterior probability of the null
hypothesis when the noninformative "flat” prior was used. However, it is not generally true that p-value
has any meaning in the Bayesian perspective.



TESTING A TWO-SIDED HYPOTHESIS ABOUT A NORMAL MEAN 233

2. The null distribution of the standardized variable

¥ — o
o/vn

Z =

will be normal (0, 1).

3. Choose o, the level of significance. This is usually a low value such as .10,
.05, .01, or .001.

4. Determine the rejection region. This is a region that has probability = o when
the null hypothesis is true. For a two-sided hypothesis test, we have a two-sided
rejection region. When o = .05, the rejection region is |z| > 1.96. This is
shown in Figure 12.4.

5. Take the sample and calculate z = ;/_}i—i‘—\/% If it falls in the rejection region,

reject the null hypothesis at level of significance o; otherwise we can’t reject
the null hypothesis.

6. Another way to do the test is to calculate the p-value which is the probability
of observing what we observed, or something even more extreme than what
we observed, given the null hypothesis is true. Note that the p-value includes

p-value:P(Z<— v o ) + P<Z> v_Fo

probability of two tails:
o/v/n o/v/n )

If p-value < «, then we can reject the null hypothesis; otherwise we can’t
reject it.

Relationship between two-sided hypothesis test and confidence inter-
val. We note that the rejection region for the two-sided test at level o is

¥ —Ho
“lo/vml”
and this can be manipulated to give either
<y—=z xi or >g+z ><U
Ho Y 5 ﬁ Ho Y b \/ﬁ .

We see that if we reject Hy : u = pq at the level o, then yo lies outside the
(1 — @) x 100% confidence interval for y. Similarly, we can show that if we accept
Hy : 1 = ug at level o, then pg lies inside (1 — ) x 100% confidence interval for
1. So the confidence interval contains all those values of po that would be accepted
if tested for.
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Figure 12.4 Null distribution of z = {'7%5% with rejection region for two-sided frequentist
hypothesis test at 5% level of significance.

Bayesian Two-Sided Hypothesis Test about 1

If we wish to test the two-sided hypothesis
Hy:p=po versus Hy:p# po

in a Bayesian manner, and we have a continuous prior, we can’t calculate the posterior
probability of the null hypothesis as we did for the one-sided hypothesis. Since we
have a continuous prior, we have a continuous posterior. We know that the probability
of any specific value of a continuous random variable always equals 0. The posterior
probability of the null hypothesis Hp : u = po will equal zero. This means we can’t
test this hypothesis by calculating the posterior probability of the null hypothesis and
comparing it to a.

Instead, we calculate a (1 — «r) x 100% credible interval for i using our posterior
distribution. If pg lies inside the credible interval, we conclude that pg still has
credibility as a possible value. In that case we will not reject the null hypothesis
Hy : p = o, so we consider that it is credible that there is no effect. (However,
we realize it has zero probability of being exactly true if we look at enough decimal
places.) There is no need to search for an explanation of a nonexistent effect.
However, if uo lies outside the credible interval, we conclude that uo does not
have credibility as a possible value, and we will reject the null hypothesis. Then
it is reasonable to attempt to explain why the mean has shifted from pg for this
experiment.
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Main Points

¢ When we have prior information on the values of the parameter that are realistic,
we can find a prior distribution so that the mean of the posterior distribution of
4 (the Bayesian estimator) has a smaller mean squared error than the sample
mean (the frequentist estimator) over the range of realistic values. This means
that on the average, it will be closer to the true value of the parameter.

¢ A confidence interval for 4 is found by inverting a probability statement for g,
and then plugging in the sample value to compute the endpoints. It is called a
confidence interval because there is nothing left to be random, so no probability
statement can be made after the sample value is plugged in.

o The interpretation of a (1 — a) x 100% frequentist confidence interval for p is
that (1 — @) x 100% of the random intervals calculated this way would cover
the true parameter, so we are (1 — o) x 100% confident that the interval we
calculated does.

e A (1 — o) x 100% Bayesian credible interval is an interval such that the
posterior probability it contains the random parameter is (1 — &) x 100%.

e This is more useful to the scientist because he/she is only interested in his/her
particular interval.

e The (1 — «) x 100% frequentist confidence interval for y corresponds to the
(1 — &) x 100% Bayesian credible interval for 4 when we used the "flat prior.”
So, in this case, frequentist statisticians can get away with misinterpreting their
confidence interval for u as a probability interval.

e Inthe general, misinterpreting a frequentist confidence interval as a probability
interval for the parameter will be wrong.

e Hypothesis testing is how we protect our credibility, by not attributing an effect
to a cause if that effect could be due to chance alone.

o If we are trying to detect an effect in one direction, say u > jg, we set this up
as the one-sided hypothesis test

Hy:p<pp versus Hy:p>pp.

Note that the alternative hypothesis contains the effect we wish to detect. The
null hypothesis is that the mean is still at the old value (or is changed in the
direction we aren’t interested in detecting).

e If we are trying to detect an effect in either direction, we set this up as the
two-sided hypothesis test

Ho:p=po versus Hy:p# po.
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The null hypothesis contains only a single value p and is called a point
hypothesis.

o Frequentist hypothesis tests are based on the sample space.

o The level of significance « is the low probability we allow for rejecting the
null hypothesis when it is true. We choose a.

e A frequentist hypothesis test divides the sample space into a rejection region,
and an acceptance region such that the probability the test statistic lies in the
rejection region if the null hypothesis is true is less than the level of significance
. If the test statistic falls into the rejection region we reject the null hypothesis
at level of significance c.

e Or we could calculate the p-value. If the p-value< «, we reject the null
hypothesis at level o

e The p-value is not the probability the null hypothesis is true. Rather, it is the
probability of observing what we observed, or even something more extreme,
given the null hypothesis is true.

e We can test a one-sided hypothesis in a Bayesian manner by computing the
posterior probability of the null hypothesis by integrating the posterior density
over the null region. If this probability is less than the level of significance c,
then we reject the null hypothesis.

o We cannot test a two-sided hypothesis by integrating the posterior probability
over the null region because with a continuous prior, the prior probability of
a point null hypothesis is zero, so the posterior probability will also be zero.
Instead, we test the credibility of the null value by observing whether or not
it lies within the Bayesian credible interval. If it does, the null value remains
credible and we can’t reject it.

Exercises

12.1 A statistician buys a pack of 10 new golf balls, drops each golf ball from a
height of one meter, and measures the height in centimeters it returns on the
first bounce. The ten values are:

799 80.0 789 785 756 805 825 80.1 816 767
Assume that y, the height (in cm) a golf ball bounces when dropped from a
one-meter height, is normal (u, 02), where the standard deviation o = 2.

(a) Assume a normal (75, 102) prior for u. Find the posterior distribution of
78
(b) Calculate a 95% Bayesian credible interval for p.
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(c) Perform a Bayesian test of the hypothesis
Hy:u>80 versus Hp:p <80

at the 5% level of significance.

12.2 The statistician buys ten used balls that have been recovered from a water

123

hazard. He drops each from a height of one meter and measures the height in
centimeters it returns on the first bounce. The values are:

73.1 712 698 767 753 680 692 734 740 782
Assume that y, the height (in cm) a golf ball bounces when dropped from a
one-meter height, is normal (11, 02), where the standard deviation o = 2.

(a) Assume a normal (75, 102) prior for 4. Find the posterior distribution of
.

(b) Calculate a 95% Bayesian credible interval for p.

(c) Perform a Bayesian test of the hypothesis

Hy: >80 versus H;:p <80
at the 5% level of significance.

The local consumer watchdog group was concerned about the cost of elec-
tricity to residential customers over the New Zealand winter months (Southern
Hemisphere). They took a random sample of 25 residential electricity accounts
and looked at the total cost of electricity used over the three months of June,
July, and August. The costs were:

514 536 345 440 427

443 386 418 1364 483

506 385 410 561 275

306 294 402 350 343

480 334 324 414 296

Assume that the amount of electricity used over the three months by a residential
account is normal (u, 02), where the known standard deviation o = 80.

(a) Use a normal (325, 80%) prior for . Find the posterior distribution for
78

(b) Find a 95% Bayesian credible interval for p.

(¢c) Perform a Bayesian test of the hypothesis

Hy:p=350 versus Hj:p # 350

at the 5% level.
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(d) Perform a Bayesian test of the hypothesis
Hy: <350 versus Hj:pu > 350

at the 5% level.

12.4 A medical researcher collected the systolic blood pressure reading for a ran-

dom sample of n = 30 female students under the age of 21 who visited the
Student’s Health Service. The blood pressures are:

120 122 121 108 133 119 136 108 106 105
122 139 133 115 104 94 118 93 102 114
123 125 124 108 111 134 107 112 109 125

Assume that systolic blood pressure comes from a normal (u, 02) distribution
where the standard deviation ¢ = 12 is known.

(a) Use a normal (120, 152) prior for y. Calculate the posterior distribution
of u.
(b) Find a 95% Bayesian credible interval for p.

{c) Suppose we had not actually known the standard deviation ¢. Instead,
the value 6 = 12 was calculated from the sample and used in place of the
unknown true value. Recalculate the 95% Bayesian credible interval.
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Bayesian Inference for
Difference Between Means

Comparisons are the main tool of experimental science. When there is uncertainty
present due to observation errors or experimental unit variation, comparing observed
values can’t establish the existence of a difference because of the uncertainty within
each of the observations. Instead, we must compare the means of the two distributions
the observations came from. In many cases the distributions are normal, so we are
comparing the means of two normal distributions. There are two experimental
situations that the data could arise from.

The most common experimental situation is where there are independent random
samples from each distribution. The treatments have been applied to different random
samples of experimental units. The second experimental situation is where the
random samples are paired. It could be that the two treatments have been applied
to the same set of experimental units (at separate times). The two measurements on
the same experimental unit cannot be considered independent. Or it could be that
the experimental units were formed into pairs of similar units, with one of each pair
randomly assigned to each treatment group. Again, the two measurements in the
same pair cannot be considered independent. We say the observations are paired.
The random samples from the two populations are dependent.

In Section 12.1 we look at how to analyze data from independent random samples.
If the treatment effect is an additive constant, we get equal variances for the two
distributions. If the treatment effect is random, not constant, we get unequal variances
for the two distributions. In Section 12.2 we investigate the case where we have
independent random samples from two normal distributions with equal variances. In

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Section 12.3, we investigate the case where we have independent random samples
from two normal distributions with unequal variances. In Section 12.4 we investigate
how to find the difference between proportions using the normal approximation,
when we have independent random samples. In Section 12.5 we investigate the case
where we have paired samples.

13.1 INDEPENDENT RANDOM SAMPLES FROM TWO NORMAL
DISTRIBUTIONS

We may want to determine whether or not a treatment is effective in increasing
growth rate in lambs. We know that lambs vary in their growth rate. Each lamb
in a flock is randomly assigned to either the treatment group or the control group
that will not receive the treatment. The assignments are done independently. This is
called a completely randomized design, and we discussed it in Chapter 2. The reason
the assignments are done this way is that any differences among lambs enters the
treatment group and control group randomly. There will be no bias in the experiment.
On average, both groups have been assigned similar groups of lambs over the whole
range of the flock. The distribution of underlying growth rates for lambs in each
group is assumed to be normal with the same means and variances o2. The means
and variances for the two groups are equal because the assignment is done randomly.

The mean growth rate for a lamb in the treatment group, u;, equals the mean
underlying growth rate plus the treatment effect for that lamb. The mean growth rate
for a lamb in the control group, u;, equals the mean underlying growth rate plus
zero, since the control group doesn’t receive the treatment. Adding a constant to a
random variable doesn’t change the variance, so if the treatment effect is constant
for all lambs, the variances of the two groups will be equal. We call that an additive
model. If the treatment effect is different for different lambs, the variances of the two
groups will be unequal. This is called a nonadditive model.

If the treatment is effective, u; will be greater than uo. In this chapter we will
develop Bayesian methods for inference about the difference between means p1; — pp
for both additive and nonadditive models.

13.2 CASE 1: EQUAL VARIANCES

We often assume the treatment effect is the same for all units. The observed value for
a unit given the treatment is the mean for that unit plus the constant treatment effect.
Adding a constant doesn’t change the variance, so the variance of the treatment group
is equal to the variance of the control group. That sets up an additive model.

When the Variance Is Known

Suppose we know the variance 2. Since we know the two samples are independent
of each other, we will use independent priors for both means. They can either be
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normal (my, s3) and normal(ma, s3) priors, or we can use flat priors for one or both
of the means.

Because the priors are independent, and the samples are independent, the posteriors
are also independent. The posterior distributions are

#1ly11, -+ Yna1 ~ Normal(my, (5/1)2)

and
N2‘yl2y cty Yngo Y Nm‘mal(méa (8l2)2) )

where the m/, (s})%, m}, and (s})? are found using the simple updating formulas
given by Equations 11.5 and 11.6.

Since p1ly11,- <+, Yn,1 and p2|yie, -, yn,2 are independent of each other, we
can use the rules for mean and variance of a difference between independent random
variables. This gives the posterior distribution of g = p; — uo. Itis

ﬂ»dlyllv s Ung1, Y12y Yng2 Y Normal(mé, (S:i)?) )

where m/, = m} — mj, and (s;)? = (s1)? + (s5)?). We can use this posterior
distribution to make further inferences about the difference between means 111 — .

Credible interval for difference between means, known equal variance
case. The generalrule for finding a (1 —a) x 100% Bayesian credible interval when
the posterior distribution is normal (m’, (s")?) is to take the posterior mean =+ critical
value X posterior standard deviation. When the observation variance (or standard
deviation) is assumed known, the critical value comes from the standard normal table.
In that case the (1 — «) x 100% Bayesian credible interval for pg = p1 — po is

mﬁi:tz% X 8. (13.1)
This can be written as
my —mh £ zg X 1/(s1)% + (s5)?%. (13.2)

Thus, given the data, the probability that 11 — pg lies between the endpoints of the
credible interval equals (1 — a) x 100%.

Confidence interval for difference between means, known equal vari-
ance case. The frequentist confidence interval for ug = u1 — p2 when the two
distributions have equal known variance is given by

1 1
91— 2 £2g X04f/—+—. (13.3)
LG nz

This is the same formula as the Bayesian credible interval would be if we had
used independent "flat" priors for p; and pg, but the interpretations are different.
The endpoints of the confidence interval are what is random under the frequentist
viewpoint. (1 — «) x 100% of the intervals calculated using this formula would
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contain the fixed, but unknown, value p; — po. We would have that confidence that
the particular interval we calculated using our data contains the true value.

Example 22 [n Example 3 (Chapter 3), we looked at two series of measurements
Michelson made on the speed of light, in 1879 and 1882, respectively. The data are
shown in Table 3.3. (The measurements are figures given plus 299,000.) Suppose we
assume each speed of light measurement is normally distributed with known standard
deviation 100. Let us use independent normal (m, s%) priors for the 1879 and 1882
measurements, where m = 300, 000 and s2 = 5002.

The posterior distributions of pisre and u1ssy can be found using the updating
rules. For pigrg they give

11 L2
(8h879)2 ~ 5002 ' 1002

= .002004,

50 (81g79)% = 499, and

1 20
Migrg = "66%307 x 300000 -+ % x (299000 + 909) = 299909 .
Similarly, for 111882 they give
1 1 23
= + =.002304,

(slssz)? 5002 " 1002
50 (S}ggo)? = 434, and
1 2

7 —7
Mise2 = Gog30q X 300000 + oo

X (299000 + 756) = 299757 .

The posterior distribution of pg = pigre — 1882 will be normal (mly, (s5)%) where
m:i = 299909 — 299757 = 152

and
(s})? = 499 + 434 = 30.52.

The 95% Bayesian credible interval for ug = 1879 — U1ss2 is

1524 1.96 x 30.5 = (92.1,211.9).

One-sided Bayesian hypothesis test. If we wish to determine whether or not
the treatment mean g, is greater than the control mean uo, we will use hypothesis
testing. We test the null hypothesis

Ho:pg <0 versus Hi:pug >0,

where g = p1 — uo is the difference between the two means. To do this test
in a Bayesian manner, we calculate the posterior probability of the null hypoth-
esis P(puq < Oldata) where data includes the observations from both samples
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Y11y - -+ »Yng1 a0d Y19, - . ., Ynq2. Standardizing by subtracting the mean and dividing
by the standard deviation gives
! 0—m'
P(pg < Ojdata) = P (“d < ,md>
Sq 84
_ /
= P (z <0 ,md) , (13.4)
Sd

where Z has the standard normal distribution. We find this probability in Table B.2
in Appendix B. If it is less than o, we can reject the null hypothesis at that level.
Then we can conclude that p; is indeed greater than uo at that level of significance.

Two-sided Bayesian hypothesis test. We can’t test the two-sided hypothesis
Hy:pp —puo=0 versus Hy:pp —puo #0

in a Bayesian manner by calculating the posterior probability of the null hypothesis.
It is a point null hypothesis since it is only true for a single value pg = 1y — p2 = 0.
When we used the continuous prior, we got a continuous posterior, and the probability
that any continuous random variable takes on any particular value always equals 0.

Instead, we use the credible interval for 4. If O lies in the interval, we cannot
reject the null hypothesis and O remains a credible value for the difference between
the means. However, if 0 lies outside the interval, then O is no longer a credible value
at the significance level a.

Example 22 (continued) The 95% Bayesian credible interval for g = pis79 —
Hissz is (92.1,211.9). O lies outside the interval; hence we reject the null hypothesis
that the means for the rwo measurement groups were equal and conclude that they are
different. This shows that there was a bias in Michelson’s first group of measurements,
which was very much reduced in the second group of measurements.

When the Variance Is Unknown and Flat Priors Are Used

Suppose we use independent "flat” priors for 141 and ug. Then (s7)? = g—j, (s)% =

2 — —
2=, my = g1 and my = §a.
Credible interval for difference between means, unknown equal variance
case. If we knew the variance o2, the credible interval could be written as
o 1 1
U1 Y2 £2g Xoq/—+—.
iy 2

However, we don’t know ¢2. We will have to estimate it from the data. We can

get an estimate from each of the samples. The best thing to do is to combine these
estimates to get the pooled variance estimate

S (g — 71)? + 2272 (yj2 — §2)?
ny+ng — 2 )

~2
p =

(13.5)
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Since we used the estimated &f, instead of the unknown true variance o2, the credible
interval should be widened to allow for the additional uncertainty. We will get the
critical value from the Student’s ¢ table with n; + na — 2 degrees of freedom. The
approximate (1 — a) x 100% Bayesian credible interval for 3 — pg is

_ _ . /1 1
Y1 —y2 it% X Op 'ﬁ;"'n‘z, (13.6)

where the critical value comes from the Student’s ¢ table with n; + no ~ 2 degrees
of freedom."

Confidence interval for difference between means, unknown equal vari-
ance case. The frequentist confidence interval for ug = p; — po when the two
distributions have equal unknown variance is

_ _ . /1 1
1 — Y2 it% X &p H—1+E;’ 13.7)

where the critical value again comes from the Student’s ¢ table with n; + ng — 2
degrees of freedom. The confidence interval has exactly the same form as the
Bayesian credible interval when we use independent "flat" priors for py and ps. Of
course, the interpretations are different.

The frequentist has (1 — &) x 100% confidence that the interval contains the true
value of the difference because (1 — ) x 100% of the random intervals calculated
this way do contain the true value. The Bayesian interpretation is that given the data
from the two samples, the posterior probability the random parameter p; — uo lies
in the interval is (1 — a).

In this case the scientist who misinterprets the confidence interval for a probability
statement about the parameter gets away with it, because it actually is a probability
statement using independent flat priors. It is fortunate for frequentist statisticians
that their most commonly used techniques (confidence intervals for means and pro-
portions) are equivalent to Bayesian credible intervals for some specific prior.? Thus
a scientist who misinterpret his/her confidence interval as a probability statement,
can do so in this case, but he/she is implicitly assuming independent flat priors. The

! Actually, we are treating the unknown o2 as a nuisance parameter and are using an independent prior

9(0?) x U% for it. We find the marginal posterior distribution of 3 — w2 from the joint posterior of
11 — p2 and o2 by integrating out the nuisance parameter. The marginal posterior will be Student’s ¢
with ny + ng — 2 degrees of freedom instead of normal. This gives us the credible interval with the z
critical value replaced by the ¢ critical value. We see that our approximation gives us the correct credible
interval for these assumptions.

2In the case of a single random sample from a normal distribution, frequentist confidence intervals are
equivalent to Bayesian credible intervals with flaz prior for u. In the case of independent random samples
from normal distributions having equal unknown variance o2, confidence intervals for the difference
between means are equivalent to Bayesian credible intervals using independent flat priors for 111 and p2,
along with the improper prior g(o) o o~ ! for the nuisance parameter.
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only loss that the scientist will have incurred is he/she didn’t get to use any prior
information he/she may have had.3

One-sided Bayesian hypothesis test. 1f we want to test
Ho:pg <0  versus Hy:pg>0

when we assume that the two random samples come from normal distributions having
the same unknown variance 0%, and we use the pooled estimate of the variance &f, in
place of the unknown o2 and assume independent "flat” priors for the means 4, and
e, we calculate the posterior probability of the null hypothesis using Equation 13.4,
but instead of finding the probability in the standard normal table, we find it from the
Student’s ¢t distribution with n; + ny — 2 degrees of freedom. We could calculate it
using Minitab or R. Alternatively, we could find values that bound this probability in

the Student’s t table.

Two-sided Bayesian hypothesis test. When we assume that both samples
come from normal distributions with equal unknown variance o and we use the
pooled estimate of the variance &g in place of the unknown variance o2 and assume
independent "flat" priors, we can test the two-sided hypothesis

Hy:py —pe=0 versus Hy:py —pug #0

using the credible interval for 1y — po given in Equation 13.6. There are ny 4+ ny — 2
degrees of freedom. If 0 lies in the credible interval, we cannot reject the null
hypothesis, and 0 remains a credible value for the difference between the means.
However, if O lies outside the interval, then 0 is no longer a credible value at the
significance level a.

13.3 CASE 2: UNEQUAL VARIANCES

When the Variances Are Known

In this section we will look at a nonadditive model, but with known variances. Let
Y11,.--,Yn,1 be a random sample from normal distribution having mean u; and
known variance a%. Let y12, ... Yn,2 be a random sample from normal distribution
having mean us and known variance 03. The two random samples are independent
of each other.

We use independent priors for 41; and uo. They can be either normal priors or "flat”
priors. Since the samples are independent and the priors are independent, we can find
each posterior independently of the other. We find these using the simple updating
formulas given in Equations 11.5 and 11.6. The posterior of u1|y11," ", Yn,1 18

3Frequentist techniques such as the confidence intervals used in many other situations do not have Bayesian
interpretations. Interpreting the confidence interval as the basis for a probability statement about the
parameter would be completely wrong in those situations.
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normallm/, (s1)%]. The posterior of ug|yiz,- -+, Yn,2 is normallm}, (s5)%]. The
posteriors are independent since the priors are independent and the samples are
independent. The posterior distribution of ;g = 1 — ug is normal with mean equal
to the difference of the posterior means, and variance equal to the sum of the posterior
variances.

(,u*dlyllv o Yngls Y12, yn22) ~ Normal[mfi, (S:i)z] 3
where mj; = m} — m} and (s})? = (s])? + (s5)?
Credible interval for difference between means, known unequal variance
case. A (1—o)x100% Bayesian credible interval for sg = p1 — g, the difference

between means is
my £ 2g X (sy), (13.8)

which can be written as

my —my £ ze X 4/ (s])% + (s5)2. (13.9)

Note these are identical to Equations 13.1 and 13.2.

Confidence interval for difference between means, known unequal vari-
ance case. The frequentist confidence interval for 4y = p1 — g in this case

would be
7] Jo k ze X % + % (13 1())
Y1 — Y2 s L ) . .

Note that this has the same formula as the Bayesian credible interval we would get if
we had used flat priors for both 4 and po. However, the intervals have very different
interpretations.

When the Variances Are Unknown

When the variances are unequal and unknown, each of them will have to be estimated
from the sample data

1 & _ . 1 _
3 > (wa—5)® and 63 = m— D (w2 —2)°
i=1 i=

2

gy = "
These estimates will be used in place of the unknown true values in the simple
updating formulas. This adds extra uncertainty. To allow for this, we should use the
Student’s t table to find the critical values. However, it is no longer straightforward
what degrees of freedom should be used. Satterthwaite suggested that the adjusted
degrees of freedom be

(éi+é§)2

n1 ng
(63/n1)? + (62/n2)?
n1+1 na+1

rounded down to the nearest integer.
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Credible interval for difference between means, unequal unknown vari-
ances. When we use the sample estimates of the variances in place of the true
unknown variances in Equations 11.5 and 11.6, an approximate (1 — a) x 100%
credible interval for g = w1 — uo is given by

mi —mj = tg x \/(s1)? + ()2,

where we find the degrees of freedom using Satterthwaites adjustment. In the case
where we use independent "flat” priors for y; and uo, this can be written as

my —mytte X (13.11)

Confidence interval for difference between means, unequal unknown
variances. An approximate (1 — ) X 100% confidence interval for g = 11 — po
is given by

(13.12)

We see this is the same form as the (1 — o) x 100% credible interval found when we
used independent flat priors.* However, the interpretations are different.

Bayesian hypothesis testof Hy : iy — 12 < O versus Hy : py — p2 > 0.
To test
Hy:pg —po <0 versus Hy:pg —pu2 >0

at the level a in a Bayesian manner, we calculate the posterior probability of the
null hypothesis. We would use Equation 13.4. If the variances 02 and 02 are

4Finding the posterior distribution of 411 — g2 — (1 — ¥2)ly11, - - -, Yn11,Y12,- -+, Yny2 inthe Bayesian
paradigm, or equivalently finding the sampling distribution of §1 — g2 — (u1 — w2) in the frequentist
paradigm when the variances are both unknown and not assumed equal has a long and controversial history.
In the one-sample case, the sampling distribution of § — u is the same as the posterior distribution of
#—Fly1,.. ., yn when we use the flat prior for (1) = 1 and the noninformative prior g(o?) ;15 and
marginalize o2 out of the joint posterior. This leads to the equivalence between the confidence interval
and the credible interval for that case. Similarly, in the two-sample case with equal variances, the sampling
distribution of §1 — g2 equals the posterior distribution of 1 — p2|y11,.. -, Yn11,¥12, . - ., Yny2 Where
we use flat priors for 41 and po and the noninformative prior g(o2) ;15, and marginalized o2 out of
the joint posterior. Again, that led to the equivalence between the confidence interval and the credible
interval for that case. One might be led to believe this pattern would hold in general. However, it doesn’t
hold in the two sample case with unknown unequal variances. The Bayesian posterior distribution in this
case is known as the Behrens—Fisher distribution. The frequentist distribution depends on the ratio of the
unknown variances. Both of the distributions can be approximated by Student’s t with an adjustment made
to the degrees of freedom. Satterthwaite suggested that the adjusted degrees of freedom be

~2 A2\ 2
(0_1 + Zz)
ni ne
(83/ny)? (63 /m2)?
ni+1 no+1

rounded down to the nearest integer.
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known, we get the critical value from the standard normal table. However, when
we use estimated variances instead of the true unknown variances, we will find the
probabilities using the Student’s t distribution with degrees of freedom given by
Satterthwaite’s approximation. If this probability is less than «, then we reject the
null hypothesis and conclude that g1 > po. In other words, that the treatment is
effective. Otherwise, we can’t reject the null hypothesis.

13.4 BAYESIAN INFERENCE FOR DIFFERENCE BETWEEN TWO
PROPORTIONS USING NORMAL APPROXIMATION

Often we want to compare the proportions of a certain attribute in two populations.
The true proportions in population 1 and population 2 are 7; and my, respectively.
We take a random sample from each of the populations and observe the number of
each sample having the attribute. The distribution of y1 |7 is binomial(ny, 71) and
the distribution of ys|my is binomial( nq, m2), and they are independent of each other

We know that if we use independent prior distributions for 71 and 72, we will get
independent posterior distributions. Let the prior for 71 be beta(ay, b;) and for 75 be
beta(az, ba). The posteriors are independent beta distributions. The posterior for 7y
is beta(a}, b)), where a| = a3 + y1 and b] = b1 + n1 — y1. Similarly the posterior
for 7o is bera(al, by), where ah = az +y2 and by = by +ng — y2

Approximate each posterior distribution with the normal distribution having same
mean and variance as the beta. The posterior distribution of g = m; — 72 is
approximately normal(m/;, (s";)%) where the posterior mean is given by

al +b,  ay+ b
and the posterior variance is given by
()7 = ajb} . ajt) |
(a7 +b1)%(ay +07+ 1) (ag +b5)%(ay + b5 + 1)
Credible interval for difference between proportions. We find the (1 —

a) x 100% Bayesian credible interval for 74 = m; — my using the general rule for
the (approximately) normal posterior distribution. It is

my £ 2g X sy. (13.13)

One-sided Bayesian hypothesis test for difference between proportions.
Suppose we are trying to detect whether 74 = 71 — 7o > 0. We set this up as a test
of

Hy:7mg <0 versus Hy:mg>0.
Note, the alternative hypothesis is what we are trying to detect. We calculate the
approximate posterior probability of the null distribution by

_ ’ _ !
P(rg <0) = P(w mdSO md>

I3 /
34 34
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!

!
= P (z < md) . (13.14)
84

If this probability is less than the level of significance o that we chose, we would
reject the null hypothesis at that level and conclude 7m; > mp. Otherwise, we can’t
reject the null hypothesis.

Two-sided Bayesian hypothesis test for difference between proportions.
To test the hypothesis

Hy:m —mg=0 versus Hy:m —ma #0

in a Bayesian manner, check whether the null hypothesis value (0) lies inside the
credible interval for my given in Equation 13.13. If it lies inside the interval, we
cannot reject the null hypothesis Hy : 7y — w9 = 0 at the level a. If it lies outside
the interval, we can reject the null hypothesis at the level o and accept the alternative
H 17 — T2 # 0.

Example 23 The student newspaper wanted to write an article on the smoking habits
of students. A random sample of 200 students (100 males and 100 females) between
ages of 16 and 21 were asked about whether they smoked cigarettes. Out of the 100
males, 22 said they were regular smokers, and out of the 100 females, 31 said they
were regular smokers. The editor of the paper asked Donna, a statistics student, to
analyze the data.

Donna considered the male and female samples would be independent. Her prior
knowledge was that a minority of students smoked cigarettes, so she decided to use
independent beta(1,2) priors for m,, and Ty, the male and female proportions re-
spectively. Her posterior distribution of ., will be beta(23,80), and her posterior
distribution of my will be beta(32,71). Hence, her posterior distribution of the differ-
ence between proportions, T4 = T, — Ty, will be approximately normal(m/;, (s;)?)
where

, 23 32
md = -
23+80 32+ 71
= —.087
and
()2 = 23 * 80 N 32x 71
@7 (23480)2%(23+80+1)  (32+71)2x(32+71+1)

= 0612,

Her 95% credible interval for my will be (-.207, .032) which contains 0. She can’t
reject the null hypothesis Hy : 7y, — mp = 0 at the 5% level, so she tells the editor
that the data does not conclusively show that there is any difference between the
proportions of male and female students who smoke.
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13.5 NORMAL RANDOM SAMPLES FROM PAIRED EXPERIMENTS

Variation between experimental units often is a major contributor to the variation in the
data. When the two treatments are administered to two independent random samples
of the experimental units, this variation makes it harder to detect any difference
between the treatment effects, if one exists.

Often designing a paired experiment makes it much easier to detect the difference
between treatment effects. For a paired experiment, the experimental units are
matched into pairs of similar units. Then one of the units from each pair is assigned
to the first treatment, and the other in that pair is assigned the second treatment. This
is a randomized block experimental design, where the pairs are blocks. We discussed
this design in Chapter 2. For example, in the dairy industry, identical twin calves
are often used for experiments. They are exact genetic copies. One of each pair
is randomly assigned to the first treatment, and the other is assigned to the second
treatment.

Paired data can arise other ways. For instance, if the two treatments are applied to
the same experimental units (at different times) giving the first treatment effect time
to dissipate before the second treatment is applied. Or, we can be looking at "before
treatment” and "after treatment" measurements on the same experimental units.

Because of the variation between experimental units, the two observations from
units in the same pair will be more similar than two observations from units in
different pairs. In the same pair, the only difference between the observation given
treatment A and the observation given treatment B is the treatment effect plus the
measurement error. In different pairs, the difference between the observation given
treatment A and the observation given treatment B is the treatment effect plus the
experimental unit effect plus the measurement error. Because of this we cannot treat
the paired random samples as independent of each other. The two random samples
come from normal populations with means 4 and g, respectively. The populations
will have equal variances 02 when we have an additive model. We consider that the
variance comes from two sources: measurement error plus random variation between
experimental units.

Take Differences within Each Pair

Let y;1 be the observation from pair ¢ given treatment A, and let y;9 be the observation
from pair 7 given treatment B. If we take the difference between the observations
within each pair, d; = y;1 — ¥i2, then these d; will be a random sample from a
normal population with mean yy = pa — p1p, and variance 03. We can treat this
(differenced) data as a sample from a single normal distribution and do inference
using techniques found in Chapters 11 and 12.

Example 24 An experiment was designed to determine whether a mineral supple-
ment was effective in increasing annual yield in milk. Fifteen pairs of identical twin
dairy cows were used as the experimental units. One cow from each pair was ran-
domly assigned to the treatment group that received the supplement. The other cow
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Table 13.1 Milk annual yield

Twin Set Milk Yield: Control (liters) Milk Yield: Treatment (liters)
1 3525 3340
2 4321 4279
3 4763 4910
4 4899 4866
5 3234 3125
6 3469 3680
7 3439 3965
8 3658 3849
9 3385 3297
10 3226 3124
11 3671 3218
12 3501 3246
13 3842 4245
14 3998 4186
15 4004 3711

from the pair was assigned to the control group that did not receive the supplement.
The annual yields are given in Table 13.1. Assume that the annual yields from cows
receiving the treatment are normal (u;,02), and that the annual yields from the cows
in the control group are normal (ji., 0%). Aleece, Brad, and Curtis decided that since
the two cows in the same pair share identical genetic background, their responses
will be more similar than two cows that were from different pairs. There is natural
pairing. As the samples drawn from the two populations cannot be considered inde-
pendent of each other, they decided to take differences d; = y;1 — yi2. The differences
will be normal (g, 03), where g = ps ~ p. and we will assume that 03 = 2702 is
known.

Aleece decided she would use a "flat” prior for ug. Brad decided he would use
a normal (m, s2) prior for pg where he let m = 0 and s = 200. Curtis decided
that his prior for ug matched a triangular shape. He set up a numerical prior that
interpolated between the heights given in Table 13.2 The shapes of the priors are
shown in Figure 13.1.

Aleece used a "flat" prior, so her posterior will be normal [m',(s')?] where
m' = § = 7.07 and (s')? = 270%/15 = 4860. Her posterior standard deviation
s’ = \/4860 = 69.71. Brad used a normal (0,2002) prior, so his posterior will be
normal [m!, (s')?] where m’ and ' are found by using Equations 11.5 and 11.6.

11 N 15
()2~ 2002 ' 2702

= 0.000230761 ,
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Table 13.2 Curtis’ prior weights. The shape of his continuous prior is found by linearly

interpolating between them.
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Value Weight
-300 0
0 3
300 0

~-- Aleece's prior
FAA —— Brad's prior
Cuntis' prior

| T | T T
-500 -250 0

Figure 13.1 The shapes of Aleece’s, Brad’s, and Curtis’ prior distributions.

so his s’ = 65.83, and

1 15
!/ 200 270
- B T 707 =633,
™ = So0230761 ~ O T 000230761 ©

Curtis has to find his posterior numerically using Equation 11.3. He uses the Minitab
macro NormGCP.mac to do the numerical integration. The three posteriors are shown
in Figure 13.2.

They decided that to determine whether or not the treatment was effective in
increasing the yield of milk protein, they would perform the one-sided hypothesis test

Hy:pug <0 vs Hy:pg>0

at the 95% level of significance. Aleece and Brad had normal posteriors, so they used
Equation 13.4 to calculate the posterior probability of the null hypothesis. Curtis
had a numerical posterior, so he used Equation 12.3 and performed the integration
using the Minitab macro tintegral.mac. The results are shown in Table 13.3.
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i |—— Aleece's posterior]
7\ |--- Brad's posterior
------ Curtis' posterior

I ] T i I T [ T T T
-500-400-300-200-100 O 100 200 300 400 500

Figure 13.2 Aleece’s, Brad’s, and Curtis’s posterior distributions.

Table 13.3 Results of Bayesian one-sided hypothesis tests

Person Posterior P(ug <0)ds,...,dn)

Aleece | normal(7.07,69.71%) | P(Z < %5557 =.4596 | don’treject
Brad | normal(6.33,65.83%) | P(Z < %-8.33) =.4619 | don’t reject
Curtis numerical f; 9(pdldi, ..., dp)dp  =.4684 | don’treject

Main Points

e The difference between normal means are used to make inferences about the
size of a treatment effect.

o Each experimental unit is randomly assigned to the treatment group or control
group. The unbiased random assignment method ensures that both groups have
similar experimental units assigned to them. On average, the means are equal.

e The treatment group mean is the mean of the experimental units assigned to
the treatment group, plus the treatment effect.

o If the treatment effect is constant, we call it an additive model, and both sets
of observations have the same underlying variance, assumed to be known.

¢ Ifthe datain the two samples are independent of each other, we use independent
priors for the two means. The posterior distributions p1|y11,. .., Yn,1 and
12|Y12, - - -, Ynp2 are also independent of each other and can be found using
methods from Chapter 11.
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e Letug = uy—pg. The posterior distribution of gly11, -+« s Yna1, Y125+ -+ s Yna2
is normal with mean m; = m/ — mj and variance (s};)? = (s])? + (s5)?

e The (1 — a) x 100% credible interval for pg = p1 — p2 is given by

My £ 2o )2 X Sy -

¢ If the variance is unknown, use the pooled estimate from the two samples. The
credible interval will have to be widened to account for the extra uncertainty.
This is accomplished by taking the critical values from the Student’s ¢ table
(with ny + ng — 2 degrees of freedom) instead of the standard normal table.

e The confidence interval for ugly11,. .., Yn 1, Y12, - ., Yno2 is the same as the
Bayesian credible interval where flat priors are used.

¢ If the variances are unknown, and not equal, use the sample estimates as if
they were the correct values. Use the Student’s ¢ for critical values, with the
degrees given by Satterthwaite’s approximation. This is true for both credible
intervals and confidence intervals.

e The posterior distribution for a difference between proportions can be found
using the normal approximation. The posterior variances are known, so the
critical values for credible interval come from standard normal table.

e When the observations are paired, the samples are dependent. Calculate the
differences d; = y;1 — yi2 and treat them as a single sample from a normal
(pda,03%), where g = p1 — po. Inferences about g are made using the single
sample methods found in Chapters 11 and 12.

Exercises

13.1 The Human Resources Department of a large company wishes to compare
two methods of training industrial workers to perform a skilled task. Twenty
workers are selected: 10 of them are randomly assigned to be trained using
method A, and the other 10 are assigned to be trained using method B. After
the training is complete, all the workers are tested on the speed of performance
at the task. The times taken to complete the task are:
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Method A Method B
115 123
120 131
111 113
123 119
116 123
121 113
118 128
116 126
127 125
129 128

(a) We will assume that the observations come from normal(y A,O'2) and
normal(ug,o?), where 0% = 62. Use independent normal (m, s) prior
distributions for y 4 and up, respectively, where m = 100 and s% = 202
Find the posterior distributions of 4 and p 5, respectively.

(b) Find the posterior distribution of 4 — uB.

(c) Find a 95% Bayesian credible interval for p4 — 5.

(d) Perform a Bayesian test of the hypothesis

Ho:pa—pup=0 versus Hy:psa—up #0

at the 5% level of significance. What conclusion can we draw?

13.2 A consumer testing organization obtained samples of size 12 from two brands
of emergency flares and measured the burning times. They are:
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Brand A Brand B
17.5 13.4
21.2 9.9
20.3 135
14.4 11.3
15.2 225
19.3 14.3
21.2 13.6
19.1 15.2
18.1 13.7
14.6 8.0
17.2 13.6
18.8 11.8

(a) We will assume that the observations come from normal{ 4,02 and
normal(jp,02), where 02 = 32, Use independent normal (m, s2) prior
distributions for 14 and pp, respectively, where m = 20 and s2 = 82.
Find the posterior distributions of p 4 and i g, respectively.

(b) Find the posterior distribution of 14 — up.
(¢) Find a 95% Bayesian credible interval for u4 — up.

(d) Perform a Bayesian test of the hypothesis

Hy:pa—pp=0 versus Hy:pusa—pup #0

at the 5% level of significance. What conclusion can we draw?

13.3 The quality manager of a dairy company is concerned whether the levels of
butterfatin a product are equal at two dairy factories which produce the product.
He obtains random samples of size 10 from each of the factories’ output and
measures the butterfat. The results are:
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Factory 1 Factory 2
16.2 16.1
12.7 16.3
14.8 14.0
15.6 16.2
14.7 15.2
13.8 16.5
16.7 14.4
13.7 16.3
16.8 16.9
14.7 13.7

(a) We will assume that the observations come from normal(u,,o?) and
normal(psz, 0?), where 0% = 1.22. Use independent normal (m, s2) prior
distributions for y; and us, respectively, where m = 15 and s% = 42,
Find the posterior distributions of 11 and g, respectively.

(b) Find the posterior distribution of z; — ua.
(c) Find a 95% Bayesian credible interval for p; — po.
(d) Perform a Bayesian test of the hypothesis
Hg:pg —pe=0 versus Hy:pug —ux #0

at the 5% level of significance. What conclusion can we draw?

13.4 Independent random samples of ceramic produced by two different processes
were tested for hardness. The results were:

Process 1 Process 2
8.8 9.2
9.6 9.5
8.9 10.2
9.2 9.5
9.9 9.8
9.4 9.5
9.2 9.3

10.1 9.2

(a) We will assume that the observations come from normal(p,,0?) and
normal(usy, 0?), where 0 = .42, Use independent normal (m, s2) prior
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distributions for 1 and uy, respectively, where m = 10 and 2 = 12.
Find the posterior distributions of y; and pg, respectively.

(b) Find the posterior distribution of p1 — pg.
(c) Find a 95% Bayesian credible interval for p; — pa.
(d) Perform a Bayesian test of the hypothesis

Ho:pr—pe >0 versus Hy:pp —pu2 <0
at the 5% level of significance. What conclusion can we draw?

13.5 A thermal power station discharges its cooling water into a river. An environ-
mental scientist wants to determine if this has adversely affected the dissolved
oxygen level. She takes samples of water one kilometer upstream from the
power station, and one kilometer downstream from the power station, and
measures the dissolved oxygen level. The data are:

Upstream Downstream
10.1 9.7
10.2 10.3
134 6.4
8.2 73
9.8 11.7
8.9

(a) We will assume that the observations come from normal(u;,o?) and
normal(uy, 0%), where 02 = 22. Use independent normal (m, s2) prior
distributions for u; and u», respectively, where m = 10 and s? = 22.
Find the posterior distributions of 11 and u», respectively.

(b) Find the posterior distribution of p21 — us.
(c) Find a 95% Bayesian credible interval for u; — po.
(d) Perform a Bayesian test of the hypothesis

Ho:py —pus <0 versus Hy:py —u2 >0
at the 5% level of significance. What conclusion can we draw?

13.6 Cattle, being ruminants, have multiple chambers in their stomaches. Stimu-
lating specific receptors causes reflex contraction of the reticular groove and
swallowed fluid then bypasses the reticulo-rumen and moves directly to the
abomasum. Scientists wanted to develop a simple nonradioactive, noninva-
sive test to determine when this occurs. In a study to determine the fate of
swallowed fluids in cattle, McLeay, Carruthers, and Neil (1997) investigate a
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carbon-13 (}3C) octanoic acid breath test as a means of detecting a reticular
groove contraction in cattle. Twelve adult cows were randomly assigned to
two groups of 6 cows. The first group had 200 mg of '3C octanoic acid ad-
ministered into the reticulum, and the second group had the same dose of 13C
octanoic acid administered into the reticulo-osmasal orifice. Change in the
enrichment of '3C in breath was measured for each cow 10 minutes later. The

results are:
13C Administered into 3C Administered into
Reticulum Reticulo-omasal Orifice
Cow ID x Cow ID Y
8 1.5 14 35
9 1.9 15 4.7
10 04 16 4.8
11 -1.2 17 4.1
12 1.7 18 4.1
13 0.7 19 53

(a) Explain why the observations of variables z and y can be considered
independent in this experiment.

(b) Suppose the change in the enrichment of 13C for cows administered in the
reticulum is normal (u1,0%), where o7 = 1.00%. Use a normal (2,22)
prior for 1. Calculate the posterior distribution of g |zs .. ., Z13.

(c) Suppose the change in the enrichment of 13C for cows administered in
the reticulo-omasal orifice is normal (uz,03), where 02 = 1.40%. Use
a normal (2,2%) prior for py. Calculate the posterior distribution of
H1ly14 - .., Y19

(d) Calculate the posterior distribution of ug = w3 — pe, the difference
between the means.

(e) Calculate a 95% Bayesian credible interval for pg4.
(f) Test the hypothesis

Hg:py —pup=0 versus Hiy:pp—p2 #0
at the 5% level of significance. What conclusion can be drawn.

13.7 Glass fragments found on a suspect’s shoes or clothes are often used to connect
the suspect to a crime scene. The index of refraction of the fragments are com-
pared to the refractive index of the glass from the crime scene. To make this
comparison rigorous, we need to know the variability the index of refraction
is over a pane of glass. Bennet et al. (2002) analyzed the refractive index in a
pane of float glass, searching for any spatial pattern. Here are samples of the
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refractive index from the edge and from the middle of the pane.

Edge of Pane Middle of Pane
1.51996 1.51997 1.52001 1.51999
1.51998 1.52000 1.52004 1.51997
1.51998 1.52004 1.52005 1.52000
1.52000 1.52001 1.52004 1.52002
1.52000 1.51997 1.52004 1.51996

For these data, §; = 1.51999, @, = 1.52001, o; = .00002257, and
e = .00003075.

(a) Suppose glass at the edge of the pane is normal (u1,0%), where o =
.00003. Calculate the posterior distribution of y; when you use a normal
(1.52000, .00012) prior for ;.

(b) Suppose glass in the middle of the pane is normal (ug, 02), where o9 =
.00003. Calculate the posterior distribution of z1 when you use a normal
(1.52000, .00012) prior for ps.

(c) Find the posterior distribution of g = p1 — po.
(d) Find a 95% credible interval for (4.
(e) Perform a Bayesian test of the hypothesis

Hy:pg=0 versus Hj:pug#0
at the 5% level of significance.

The last half of the twentieth century saw great change in the role of women in New
Zealand society. These changes included education, employment, family formation,
and fertility, where women took control of these aspects of their lives. During those
years, phrases such as "women’s liberation movement” and "the sexual revolution”
were used to describe the changing role of women in society. In 1995 the Population
Studies Centre at the University of Waikato sponsored the New Zealand Women
Family, Employment, and Education Survey (NZFEE) to investigate these changes.
A random sample of New Zealand women of all ages between 20 and 59 was taken,
and the women were interviewed about their educational, employment, and personal
history. The details of this survey are summarized in Marsault et al. (1997). Detailed
analysis of the data from this survey is in Johnstone et al. (2001).

13.8 Have the educational qualifications of younger New Zealand women changed
from those of previous generations of New Zealand women? To shed light on
this question, we will compare the educational qualifications of two generations
of New Zealand women 25 years apart. The women in the age group 25-29 at
the time of the survey were born between 1966 and 1970. The women in the
age group 50-54 at the time of the survey were born between 1941 and 1945.
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(a) Out of 314 women in the age group 25-29, 234 had completed a sec-
ondary school qualification. Find the posterior distribution of y, the
proportion of New Zealand women in that age group who have a com-
pleted a secondary school qualification. (Use a uniform prior for my.)

(b) Out of 219 women in the age group 50-54, 120 had completed a sec-
ondary school qualification. Find the posterior distribution of 73, the
proportion of New Zealand women in that age group who have a com-
pleted a secondary school qualification. (Use a uniform prior for m3.)

(c) Find the approximate posterior distribution of 7, — 2.
(d) Find a 99% Bayesian credible interval for 73 — ma.
(e) What would be the conclusion if you tested the hypothesis

Hy:m~7m3=0 versus Hy:m —ma #0
at the 1% level of significance?

13.9 Are younger New Zealand women more likely to be in paid employment than
previous generations of New Zealand women? To shed light on this question,
we will look at the current employment status of two generations of New
Zealand women 25 years apart.

(a) Out of 314 women in the age group 25-29, 171 were currently in paid
employment. Find the posterior distribution of 7y, the proportion of New
Zealand women in that age group who are currently in paid employment.
(Use a uniform prior for my.)

(b) Out of 219 women in the age group 50-54, 137 were currently in paid
employment. Find the posterior distribution of 73, the proportion of New
Zealand women in that age group who are currently in paid employment.
(Use a uniform prior for m3.)

(¢) Find the approximate posterior distribution of 7; — 7a.
(d) Find a 99% Bayesian credible interval for m; — ma.
(e) What would be the conclusion if you tested the hypothesis

Hy:m —m =0 versus Hy:m —m #0
at the 1% level of significance?

13.10 Are younger New Zealand women becoming sexually active at an earlier
age than previous generations of New Zealand women? To shed light on this
question, we look at the proportions of New Zealand women who report having
experienced sexual intercourse before age 18 for the two generations of New
Zealand women.

(a) Out of the 298 women in the age group 25-29 who responded to this
question, 180 report having experienced sexual intercourse before reach-
ing the age of 18. Find the posterior distribution of 7, the proportion
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of New Zealand women in that age group who had experienced sexual
intercourse before age 18. (Use a uniform prior for m1.)

(b) Out of the 218 women in the age group 50-54 who responded to this
question, 52 report having experienced sexual intercourse before reaching
the age of 18. Find the posterior distribution of 7o, the proportion of New
Zealand women in that age group who had experienced sexual intercourse
before age 18. (Use a uniform prior for my.)

(c) Find the approximate posterior distribution of 71 — 2.

(d) Test the hypothesis
Hy:m —7 <0 versus H; imp—me >0

in a Bayesian manner at the 1% level of significance. Can we conclude
that New Zealand women in the generation aged 25-29 have experienced
sexual intercourse at an earlier age than New Zealand women in the
generation aged 50-54?

13.11 Are younger New Zealand women marrying at a later age than previous gener-
ations of New Zealand women? To shed light on this question, we look at the
proportions of New Zealand women who report having been married before
age 22 for the two generations of New Zealand women.

(a) Out of the 314 women in the age group 25-29, 69 report having been
married before the age 22. Find the posterior distribution of 71, the
proportion of New Zealand women in that age group who have married
before age 22. (Use a uniform prior for 7;.)

(b) Out of the 219 women in the age group 50-54, 114 report having been
married before age 22. Find the posterior distribution of 75, the proportion
of New Zealand women in that age group who have been married before
age 22. (Use a uniform prior for m5.)

(c) Find the approximate posterior distribution of 71 — 5.
(d) Test the hypothesis

Hy:my—7mo >0 versus Hy:m —me <0

in a Bayesian manner at the 1% level of significance. Can we conclude
that New Zealand women in the generation aged 25-29 have married at
an earlier age than New Zealand women in the generation aged 50-547

13.12 Family formation patterns in New Zealand have changed over the time frame
covered by the survey. New Zealand society has become more accepting of
couples co-habiting (living together before or instead of legally marrying).
When we take this into account, are younger New Zealand women forming
family-like units at a similar age to previous generations?
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(2) Out of the 314 women in the age group 25-29, 199 report having formed
a domestic partnership (either co-habiting or legal marriage) before age
22. Find the posterior distribution of 71, the proportion of New Zealand
women in that age group who have formed a domestic partnership before
age 22. (Use a uniform prior for 7.}

(b) Out of the 219 women in the age group 50-54, 116 report having formed
a domestic partnership before age 22. Find the posterior distribution of
72, the proportion of New Zealand women in that age group who have
formed a domestic partnership before age 22. (Use a uniform prior for
m.)

(c) Find the approximate posterior distribution of w1 — ma.

(d) Find a 99% Bayesian credible interval for 71 — 2.

(e) What would be the conclusion if you tested the hypothesis
Hy:mi—7m=0 versus Hy:m —ma#0
at the 1% level of significance.

13.13 Are young New Zealand women having their children at a later age than
previous generations?

(a) Out of the 314 women in the age group 25-29, 136 report having given
birth to their first child before the age of 25. Find the posterior distribution
of 71, the proportion of New Zealand women in that age group who have
given birth before age 25. (Use a uniform prior for m;.)

(b) Out of the 219 women in the age group 50-54, 135 report having given
birth to their first child before age 25. Find the posterior distribution of
72, the proportion of New Zealand women in that age group who have
given birth before age 25. (Use a uniform prior for m5.)

(c) Find the approximate posterior distribution of 7y — 5.
(d) Test the hypothesis

Hy:mp—mp >0 versus Hy:mp—me <0

in a Bayesian manner at the 1% level of significance. Can we conclude
that New Zealand women in the generation aged 2529 have had their
first child at a later age than New Zealand women in the generation aged
50-547

13.14 Previous research has suggested that the childhood circumcision of males may
be a protective factor against the acquisition of sexually transmitted infections
(STI). Fergusson et. al. (2006) relate the circumcision status and self reported
STI history using data from 25-year longitudinal study of a cohort of New
Zealand children, known as the Christchurch Health and Development Study.
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(a) Out of 356 non-circumcised males, 37 reported having had at least one
STIby age 25. Find the posterior distribution of 71, the probability a non-
circumcised male reports at least one STI by age 25. (Use a beta(1, 10)
prior for 7y.)

(b) Out of the 154 circumcised males, 7 reported having at least one STI by
age 25. Find the posterior distribution of 72, the probability a circumcised
male reports at least one STI by age 25. (Use a beta(1, 10) prior for 72.)

(c) Find the approximate posterior distribution of m; — 7a.
(d) Test the hypothesis

Ho:mp —m <0 versus Hy:mp —me >0

in a Bayesian manner at the 5% level of significance. What does the
result say about the research hypothesis?

13.15 The experiment described in Exercise 6 was repeated on another set of 7

cows, McLeay, Carruthers, and Neil (1997). However, in this case, the second
treatment was given to the same set of 7 cows that were given the first treatment,
at a later time when the first dose of *3C had been eliminated from the cow.
The data are given below:

13C Administered into 13C Administered into
Reticulum Reticulo-omasal Orifice
Cow ID T Y
1 1.1 35
2 0.8 3.6
3 1.7 5.1
4 1.1 5.6
5 2.0 6.2
6 1.6 6.5
7 3.1 8.3

(a) Explain why the variables z and y cannot be considered independent in
this experiment.

(b) Calculate the differencesd; = x; —y; fori =1,...,7.

(c) Assume that the differences come from a normal (uq4, 03) distribution,
where 02 = 1. Use a normal (0, 32) prior for j14. Calculate the posterior
for ,ud|d1, caey d7.

(d) Calculate a 95% Bayesian credible interval for pg.
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(e) Test the hypothesis
Hy:pg=0 versus Hy:pug #0
at the 5% level of significance. What conclusion can be drawn?

13.16 One of the advantages of Bayesian statistics is that evidence from different
sources can be combined. In Exercise 6 and Exercise 14, we found posterior
distributions of ug using data sets from two different experiments. In the
first experiment, the two treatments were given to two sets of cows, and the
measurements were independent. In the second experiment, the two treatments
were given to a third set of cows at different times and the measurements were
paired. When we want to find the posterior distribution given data sets from
two independent experiments, we should use the posterior distribution after the
first experiment as the prior distribution for the second.

(a) Explain why the two data sets can be considered independent.

(b) Find the posterior distribution of ug4|data where the data include all of
the measurements g ..., Z13,%14---,¥19,d1,...,d7.

(¢) Find a 95% credible interval for p4 based on all the data.
(d) Test the hypothesis
Hy:pg=0 versus Hy:pg#0

at the 5% level of significance. Can we conclude that 13C octanic acid
breath test is effective in detecting reticular groove contraction in cattle?
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Bayesian Inference for
Simple Linear Regression

Sometimes we want to model a relationship between two variables, z and y. We
might want to find an equation that describes the relationship. Often we plan to use
the value of z to help predict y using that relationship.

The data consist of n ordered pairs of points (z;,y;) fori = 1,...,n. We think
of z as the predictor variable (independent variable) and consider that we know it
without error. We think y is a response variable that depends on z in some unknown
way, but that each observed y contains an error term as well. We plot the points on a
two-dimensional scatterplot; the predictor variable is measured along the horizontal
axis, and the response variable is measured along the vertical axis.

We examine the scatterplot for clues about the nature of the relationship. To
construct a regression model, we first decide on the type of equation that appears to
fit the data. A linear relationship is the simplest equation relating two variables. This
would give a straight line relationship between the predictor z and the response y.
We leave the parameters of the line, the slope 3, and the y-intercept ap unknown, so
all lines are possible.

Then we determine the best estimates of the unknown parameters by some crite-
rion. The criterion that is most frequently used is least squares. This is where we
find the parameter values that minimize the sum of squares of the residuals, which
are the vertical distances of the observed points to the fitted equation. We do this for
the simple linear regression in Section 14.1. In Section 14.2 we look at how an ex-
ponential growth model can be fitted using least squares regression on the logarithm
of the response variable.

Introduction to Bayesian Statistics, Second Edirion. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Figure 14.1  Scatterplot with three possible lines, and the residuals from each of the lines.
The third line is the Jeast squares line. It minimizes the sum of squares of the residuals.

At this stage no inferences are possible because there is no probability model for
the data. In Section 14.3 we construct a regression model that makes assumptions
on how the response variable depends on the predictor variable and how randomness
enters the data. Inferences can be done on the parameters of this model. In Section
14.4 we fit a linear relationship between the two variables using Bayesian methods,
and perform Bayesian inferences on the parameters of the model. In Section 14.5
we determine the predictive distribution of y, 11, the next observation, given the data
and .1, the value of the predictor variable for the next observation.

14.1 LEAST SQUARES REGRESSION

We could draw any number of lines on the scatterplot. Some of them would fit the
data points fairly well, others would be extremely far from the points. A residual is
the vertical distance from an observed point on the scatterplot to the line. We can put
in any line that we like and then calculate the residuals from that line. Least squares
is a method for finding the line that best fits the points in terms of minimizing sum
of squares of the residuals. Figure14.1 shows a scatterplot, three possible lines, and
the residuals from each line.

The equation of a line is determined by two things: its slope 3 and its y-intercept
op. Actually its slope and any other point on the line will do, for instance, oz, the
intercept of the vertical line at Z. Finding the least squares line is equivalent to finding
its slope and the y-intercept (or another intercept).

The Normal Equations and the Least Squares Line

The sum of squares of the residuals from line y = o + Sz is

n

SSres = Z{yz - (C!o + Bmz)P :

i=1

To find values of ag and ( that minimize SS,.s using calculus, take derivatives
with respect to each o and 8 and set equal to O, and solve the resulting set of
simultaneous equations. First, take the derivative with respect to intercept crg. This
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gives the equation,

888 L
Bag = 2 2% 1 (o0 3 Bl (-1) =0
which simplifies to
n n n
Y vi=> 00— Bz =0
i=1 i=1 i=1
and further to
- —-BT=0. (14.1)
Second, taking the derivative with respect to the slope 3 gives the equation
888
35 = 2o 2% [~ (a0 + Ba)]! x (~z) =0,
i=1

which simplifies to

n n n

2
Sz~ aozi— Yy Pri=0
i1 i=1 i=1

and further to o

Ty —opZ — Bz2 =0, (14.2)
Equation 14.1 and Equation 14.2 are known as the normal equations. Here normal
refers to right angles! and has nothing to do with the normal distribution. Solve

Equation 14.1 for ag in terms of 3 and substitute into Equation 14.2 and solve for 3
Ty~ (7 - BT)z — fa? = 0.

The solution is the least squares slope?

s Pt i Ay (14.3)

2 _ :z.2

Note that it is very important that you do not round off when calculating the least
squares slope using Equation 14.3. Both the numerator and denominator are differ-
ences, and rounding off will lead to substantial error in the slope estimate! Substitute

B back into Equation 14.1 and solve for the least squares y-intercept,
Ao =7 - Bz, (14.4)

Again, it is important that you do not round off when calculating the least squares
intercept using Equation 14.4. The equation of the least squares line is

y = Ao + Bz. (14.5)

1Least squares finds the projection of the (n-dimensional) observation vector onto the plane containing ali
possible values of (ag, 3).

2There are many different formulas for the least squares slope. This can be a source of confusion because
many books give formulas that look quite dissimilar. However, all can be shown to be equivalent. I use
this one because it is easy to remember: the average of % y minus the average of x X the average of y
all divided by the average of 2 minus the square of the average of z.
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Alternative form for the least squares line. The slope and any other point
besides y-intercept also determines the line. Say the point is Az, where the least
squares line intercepts the vertical line at Z:

Thus the least squares line goes through the point (Z, §). An alternative equation for
the least squares line is

y=A; +Blx —Z) =g+ Blx — 7), (14.6)

which is particularly useful.

Estimating the Variance around the Least Squares Line

The estimate of the variance around the least squares line is

02 — i lyi — (A + B(zi — 2)))?
n—2

L]

which is the sum of squares of the residuals divided by n — 2. The reason we use . —2
is that we have used two estimates, A; and B in calculating the sum of squares.>

Example 25 A company is manufacturing a food product, and must control the
moisture level in the final product. It is cheaper (and hence preferable) to measure
the level at an in-process stage rather than in the final product. Michael, the company
statistician, recommends to the engineers running the process that a measurement
of the moisture level at an in-process stage may give a good prediction of what the
final moisture level will be. He organizes the collection of data from 25 batches,
giving the moisture level at the in-process stage and the final moisture level for each
batch. These are shown in the first three columns of Table 14.1. Summary statistics
for these data are: T = 14.3888, § = 14.2208, z2 = 207.0703, y? = 202.3186,
and Ty = 204.6628. Note that he needs to keep all the significant figures in the
squared terms. The formula for B uses subtraction, and if he rounds off too early,
the differences will have too few significant figures and accuracy will be lost.

He then calculates the least squares line relating the final moisture level to the
in-process moisture level. The slope is given by

Ty~ Ty _ 204.6628 — 14.3888 x 14.2208  .0425690

B == = =
z? — (T)? 207.0703 — (14.3888)2 0327546

= 1.29963.

The equation of the least squares line is
y = 14.2208 + 1.29963 x (r — 14.3888).

3The general rule for finding an unbiased estimate of the variance is that the sum of squares is divided
by the degrees of freedom, and we lose a degree of freedom for every estimated parameter in the sum of
squares formula.
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Table 14.1 In-process and final moisture levels

Batch In-Process Final LS Fits Residual Residual?
Level Level
z y §=Ao+ Bz y—19 (v-19)?*
1 14.36 13.84 14.1833 -0.343256 0.117825
2 14.48 14.41 14.3392 0.070792 0.005012
3 14,53 14.22 14.4042 -0.184188 0.033925
4 14.52 14.63 14.3912 0.238808 0.057029
5 14.35 13.95 14.1703 -0.220260 0.048514
6 14.31 14.37 14.1183 0.251724 0.063365
7 14.44 14.41 14.2872 0.122776 0.015074
8 14.23 13.99 14.0143 -0.024308 0.000591
9 14.32 13.89 14.1313 -0.241272 0.058212
10 14.57 14.59 14.4562 0.133828 0.017910
11 14.28 14.32 14.0793 0.240712 0.057942
12 14.36 14.31 14,1833 0.126744 0.016064
13 14.50 14.43 14.3652 0.064800 0.004199
14 14.52 14.44 14.3912 0.048808 0.002382
15 14.28 14.14 14.0793 0.060712 0.003686
16 14.13 13.90 13.8843 0.015652 0.000245
17 14.54 14.37 14.4172 -0.047184 0.002226
18 14.60 14.34 14.4952 -0.155160 0.024075
19 14.86 14.78 14.8331 -0.053056 0.002815
20 14.28 13.76 14.0793 -0.319288 0.101945
21 14.09 13.85 13.8324 0.017636 0.000311
22 14.20 13.89 13.9753 -0.085320 0.007280
23 14.50 14.22 14.3652 -0.145200 0.021083
24 14.02 13.80 13.7414 0.058608 0.003435
25 14.45 14.67 14.3002 0.369780 0.136737
Mean 14.3888 14.2208

The scatterplot of final moisture level and in-process moisture level together with the
least squares line is given in Figure 14.2.

He calculates the least squares fitted values §J; = § + B(z;

— T), the residuals,

and the squared residuals. They are in the last three columns of Table 14.1. The



272 BAYESIAN INFERENCE FOR SIMPLE LINEAR REGRESSION

14.8 —

14.3 —

13.8 —

I I I 0 f K f i f f
14.0 14,1 142 143 14.4 145 146 147 148 149

Figure 14.2 Scatterplot and least squares line for the moisture data.

estimated variance about the least squares line is

g2 = L= (Wi — )" _ 801882

=, 4.
" 53 034864

To find the estimated standard deviation about the least squares line, he takes the

square root:

& = /(.0348644) = 0.18672.

14.2 EXPONENTIAL GROWTH MODEL

When we look at economic time series, the predictor variable is time £, and we want to
see how some response variable u depends on t. Often, when we graph the response
variable versus time on a scatterplot, we notice two things. First, the plotted points
seem to go up not at a linear rate but at a rate that increases with time. Second, the
variability of the plotted points seems to be increasing at about the same rate as the
response variable. This will be shown more clearly if we graph the residuals versus

time. In this case the exponential growth model will usually give a better fit:
u = e®otBxt

We note that if we let y = log,(u), then

y=op+ 3 xt
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Table 14.2 Annual poultry production in New Zealand

Year Poultry Production Linear Exponential
t u Fitted Value || log,(v) Fitted log, v || Fitted Value
1987 44,085 47,757 10.7739 10.7776 47,934
1988 51,646 48,725 10.8522 10.8393 50,986
1989 57,241 53,364 10.9550 10.9010 54,232
1990 56,261 58,004 10.9378 10.9628 57,686
1991 58,257 62,643 10.9726 11.0245 61,359
1992 60,944 67,283 11.0177 11.0862 65,266
1993 68,214 71,922 11.1304 11.1479 69,421
1994 74,037 76,562 11.2123 11.2097 73,842
1995 88,646 81,201 11.3924 11.2714 78,543
1996 86,869 85,841 11.3722 11.3331 83,545
1997 86,534 90,480 11.3683 11.3949 88,864
1998 95,682 95,120 11.4688 11.4566 94,522
1999 97,400 99,759 11.4866 11.5183 100,541
2000 10,4927 104,398 11.5610 11.5801 106,943
2001 11,4010 109,038 11.6440 11.6418 113,752

is a linear relationship. We can estimate the parameters of the relationship using least
squares using response variable y. The fitted exponential growth model is

u= er+BXt ,

where B and Ay are the least squares slope and intercept for the logged data.

Example 26 The annual New Zealand poultry production (in tonnes) for the years
1987-2001 is given in Table 14.2.

The scatterplot showing the residuals and least squares line is shown in Figure
14.3. We see that the residuals are mostly positive at the ends of the data, and mostly
negative in the center. This indicates that an exponential growth model would give a
better fit. The scatterplot, and the exponential growth model found by exponentiating
the least squares line to the logged data are shown in Figure 14.4.

14.3 SIMPLE LINEAR REGRESSION ASSUMPTIONS

The method of least squares is nonparametric or distribution free, since it makes no
use of the probability distribution of the data. It is really a data analysis tool and can
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Figure 14.3 Scatterplot and least squares line for the poultry production data.

be applied to any bivariate data. We can’t make any inferences about the slope and
intercept nor about any predictions from the least squares model, unless we make
some assumptions about the probability model underlying the data. The simple linear
regression assumptions are:

1. Mean assumption. The conditional mean of y given z is an unknown linear
function of z.

Hylz = &0 + Bz,

where (3 is the unknown slope and «y is the unknown y intercept, the intercept
of the vertical line z = 0. In the alternate parameterization we have

Hylz =a5+ﬁ($~3_3),

where «z is the unknown intercept of the vertical line £ = Z. In this parame-
terization the least squares estimates A; = % and B will be independent under
our assumptions, so the likelihood will factor into a part depending on oz
and a part depending on . This greatly simplifies things, so we will use this
parameterization. The mean assumption is shown in the first graph of Figure
14.5.

2. Error assumption. Observation equals mean plus error, which is normally
distributed with mean 0 and known variance o2. All errors have equal variance.
The equal variance assumption is shown in the second graph of Figure 14.5.
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Figure 14.4  Scatterplot and fitted exponential growth model for the poultry production
data.

Figure 14.5 Assumptions of linear regression model. The mean of Y given X is a linear
function. The observation errors are normally distributed with mean 0 and equal variances.
The observations are independent of each other.

3. Independence assumption. The errors for all of the observations are indepen-
dent of each other. The independent draw assumption is shown in the third
graph of Figure 14.5.

Using the alternate parameterization we obtain
Yyi=az + 8% (T ~I)+ e,
where az is the mean value for y given z = Z, and 3 is the slope. Each e; is normally
distributed with mean O and known variance o2. The e; are all independent of each

other. Therefore y;|z; is normally distributed with mean az + 8(x; — Z) and variance
o2 and all the y;|z; are all independent of each other.
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14.4 BAYES’ THEOREM FOR THE REGRESSION MODEL

Bayes’ theorem is always summarized by
posterior o« prior X likelihood ,

so we need to determine the likelihood and decide on our prior for this model.

The Joint Likelihood for 3 and o

The joint likelihood of the it" observation is its probability density function as a
function of the two parameters oz and 3, where (x;,y;) are fixed at the observed
values. It gives relative weights to all possible values of both parameters az and 3
from the observation. The likelihood of observation ¢ is

likelihood;(az, 8) e~ mrli— (a8l

since we can ignore the part not containing the parameters. The observations are
all independent, so the likelihood of the whole sample of all the observations is the
product of the individual likelihoods:

likelihood sampie(aiz, B) H o~ iz lui-(as+B(z:i—2)]*
=1

The product of exponentials is found by summing the exponents, so
likelihooGsample(az, ) o e 5% [2oima b (3 8217

The term in brackets in the exponent equals

n

D lyi—§+7 — (o5 + Blzi — 2))?

i=1
Breaking this into three sums and multiplying it out gives us

n n

D -9 +2) (i - 9@ - (az + Blxi — 1))

i=1 i=1

+) (7~ (az + Bz — 7))
i=1
This simplifies into
55y — 2858,y + 8255, + n(az — §)°,

where S, = 3" [ (yi — §)2, and 8Szy = > (ys — ¥)(zi — 7)), and SS, =

Z?:l (z; — 5:)2. Thus the joint likelihood can be written as

likelihood sampie (013, B) o o~ 522158y~ 28852y+57S Sz tnlaz—0)°]
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Writing this as a product of two exponentials gives

o e~ 527 [58y—2B852y+8%58:] o o~ slyin(az—9)7)

We factor out SS,, in the first exponential, complete the square, and absorb the part
that doesn’t depend on any parameter into the proportionality constant. This gives us

5 _
'207/1552 [6-=FL]? x ‘—z_gal/n[(ai‘y)zl .

likelihoodsampie(atz, B) x € e

Note that %5:;—" = B, the least squares slope, and § = A;, the least squares estimate

of the intercef)t of the vertical line z = Z. We have factored the joint likelihood into
the product of two individual likelihoods

likelihoodsample(aiz, B)  likelihoodsampie(@z) X likelihoodsampie(8)

where
keli - srisss (8-B)°
likelihoodsampie(B) x & 207/58=

and

——) A2
likelihoodsgmpie{az) o € i (as—42)?

Since the joint likelihood has been factored into the product of the individual like-
lihoods we know the individual likelihoods are independent. We recognize that the
likelihood of the slope 3 has the normal shape with mean B, the least squares slope,
and variance 5&'—522 Similarly the likelihood of cz has the normal shape with mean

Az and variance 7.

The Joint Prior for 3 and a5

If we multiply the joint likelihood by a joint prior, it is proportional to the joint
posterior. We will use independent priors for each parameter. The joint prior of the
two parameters is the product of the two individual priors:

9(az, B) = glaz) x g(8) -

We can either use normal priors, or flat priors.

Choosing normal priors for 3 and az. Another advantage of using this pa-
rameterization is that a person has a more intuitive prior knowledge about the oz,
the intercept of x = Z, than about ay, the intercept of the y axis. Decide on what
you believe the mean value of the y values to be. That will be mq,, your prior mean
for auz. Then think of the points above and below that you consider to be upper and
lower bounds of the possible values of y. Divide the difference by 6 to get s, your
prior standard deviation of az. This will give you reasonable probability over the
whole range you believe possible.

Usually we are more interested in the slope 5. Sometimes we want to determine
if it could be 0. Therefore we may choose mg = 0 as the prior mean for 3. Then we
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think of the upper and lower bounds of the effect of an increase in = of one unit on
y. Divide the difference by 6 to get sg, your prior standard deviation of 5. In other
cases, we have prior belief about the slope from previous data. We would use the
normal(mg, (sg)?) that matches that prior belief.

The Joint Posterior for 3 and oz

The joint posterior then is proportional to the joint prior times the joint likelihood.

g(az, Bldata) x g(az, B) x likelthoodsample(0z, B)

where the data is the set of ordered pair (z1,41),..., (Tn,yn). The joint prior and
the joint likelihood both factor into a part depending on oz and a part depending on
3. Rearranging them gives the joint posterior factored into the marginal posteriors

g(oz, Bldata) x g{az|data) x g(Bldata).

Since the joint posterior is the product of the marginal posteriors, they are independent.
Each of these marginal posteriors can be found by using the simple updating rules
for normal distributions, which works for normal and flar priors. For instance, if we
use a normal(myg, s3) prior for 3, we get a normal(mi, (s;)?), where

1 1, SS,
T Et (14.7)
8 8
and
% S5
my = —2— xmg+ —%G~ x B. (14.8)
[CAY (5

The posterior precision equals the prior precision plus the precision of the likelihood.
The posterior mean equals the weighted average of the prior mean and the likelihood
mean where the weights are the proportions of the precisions to the posterior precision.
And the posterior distribution is normal.

Similarly, if we use anormal(m.., , s2, ) prior for oz, we getanormal(m/, _, (s, )?)
where

1 1 n n
’ 2 ~2
P, o
and
. n
1 Sas o2
mey, = X Mo, + —F— X Az
(L2 (AL

Example 25 (continued) Michael, the company statistician, decides that he will use
a normal (1, (.3)2) prior for 3 and a normal (15,12) prior for az. Since he doesn’t
know the true variance, he will use the estimated variance about the least squares
regression line o2 = .0348644. Note that $S; = Y""_ (z; — Z)? = n(2? — 72) =
25 % (207.0703 — 14.3888 % x2) = .81886.
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Figure 14.6 The prior and posterior distribution of the slope.

The posterior precision of 3 is

1 1 .81886
= =5+ — o = 3450
(557 T 3 " Gaaseas ~ 040

S0 the posterior standard deviation of 3 is

sj3 = 34.5981% = .17001 .

The posterior mean of 3 is

T, s
! x 1 86 1. =1,
M8 = I s0R] + 30 Foa] < 20963 = 1.2034 .

Similarly, the posterior precision of oz is

1 1 25
==+ ——— = 718.064
(s L2 12 * .0348644 8.064,
so the posterior standard deviation is

Sl = T18.0647% = .037318.

The posterior mean of oz is

1

S 0348644 x 14.2208 = 14.2219.
Mes = 71064 < 10 ¥ 718.064

The prior and posterior distribution of the slope are shown in Figure 14.6.

279
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Bayesian Credible Interval for Slope

The posterior distribution of 3 summarizes our entire belief about it after examining
the data. We may want to summarize it by a (1 — o) x 100% Bayesian credible
interval for slope 3. This will be

mp +zg X 4/(85)?. (14.9)

More realistically, we don’t know ¢2. A sensible approach in that instance is to use
the estimate calculated from the residuals

52 = im1(Yi — (s + B(zi - z)?
n-—-2

We have to widen the confidence interval to account for the increased uncertainty
due to not knowing ¢2. We do this by using a Student’s ¢ critical value with n — 2
degrees of freedom* instead of standard normal critical value. The credible interval
becomes

mp tte X 4/(s5)%. (14.10)

Frequentist Confidence Interval for Slope

When the variance o2 is unknown, the (1 — ) x 100% confidence interval for the
slope 3 is

é
NEENS

where 62 is the estimate of the variance calculated from the residuals from the least
squares line. The confidence interval is the same form as the Bayesian credible
interval when we used flar priors for § and ;. Of course the interpretation is
different. Under the frequentist assumptions we are (1 — o) x 100% confident that
the interval contains the true, unknown parameter value. Once again, the frequentist
confidence interval is equivalent to a Bayesian credible interval, so if the scientist
misinterprets it as a probability interval, he/she will get away with it. The only
loss experienced will be that the scientist did not get to put in any of his/her prior
knowledge.

Bit% X

Testing One-Sided Hypothesis about Slope

Often we want to determine whether or not the amount of increase in y associated
with one unit increase in x is greater than some value, Jo. We can do this by testing

Hy:8< By versus. Hi:08> B

4 Actually we are treating the unknown parameter o2 as a nuisance parameter and using the prior 9(0?)
(02)~1, The marginal posterior of 3 is found by integrating o2 out of the joint posterior.
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at the « level of significance in a Bayesian manner. To do the test in a Bayesian
manner, we calculate the posterior probability of the null hypothesis. This is

P(B < Byldata)

I

Bo
/ o(Bldata)ds

-0

P (z < Mﬁ) . 14.11)

S5
If this probability is less than ¢, then we reject Hg and conclude that indeed the slope
(3 is greater than Gy. (If we used the estimate of the variance, then we would use a
Student’s t with n — 2 degrees of freedom instead of the standard normal Z.)

Testing Two-Sided Hypothesis about Siope

If 3 = 0, then the mean of y does not depend on x at all. We really would like to test
Hy : 3 =0versus Hy : 8 # 0 at the o level of significance in a Bayesian manner,
before we use the regression mode! to make predictions. To do the test in a Bayesian
manner, look where 0 lies in relation to the credible interval. If it lies outside the
interval, we reject Hp. Otherwise, we can’t reject the null hypothesis, and we should
not use the regression model to help with predictions.

Example 25 (continued) Since Michael used the estimated variance in place of the
unknown true variance, he used Equation 14.10 to find a 95% Bayesian credible
interval where there are 23 degrees of freedom. The interval is (.852,1.555). This
credible interval does not contain 0, so clearly he can reject the hypothesis that the
slope equals 0 and conclude that the final moisture level can be estimated using the
measured in-process moisture level.

14.5 PREDICTIVE DISTRIBUTION FOR FUTURE OBSERVATION

Making predictions of future observations for specified x values is one of the main
purposes of linear regression modelling. Often, after we have established from the
data that there is a linear relationship between the explanatory variable z and the
response variable y, we want to use that relationship to make predictions of the next
value yn1, given the next value of the explanatory variable x,.;. We can make
better predictions using the value of the explanatory variable than without it. The
best prediction for y,+1 given z,4+1 will be

Jnt1 = Gz + B X (Tns1 — I),

where § is the slope estimate and ¢&; is the estimate of the intercept of the line x = Z.

How good is the prediction? There are two sources of uncertainty. First, we are
using the estimated values of the parameters in the prediction, not the true values,
which are unknown. We are considering the parameters to be random variables
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and have found their posterior distribution in the previous section. Second, the new
observation y,, 1 contains its own observation error ey, 1 1, which will be independent
of all previous observation errors. The predictive distribution of the next observation
Yn+1 given the value z,,41 and the data accounts for both sources of uncertainty. It
is denoted f(Yn+1|Tn+1,data) and is found by Bayes’ theorem.

Finding the Predictive Distribution

The predictive distribution is found by integrating the parameters oz and 3 out of the
joint posterior distribution of the next observation y,,+; and the parameters given the
next value ,,,; and the previous observations from the model, (1, ¥1), . - -, (Zn, Yn)>
the data. It is

f(Yn+1lTna1, data) = //f(ynﬂ,az,ﬂ!wnﬂ,data)dazdﬁ-

Integrating out nuisance parameters from the joint posterior like this is known as
marginalization. This is one of the clear advantages of Bayesian statistics. It has a
single method of dealing with nuisance parameters that always works. When we find
the predictive distribution, we consider all the parameters to be nuisance parameters.

First, we need to determine the joint posterior distribution of the parameters and
next observation, given the value z,,41 and the data:

fWn+1, 0z, BlTny1,data) = f(ynsiloz, B, Tnyr, data)
xg{az, B|Tn+1,data) .

The next observation y,4 1, given the parameters oz and 3 and the known value z,, 41,
is just another random observation from the regression model. Given the parameters
oz and 3, the observations are all independent of each other. This means that given
the parameters, the new observation y,,; does not depend on the data, which are the
previous observations from the regression. The posterior for cz, 3, was calculated
from the data alone and doesn’t depend on the next value of the predictor z,;. So
the joint distribution of new observation and parameters simplifies to

fyns1, 0z, Bltni1, data) = fyn+iloz, 8, Tnt1) X gloz, fldata)

which is the distribution of the next observation given the parameters, times the
posterior distribution of the parameters given the previous dara. The next observation,
given the parameters Yn 11|z, 3, Tn+1, is a random observation from the regression
model given the value z,, ;. By our assumptions it is normally distributed with mean
given by the linear function of the parameters fi,+1 = az + 8(zn+1 — Z) and known
variance o2,

The posterior distributions of the parameters given the previous data which
we found using the updating rules in the previous section are independently nor-
mal(m},_, (s,_)?) and normal(myg, (s’ﬁ)z), respectively. Since the next observation

only depends on the parameters through the linear function

Pntl =z + B(Tny1 — T),
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we will simplify the problem by letting upy1 be the single parameter. The two
components cz and 3 are independent, so the posterior distribution of g4+ will
be normal with mean m/, = m{_ + (zn41 — &) X mj and variance (s5),)? =
(82 )2 +(Tnt1—Z)? X (s}5)?) given by Equation 5.11 and Equation 5.12 respectively.

We will find the predictive distribution by marginalizing the p,+1 out of the joint
posterior of Y41 and 4.

f(Un+1lZni1,data) = /f(yn+17/“n+1|mn+lvdata)dﬂn+l

/ f(yn—H 1,Un+17 Tpii, data)

X g(Hn+1|Tn+1, data) dpin 41

/f(yn+1llln+1) X g(pn+1|Tnt1, data) dpin 1

1 Y
_ 1 _ 2 ——2-(;1. +1—m )
x /e 5.7 Wns1mhn1)” o o7 2000700 " dpngn

2
Vrg1(s) )2+m;‘02 )

T 352 ) 2 ) b3 —_——L)—'—T—"
/e 22(: )2/ (a2 F(a]) >(“"+‘ )% 1o

1 !
B (y"“_mu)

2
X e dpint1 -

The second factor doesn’t depend on p,+1, SO it can be brought in front of the
integral. We recognize that the first term integrates out, so we are left with

- 1 —m')?
2(<3L)5+a§)(y"+1 m;,)

f(WYns1lzni1,data) x e (14.12)

We recognize that this is a normal(m,, (s;,)%), where m, = m,, and (sy)? =
(sL)2 + o2, Thus the predictive mean of the next observation y,.1 taken at Z, 1
is the posterior mean of p,1+1 = az + B(xn+1 — &), and the predictive variance of
Yn+1 is the posterior variance of pny1 = az + B(xn+1 — £) plus the observation
variance 2. Thus both sources of uncertainty have been allowed for in the predictive

distribution.

Credible interval for the prediction. Often we wish to find an interval that has
posterior probability equal to 1 — « of containing the next value y,,.1.1 which will be
observed at the value z,,;. This will be a (1 — &) x 100% credible interval for the
prediction. We know that the mean and the variance of the prediction distribution are
m;, and (s,)?, respectively. The credible interval for the prediction is given by

I3 ’
my:tz% X 8,

=), +zg X 1/(8),)% + 0?2

= iy, + M (Tner ~ 7) £ 25 % \/(54,)2 + (55)2(@nes ~ 2)2 + 02,
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when we know the observation variance o2. When we do not know the observation
variance and instead use the variance estimate calculated from the residuals, the
credible interval is given by

’ !
my:l:t% X 8y

=m, +tg x,/(s),)?+ 62

= ml, + mip(enr1 —2) £ tg x 1/(sh,)? + (55)2(@ns1 — 2)° + 62,

where we get the critical value from the Student’s t distribution with n — 2 degrees of
freedom. These credible intervals for the prediction are the Bayesian analogs of the
frequentist prediction intervals, since they allow for both the estimation error and the
observation error. The Bayesian credible intervals for the prediction generally will
be shorter than the corresponding frequentist prediction intervals since the Bayesian
intervals use information from the prior as well as information from the data. They
give exactly the same results as the frequentist prediction interval when flat priors are
used for both the slope and intercept.

Example 25 (continued) Michael calculated the predictive distribution for the final
moisture level (y) as a function of the in-process moisture level (x), and put 95%
bounds on the prediction. The mean of the predictive distribution is given by

m; = 14.2219 + 1.2034 x (z — 14.3888)

and the variance of the predictive distribution is given by

(s,

1)? = .0348644 + .037318% + .17001%(x — 14.3888)7.

He calculated 95% prediction intervals as
(ny, — t.o2s X 8y, My + tozs X 8y)

A graph of the predictive mean is shown in Figure 14.7, together with the 95%
prediction bounds.

Main Points

e Our goal is to use one variable x, called the predictor variable, to help us predict
another variable y, called the response variable.

e We think the two variables are related by a linear relationship, y = ap +b X z.
b is the slope and ag is the y-intercept (where the line intersects the y-axis.)

o The scatterplot of the points (z,y) would indicate a perfect linear relationship
if the points lie along a straight line.
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Figure 14.7 The predictive mean with 95% prediction bounds.

However, the points usually do not lie perfectly along a line but are scattered
around, yet still show a linear pattern.

We could draw any line on the scatterplot. The residuals from that line would
be the vertical distance from the plotted points to the line.

Least squares is a method for finding a line that best fits a plotted points by
minimizing the sum of squares of residuals from a fitted line.

The slope and intercept of the least squares line are found by solving the normal
equations.

The linear regression model has three assumptions:
1. The mean of y is an unknown linear function of x. Each observation y;
is made at a known value ;.

2. Each observation y; is subject to a random error that is normally dis-
tributed with mean O and variance o2, We will assume that ¢ is known.

3. The observation errors are independent of each other.
Bayesian regression is much easier if we reparameterize the model to be
y=az+ B x(z—-7).
The joint likelihood of the sample factors into a part dependent on the slope 3
and a part dependant on orz.

We use independent priors for the slope 3 and intercept oz. They can be either
normal priors or "flat” priors. The joint prior is the product of the two priors.

The joint posterior is proportional to the joint prior times the joint likelihood.
Since both the joint prior and joint likelihood factor into a part dependent on
the slope 3 and a part dependant on az, the joint posterior is the product of the
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two individual posteriors. Each of them is normal where the constants can be
found from the simple updating rules.

e Ordinarily we are more interested in the posterior distribution of the slope
8, which is normal (m/, (s')?). In particular, we are interested in knowing
whether the belief 3 = 0 is credible, given the data. If so, we should not be
using z to help predict y.

¢ The Bayesian credible interval for § is the posterior mean =+ the critical value
x the posterior standard deviation.

o The critical value is taken from the normal table if we assume the variance o2

is known. If we don’t know it and use the sample estimate calculated from the
residuals then we take the critical value from the Student’s ¢ table.

o The credible interval can be used to test the two-sided hypothesis Hy : 5 =0
versus H; : 8 # 0.

e We can test a one-sided hypothesis Hy : § < 0 versus H; : 8 > 0 by
calculating the probability of the null hypothesis and comparing it to the level
of significance.

e We can compute the predictive probability distribution for the next observation
Yn+1 taken when x,,41. It is the normal distribution with mean equal to the
mean of the linear function pin+1 = az + (Tn+1 — Z), and its variance is equal
to the variance of the linear function plus the observation variance.

Exercises

14.1 A researcher measured heart rate () and oxygen uptake (y) for one person
under varying exercise conditions. He wishes to determine if heart rate, which
is easier to measure, can be used to predict oxygen uptake. If so, then the
estimated oxygen uptake based on the measured heart rate can be used in place
of the measured oxygen uptake for later experiments on the individual:
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Heart Rate Oxygen Uptake
z Y
94 47
96 75
94 .83
95 .98
104 1.18
106 1.29
108 1.40
113 1.60
115 1.75
121 1.90
131 223

(a) Plot a scatterplot of oxygen uptake y versus heart rate z.

(b) Calculate the parameters of the least squares line.

(c) Graph the least squares line on your scatterplot.

(d) Calculate the estimated variance about the least squares line.

(e) Suppose that we know that oxygen uptake given the heart rate is normal
(oo + B x ,02), where 02 = .132 is known. Use a normal (0, 1%) prior
for 5. What is the posterior distribution of 3?7

(f) Find a 95% credible interval for 3.

(g) Perform a Bayesian test of
Hy:8=0 versus H;:8+#0

at the 5% level of significance.

14.2 A researcher is investigating the relationship between yield of potatoes (y) and
level of fertilizer (z.) She divides a field into eight plots of equal size and
applied fertilizer at a different level to each plot. The level of fertilizer and
yield for each plot is recorded below:
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Fertilizer Level Yield
o Y
1 25
1.5 31
2 27
2.5 28
3 36
35 35
4 32
4.5 34

(a) Plot a scatterplot of yield versus fertilizer level.

(b) Calculate the parameters of the least squares line.

(c) Graph the least squares line on your scatterplot.

(d) Calculate the estimated variance about the least squares line.

(e) Suppose that we know that yield given the fertilizer level is normal
(o + B x x,0?), where 02 = 3.02 is known. Use a normal (2, 2%) prior
for 8. What is the posterior distribution of 37

(f) Find a 95% credible interval for 5.

(g) Perform a Bayesian test of
Hy:3<0 versus Hy:8>0
at the 5% level of significance.

14.3 Aresearcher is investigating the relationship between fuel economy and driving
speed. He makes six runs on a test track, each at a different speed, and measures
the kilometers travelled on one liter of fuel. The speeds (in kilometers per hour)
and distances (in kilometers) are recorded below:

Speed Distance
T y
80 55.7
90 55.4
100 525
110 52.1
120 50.5

130 49.2
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(a) Plot a scatterplot of distance travelled versus speed.

(b) Calculate the parameters of the least squares line.

(c) Graph the least squares line on your scatterplot.

(d) Calculate the estimated variance about the least squares line.

(e) Suppose that we know distance travelled, given that the speed is normal
(oo + B x z,0%) where a? = 572 is known. Use a normal (0, 1%) prior
for 5. What is the posterior distribution of 37

(®) Perform a Bayesian test of
Hy:83>0 versus H;:(8<0
at the 5% level of significance.

14.4 The Police Department is interested in determining the effect of alcohol con-
sumption on driving performance. Twelve male drivers of similar weight, age,
and driving experience were randomly assigned to three groups of four. The
first group consumed two cans of beer within 30 minutes, the second group
consumed four cans of beer within 30 minutes, and the third group was the
control and did not consume any beer. Twenty minutes later, each of the twelve
took a driving test under the same conditions, and their individual scores were
recorded. (The higher the score, the better the driving performance.) The
results were:

Cans Score
Y
78
82
75
58
75
42
50
55
27
48
49
39

8
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(a) Plot a scatterplot of score versus cans.

(b) Calculate the parameters of the least squares line.
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(c) Graph the least squares line on your scatterplot.
(d) Calculate the estimated variance about the least squares line.

(e) Suppose we know that the driving score given the number of cans of beer
drunk is normal (o + 8 % x,0?), where 02 = 122 is known. Use a
normal (0, 10?) prior for 3. What is the posterior distribution of 3?

(f) Find a 95% credible interval for 3.
(g) Perform a Bayesian test of

Hy:8>0 versus Hy:8<0

at the 5% level of significance.

(h) Find the predictive distribution for the y;3 the driving score of the next
male who will be tested after drinking z13 = 3 cans of beer.

(1) Find a 95% credible interval for the prediction.

14.5 A textile manufacturer is concerned about the strength of cotton yarn. In

order to find out whether fiber length is an important factor in determining the
strength of yarn, the quality control manager checked the fiber length () and
strength (y) for a sample of 10 segments of yarn. The results are:

Fiber Length Strength
z Yy
85 99
82 93
75 103
73 97
76 91
73 94
96 135
92 120
70 88
74 92

(a) Plot a scatterplot of strength versus fiber length.

(b) Calculate the parameters of the least squares line.

(c) Graph the least squares line on your scatterplot.

(d) Calculate the estimated variance about the least squares line.

(e) Suppose we know that the strength given the fiber length is normal
(g + B x z,02), where 02 = 7.72 is known. Use a normal (0,107)
prior for 3. What is the posterior distribution of 3.
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(f) Find a 95% credible interval for 3.
(g) Perform a Bayesian test of

Hy:8<0 versus Hy:(3>0

at the 5% level of significance.

(h) Find the predictive distribution for yy1, the strength of the next piece of
yarn which has fiber length z1; = 90.

(1) Find a 95% credible interval for the prediction.

14.6 InChapter 3, Exercise 7, we were looking at the relationship between log(mass)
and log(length) for a sample of 100 New Zealand slugs of the species Limax
maximus from a study conducted by Barker and McGhie (1984). These data
are in the Minitab worksheet slug.mtw. We identified observation 90, which
did not appear to fit the pattern. It is likely that this observation is an outlier
that was recorded incorrectly, so remove it from the data set. The summary
statistics for the 99 remaining observations are. Note: x is log(length), and y
is log(weight)

D x=352.399 > y=-33.6547 Y a?=1292.94

D ay=-18.0147 Y y* =289.598

(a) Calculate the least squares line for the regression of y on z from the
formulas.

{b) Using Minitab, calculate the least squares line. Plot a scatterplot of log
weight on log length. Include the least squares line on your scatterplot.

(c) Using Minitab, calculate the residuals from the least squares line, and plot
the residuals versus z. From this plot, does it appear the linear regression
assumptions are satisfied?

(d) Using Minitab, calculate the estimate of the standard deviation of the
residuals.

(e) Suppose we use a normal (3,.52) prior for 3, the regression slope coef-
ficient. Calculate the posterior distribution of 3|data. (Use the standard
deviation you calculated from the residuals as if it is the true observation
standard deviation.)

(f) Find a 95% credible interval for the true regression slope 3.

(g) If the slug stay the same shape as they grow (allotropic growth) the height
and width would both be proportional to the length, so the weight would
be proportional to the cube of the length. In that case the coefficient of
log(weight) on log(length) would equal 3. Test the hypothesis

Hy:8=3 versus Hi:3+#3
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at the 5% level of significance. Can you conclude this slug species shows
allotropic growth?

14.7 Endophyte is a fungus Neoryphodium lolli, which lives inside ryegrass plants.
1t does not spread between plants, but plants grown from endophyte-infected
seed will be infected. One of its effects is that it produces a range of compounds
that are toxic to Argentine stem weevil Listronotus bonariensis, which feeds on
ryegrass. AgResearch New Zealand did a study on the persistence of perennial
ryegrass at four rates of Argentine stem weevil infestation. For ryegrass that
was infected with endophyte the following data were observed:

Infestation Rate | Number of Ryegrass Plants (n) log.(n +1)

z ¥

0 19 2.99573
0 23 3.17805
0 2 1.09861
0 0 0.00000
0 24 3.21888
5 20 3.04452
5 18 2.94444
5 10 2.39790
5 6 1.94591
5 6 1.94591
10 12 2.56495
10 2 1.09861
10 11 2.48491
10 7 2.07944
10 1.94591
20 3 1.38629
20 16 2.83321
20 14 2.70805
20 9 2.30259
20 12 2.56495

(a) Plot a scatterplot of number of ryegrass plants versus the infestation rate.

(b) The relationship between infestation rate and number of ryegrass plants
is clearly nonlinear. Look at the transformed variable y = log.(n + 1).
Plot y versus x on a scatterplot. Does this appear to be more linear?

(c) Find the least squares line relating y to z. Include the least squares line
on your scatterplot.
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(d) Find the estimated variance about the least squares line.

(e) Assume that the observed y; are normally distributed with mean oz +
B x (x; ~ ) and known variance o equal to that calculated in part
(b.) Find the posterior distribution of 8{(z1,41),- .-, (Z20,Y20). Use a
normal (0, 1?) prior for .

14.8 For ryegrass that was not infected with endophyte the following data were

observed:
Infestation Rate | Number of Ryegrass Plants (n) log.(n +1)

T Y

0 16 2.83321
0 23 3.17805
0 2 1.09861
0 16 2.83321
0 6 1.94591
5 8 2.19722
5 6 1.94591
5 1 0.69315
5 2 1.09861
5 5 1.79176
10 5 1.79176
10 0 0.00000
10 6 1.94591
10 2 1.09861
10 2 1.09861
20 1 0.69315
20 0 0.00000
20 0 0.00000
20 1 0.69315
20 0 0.00000

(a) Plot a scatterplot of number of ryegrass plants versus the infestation rate.

(b) The relationship between infestation rate and number of ryegrass plants
is clearly nonlinear. Look at the transformed variable y = log,(n + 1).
Plot y versus z on a scatterplot. Does this appear to be more linear?

(c) Find the least squares line relating y to x.
(d) Find the estimated variance about the least squares line.

(e) Assume that the observed y; are normally distributed with mean oz +
(z; — %) x (3 and variance equal to that calculated in part (b.) Find the
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posterior distribution of 8/(z1, 1), ..., (T20,y20). Use a normal (0, 1%)
prior for 3.

14.9 In the previous two problems we found the posterior distribution of the slope
of y on z, the rate of weevil infestation for endophyte infected and noninfected

ryegrass. Let 3; be the slope for noninfected ryegrass, and let 35 be the slope
for infected ryegrass

(a) Find the posterior distribution of 51 —~ (.
(b) Calculate a 95% credible interval for 3 — 3.
(c) Test the hypothesis

Hgtﬁl-—ﬂgso versus Hliﬁl—-ﬁg)O

at the 10% level of significance.

Computer Exercises

14.1 We will use the Minitab macro BayesLinReg.mac or the equivalent R func-
tion to find the posterior distribution of the slope G given a random sample
(z1,91), -+, (n,yn) from the simple linear regression model

vi=ao+Bxzite,

where the observation errors e; are independent normai(0, o?) random vari-
ables and o2 is known. We will use independent normal(mg, s%) and nor-
mal(mq,, s2,.) priors for the slope 3 and the intercept of the line y = Z
respectively. This parameterization will give independent normal posteriors
where the simple updating rules are "posterior precision equals the prior pre-
cision plus the precision of the least squares estimate” and "posterior mean
equals the weighted sum of prior mean plus the least squares estimate where
the weights are the proportions of the precisions to the posterior precision.
The following eight observations come from a simple linear regression model
where the variance o = 12 is known.

2] 11 9 9 9 o 12 11 9

y’-21.6 -16.2 -195 -163 -183 -246 -226 -17.7

14.1 Use BayesLinReg.mac or the equivalent R function to find the posterior
distribution of the slope 3 when we use a normal(0, 32) prior for the
slope. Details for invoking BayesLinReg.mac are given in Appendix C.

(a) Find a 95% Bayesian credible interval for the slope 3.

(b) Test the hypothesis Hy : 8 < —3 vs. Hy : 8 > —3 at the 5% level of
significance.

(c) Find the predictive distribution of yg which will be observed at zg = 10.
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(d) Find a 95% credible interval for the prediction.

14.2 The following 10 observations come from a simple linear regression model
where the variance o2 = 32 is known.
x ‘ 30 30 29 21 37 28 26 138 32 21

y!22.4 163 162 306 121 179 255 98 205 298

(a) Use BayesLinReg.mac or the equivalent R function to find the posterior
distribution of the slope 3 when we use a normal(0, 3%) prior for the
slope.

(b) Find a 95% Bayesian credible interval for the slope 5.

(c) Test the hypothesis Hy : 3 > 1 vs. Hy : 8 < 1 at the 5% level of
significance.

(d) Find the predictive distribution of y1; which will be observedat z;; = 36.
(e) Find a 95% credible interval for the prediction.
14.3 The following 10 observations come from a simple linear regression model

where the variance 02 = 32 is known.
T 1 22 31 21 23 19 26 27 16 28 21

y124.2 254 239 228 226 297 248 223 282 307

(a) Use BayesLinReg.mac or the equivalent R function to find the posterior
distribution of the slope  when we use a normal(0, 3%) prior for the
slope and a normal(25, 3%) prior for the intercept az.

(b) Find a 95% Bayesian credible interval for the slope 3.

(c) Test the hypothesis Hy : 8 > 1 vs. H; : 3 < 1 at the 5% level of
significance.

(d) Find the predictive distribution of y;; which will be observedat z1; = 25.
(e) Find a 95% credible interval for the prediction.
14.4 The following 8 observations come from a simple linear regression model

where the variance o2 = 22 is known.
c| 54 47 44 47 55 50 52 48

y| 17 45 46 89 09 14 52 64

(a) Use BayesLinReg.mac or the equivalent R function to find the posterior
distribution of the slope 8 when we use a normal(0, 32) prior for the
slope 3 and a normal(4,22) prior for the intercept az.

(b) Find a 95% Bayesian credible interval for the slope 3.

(c) Test the hypothesis Hy : 3 > 1 vs. H; : 8 < 1 at the 5% level of
significance.

(d) Find the predictive distribution of yg which will be observed at g = 51.
(e) Find a 95% credible interval for the prediction.
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15

Bayesian Inference for
Standard Deviation

When dealing with any distribution, the parameter giving its location is the most
important, with the parameter giving the spread of secondary importance. For the
normal distribution, these are the mean and the standard deviation (or its square, the
variance), respectively. Usually we will be doing inference on the unknown mean,
with the standard deviation and hence the variance either assumed known, or treated
as a nuisance parameter. In Chapter 11, we looked at making Bayesian inferences
on the mean, where the observations came from a normal distribution with known
variance. We also saw that when the variance was unknown, inferences about the
mean could be adjusted by using the sample estimate of the variance in its place
and taking critical values from the Student’s ¢ distribution. The resulting inferences
would be equivalent to the results we would have obtained if the unknown variance
was a nuisance parameter and was integrated out of the joint posterior.

However, sometimes we want to do inferences on the standard deviation of the
normal distribution. In this case, we reverse the roles of the parameters. We will
assume that the mean is known, or else we treat it as the nuisance parameter and
make the necessary adjustments to the inference. We will use Bayes’ theorem on the
variance. However, the variance is in squared units, and it is hard to visualize our
belief about it. So for graphical presentation, we will make the transformation to the
corresponding prior and posterior density for the standard deviation.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright (©2007 John Wiley & Sons, Inc.
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15.1 BAYES’' THEOREM FOR NORMAL VARIANCE WITH A
CONTINUOUS PRIOR

We have a random sample y1, .- ., Y, from a normal(y, 0?) distribution where the
mean 4 is assumed known, but the variance o2 is unknown. Bayes’ theorem can be
summarized by posterior proportional to prior times likelihood

9(02|y17 R 7y’n.) X g(O.Z) X f(yla . ~7yn|0'2) .

1t is realistic to consider that the variance can have any positive value, so the con-
tinuous prior we use should be defined on all positive values. Since the prior is
continuous, the actual posterior is evaluated by

2 _ 9(02) X f(yla-'-,yn[0'2)
g(o%y1, . oy Yn) = fg(a2) < f(yh--~,yn|02)d02 ’

where the denominator is the integral of the prior x likelihood over its whole range.
This will hold true for any continuous prior density. However, the integration would
have to be done numerically, except for a few special prior densities which we will
investigate later.

(15.1)

The inverse chi-squared distribution. The distribution with shape given by
(2) =
g x ~EFT e

for 0 < z < oo is called the inverse chi-squared distribution with « degrees of

freedom. To make this a probability density function we multiply by the constant

c = m The exact density function of the inverse chi-squared distribution
K

with k degrees of freedom is

1 '
I S~ 15.2
9(z) 25F(n/2)$7+16 ’ (15.2)

for 0 < z < oo. When the shape of the density is given by

S

1
g(I) 0.8 'I,E_—+T€ 2z,

for 0 < £ < oo then we say z has S times an inverse chi-squared distribution with

& degrees of freedom. The constant ¢ = -2—%%2—) is the scale factor that makes this
K

a density. The exact probability density function of S times an inverse chi-squared

distribution with x degrees of freedom! is

S3 1 s
90 = STy < e T (15.3)

IThis is also known as the inverse Gamma(r, S) distribution where r = %
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e
e S T, W Ve S

T T T T T
0 1 2 3 4

Figure 15.1 Inverse chi-squared distribution with for 1, ..., 5 degrees of freedom. As the
degrees of freedom increase, the probability gets more concentrated at smaller values. Note:
S = 1 for all these graphs.

for 0 < z < oo. When U has S times an inverse chi-squared distribution with k
degrees of freedom, then W = S/U has the chi-squared distribution with « degrees
of freedom. This transformation allows us to find probabilities for the inverse chi-
squared random variables using Table B.6, the upper tail area of the chi-squared
distribution.

A random variable X having S times an inverse chi-squared distribution with &
degrees of freedom has mean

provided £ > 2 and variance given by

282

Var(z) = r =5 % (s = 0

provided & > 4. Some inverse chi-squared distributions with § = 1 are shown in
Figure 15.1.

Likelihood of variance for normal random sample The likelihood of the
variance for a single random draw from a normal(y, c?) where p is known is the

density of the observation at the observed value taken as a function of the variance

o2

1
(27)o?

= A

fylo?) =
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We can absorb any part not depending on the parameter o2 into the constant. This
leaves

Fylo?) x (o%)~temmr =)
as the part that determines the shape. The likelihood of the variance for the random
sample y1,...,yn from a normal(p, o%) where p is known is product of the like-
lihoods of the variance for each of the observations. The part that gives the shape
is

n

)2

ORI OB § (GOl
i=1

x (02)—%6—# Yo (wi—n)?

1 55z
(—05)—%6 26% (154)

where SS7 = Y_7_; (y; — p)? is the total sum of squares about the mean. We see that
the likelihood of the variance has the same shape as S.Sy times an inverse chi-squared
distribution with & = n — 2 degrees of freedom.?

15.2 SOME SPECIFIC PRIOR DISTRIBUTIONS AND THE RESULTING
POSTERIORS

Since we are using Bayes’ theorem on the normal variance 02, we will need its prior
distribution. However, the variance is in squared uvnits, not the same units as the
mean. This means that they are not directly comparable so that it is much harder
understand a prior density for o2, The standard deviation o is in the same units as the
mean, so it is much easier to understand. Generally, we will do the calculations to
find the posterior for the variance o2, but we will graph the corresponding posterior
for the standard deviation o since it is more easily understood. For the rest of the
chapter, we will use the subscript on the prior and posterior densities to denote which
parameter o or 02 we are using. The variance is a function of the standard deviation,
so we can use the chain rule from Appendix 1 to get the prior density for o2 that
corresponds to the prior density for . This gives the change of variable formula®
which in this case is given by

1
2y __
952 (0 ) = go‘(g) X % (15.5)

Similarly, if we have the prior density for the variance, we can use the change of
variable formula to find the corresponding prior density for the standard deviation

9o(0) = g,2(0°) x 20. (15.6)

ZWhen the mean is not known but considered a nuisance parameter, use the marginal likelihood for o2
which has same shape as SSy times an inverse chi-squared distribution with £ = n — 3 degrees of
freedom where SSy, = Y (y — §)%.

3In general, when gg(8) is the prior density for parameter 6 and if 1(8) is a one-to-one function of 4, then
1 is another possible parameter. The prior density of 9 is given by g (¥) = ga (8(9)) X 5‘34
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Positive Uniform Prior Density for Variance

Suppose we decide that we consider all positive values of the variance o2 to be
equally likely and don’t wish to favor any particular value over another. We give all
positive values of o2 equal prior weight. This gives the positive uniform prior density
for the variance
go2(0?) =1 for o2 >0.

This is an improper prior since it’s integral over the whole range would be oo,
however that will not cause a problem here. The corresponding prior density for the
standard deviation would be g, (o) = 20 is also clearly improper. (Giving equal
prior weight to all values of the variance gives more weight to larger values of the
standard deviation.) The shape of the posterior will be given by

88
2 1 -
9o2 (01, yn) x 12X GFe ot
1 -3z
x (—0—2—)—%—6 204,
which we recognize to be SSpx an inverse chi-squared distribution with n — 2
degrees of freedom.

Positive Uniform Prior Density for Standard Deviation

Suppose we decide that we consider all positive values of the standard deviation o
to be equally likely and don’t wish to favor any particular value over another. We
give all positive values all equal prior weight. This gives the positive uniform prior
density for the standard deviation

go(o) =1 for o>0.

This prior is clearly an improper prior since when we integrate it over the whole range
we get oo, however that will not cause trouble in this case. Using Equation 15.5 we
find the corresponding prior for the variance is
1
2
0°)=1x —.
o2 ( ) %
(We see that giving equal prior weight to all values of the standard deviation gives
more weight to smaller values of the variance.) The posterior will be proportional to
the prior times likelihood. We can absorb the part not containing the parameter into
the constant. The shape of the posterior will be given by

2 1 1 —3F
go2 (%Y1, Yn) x5 X ——,r(az)ie %o

88
x %re— = .
(e2) 2T
We recognize this to be SS1 x an inverse chi-squared distribution with n — 1 degrees
of freedom.
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Jeffreys’ Prior Density

If we think of a parameter as an index of all the possible densities we are considering,
any continuous function of the parameter will give an equally valid index. Jeffreys’
wanted to find a prior that would be invariant for a continuous transformation of the
parameter.* In the case of the normal(y, 0%) distribution where y is known, Jeffreys’
rule gives

1
go2(0?) p for 02 >0.

This prior is also improper, but again in the single sample case this will not cause any
problem. (Note that the corresponding prior for the standard deviation is g, (o)
o~1.) The shape of the posterior will be given by

. 1 1 _ss
o2 (0%ly1, .. Un) }—QX(oz)%e Py
1 _ 88

which we recognize to be SSrx an inverse chi-squared with n degrees of freedom.

Inverse Chi-squared Prior

Suppose we decide to use S times an inverse chi-squared with x degrees of freedom
as the prior for o2. In this case the shape of the prior is given by

1 .S
962(0'2) X WC 202

for 0 < 02 < oo. Note the shape of the corresponding prior density for o found
using the change of variable formula would be
1 -
go(0) x Z;‘z)—n_j:;:;e =2

for 0 < 0? < oo. The prior densities for o corresponding to inverse chi-squared
prior with § = 1 for variance o2 for k = 1,2, 3,4, and 5 degrees of freedom are
shown in Figure 15.2. We see that as the degrees of freedom increase, the probability
gets more concentrated at smaller values of o. This suggests that to allow for the
possibility of a large standard deviation, we should use low degrees of freedom when
using an inverse chi-squared prior for the variance. The posterior density for o2 will
have shape given by

9 __s 1 _ 887
ga.z(O' !yl,... ,yn) X -‘——2—%?6 2027 X _-—2—*%—'8 20
(o?) (a2)

4Jeffreys’ invariant prior for parameter  is given by g(6) « +/I(8}y) where I(8|y) is known as Fisher’s
2
information and is given by I(8ly) = —E (Q—‘"ggéy—'@) .
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T T T
0 1 2

Figure 15.2 Prior for standard deviation o corresponding to inverse chi square prior for
variance o> where § = 1.

1 S+8S
T T 2s .

which we recognize as S’ times an inverse chi-squared distribution with «’ degrees
of freedom, where S’ = S 4SSt and k' = k + n. So when observations come from
normal(u, 0?) with known mean u, the conjugate family is the S times an inverse
chi-squared distribution and the simple updating rule is "add total sum of squares
about known mean to constant S" and "add sample size to degrees of freedom."

The corresponding priors for the standard deviation and the variance are shown
in Table 15.1. All these priors will yield S’ times an inverse chi-squared with «'
posteriors.>

Choosing an inverse chi-squared prior. Frequently, our prior belief about o
is fairly vague. Before we look at the data, we believe that we decide on a value ¢
such that we believe ¢ < ¢ and o > ¢ are equally likely. This means that ¢ is our
prior median.

We want to choose Sx an inverse chi-squared distribution with x degrees of
freedom that fits our prior median. Since we have only vague prior knowledge about
o, we would like the prior to have as much spread as possible, given that it has the
prior median. W = (-7% has a chi-squared distribution with x degrees of freedom.

50 = Plo>¢)

5The positive uniform prior for st. dev., the positive uniform prior for the variance, and the Jeffreys’ prior
have the form of an inverse chi-squared with S = 0 and x = —1, —2, and 0, respectively. They can be
considered limiting cases of the S times an inverse chi-squared family as S — 0.



304 BAYESIAN INFERENCE FOR STANDARD DEVIATION

Table 15.1 Corresponding priors for standard deviation and variance, and S and ' for the
resulting inverse chi-squared posterior

Prior golo) go2{0?) S’ K
Pos. unif. for var. o 1 SSt n-—2
Pos. unif. for st. dev. 1 1 S8t n—1
Jeffreys’ 1 s ;12‘ . SSr n

; - 1 57 | 1 7
Sx inv. chi-sq x df Wa p Gr e T | §4 887 n-f—nJ

Figure 15.3 Inverse chi-squared prior densities having same prior medians, for K =

1,..., 5 degrees of freedom.
2 2
o c
= Pl —=>—
(S 3)

P (W < g) ,

where W has the chi-squared distribution with 1 degree of freedom. We look in
Table B.6 to find the 50% point for the chi-squared distribution with & degree of
freedom and solve the resulting equation for S. Figure 15.3 shows the prior densities
having the same median for x = 1,...,5 degrees of freedom. We see that the prior
with £ = 1 degree of freedom has more weight on the lower tail. The upper tail
is hard to tell as all are squeezed towards 0. We take logarithms of the densities to
spread out the upper tail. These are shown in Figure 15.4, and clearly the prior with
k = 1 degrees of freedom shows the most weight in both tails. Thus, the inverse
chi-squared prior with 1 degree of freedom matching the prior median has maximum
spread out of all other inverse chi-squared priors that also match the prior median.
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Figure 15.4 Logarithms of Inverse chi-squared prior densities having same prior medians,
fork = 1,...,5 degrees of freedom.

Example 27 Aroha, Bernardo, and Carlos are three statisticians employed at a dairy
factory who want to do inference on the standard deviation of the content weights
of "1 kg" packages of dried milk powder coming off the production line. The three
employees consider that the weights of the packages will be normal(u, 0%) where p
is known to be at the target which is 1015 grams. Aroha decides that she will use
the positive uniform prior for the standard deviation, g(o) = 1 for ¢ > 0. Bernardo
decides he will use Jeffreys’ prior g{(c) x % Carlos decides that his prior belief about
the standard deviation distribution is that its median equals 5. He looks in Table B.6
and finds that the 50% point for the chi-squared distribution with 1 degree of freedom
equals 4549, and he calculates S = 4549 x 52 = 11.37. Therefore his prior for
o2 will be 11.37 times an inverse chi-squared distribution with 1 degree of freedom.
He converts this to the equivalent prior density for o using the change of variable
formula. The shapes of the three prior densities for o are shown in Figure 15.5. We
see that Aroha’s prior does not go down as o increases, and that both Bernardo's and
Carlos’ prior only goes down very slowly as o increase. This means that all three
priors will be satisfactory if the data shows much more variation than was expected.
We also see that Bernardo’s prior increases towards infinity as o goes to zero. This
means his prior gives a great deal of weight to very small values.5 Carlos’ prior
does not give much weight to small values, but this doesn’t cause a problem, since
overestimating the variance is more conservative than underestimating it. They take

5The prior g(f) o 6~ is improper two ways. lts limit of its integral from a to 1 as a approaches 0
is infinite. This can cause problems in more complicated models where posterior may also be improper
because the data can’t force the corresponding integral for the posterior to be finite. However, it will not
cause any problem in this particular case. The limit of the integral from 1 to b of Bernardo’s prior as
b increases without bounds is also infinite. However, this will not cause any problems, as the data can
always force the corresponding integral for the posterior to be finite.
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! —— Aroha's prior
! -~-- Bernarda's prior
------ Carlos' prior

~—

Figure 15.5 the shapes of Aroha’s, Bernardo’s, and Carlos’ prior distributions for the
standard deviation o.

a random sample of size 10 and measure the content weights in grams. They are:

1011 1009 1019 1012 1011 1016 1018 1021 1016 1012
The calculations for SSt are

Value  Subtract mean Squared

1011 -4 16
1009 -6 36
1019 4 16
1012 -3 9
1011 -4 16
1016 1 1
1018 3 9
1021 6 36
1016 1 1
1012 -3 9
SSt 149

Each employee has S'x an inverse chi-squared with &' degrees of freedom for
the posterior distribution for the variance. Aroha’s posterior will be 149 x an
inverse chi-squared with 9 degrees of freedom, Bernardo’s posterior will be 149
X an inverse chi-squared with 10 degrees of freedom, and Carlos’ posterior will be
11.37+149=160.37 x an inverse chi-squared with 10+1=11 degrees of freedom. The
corresponding posterior densities for the variance o and the standard deviation o



307

SOME SPECIFIC PRIOR DISTRIBUTIONS AND THE RESULTING POSTERIORS

A —— Aroha's posterior
--- Bernardo's posterior

74 ~\\“\
Carlos' posterior

|
50

0
Figure 15.6 Aroha’s, Bernardo’s, and Carlos’ posterior distributions for variance o2

N —— Aroha's posterior
--- Bernardo's posterior

Carlos' posterior

0
Figure 15.7 Aroha’s, Bernardo’s, and Carlos’ posterior distributions for standard deviation

o.
are shown in Figure 15.6 and Figure 15.7, respectively. We see that Aroha’s posterior
has a somewhat longer upper tail than the others since her prior gave more weight

for large values of o.
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15.3 BAYESIAN INFERENCE FOR NORMAL STANDARD DEVIATION

The posterior distribution summarizes our belief about the parameter taking into
account our prior belief and the observed data. We have seen in the previous section,
that the posterior distribution of the variance g(o2|y1,...,yn) is S’'X an inverse
chi-squared with k' degrees of freedom.

Bayesian Estimators for o

Sometimes we want an estimator about the parameter which summarizes the posterior
distribution into a single number. We will base our Bayesian estimators for o on
measures of location from the posterior distribution of the variance o2. Calculate the
measure of location from the posterior distribution of the variance g(c?|y1,...,yn)
and then take the square root for our estimator of the standard deviation o. Three
possible measures of location are the posterior mean, posterior mode, and posterior
median.

Posterior mean of variance o?. The posterior mean is found by taking the
expectation E(c2g(02lyy, ..., yn). Lee (1989) shows that when 5’ > 2 the posterior
mean is given by
Sl
m = .
K —2

The first possible Bayesian estimator for the standard deviation would be its square
root,

6’:

K -2

Posterior mode of variance o%. The posterior distribution of the variance o2
is given by S’ xan inverse chi-squared distribution with k' degrees of freedom. The
posterior mode is found by setting the derivative of g(a2|y1, ..., ¥, ) equal to 0, and
solving the resulting equation. It is given by

i
mode =

& +2°

The second possible Bayesian estimator for the standard deviation would be its square

root,
. \/—S-’
TV T2

Posterior median of variance o2?. The posterior median is the value that has
50% of the posterior distribution below it, and 50% above it. It is the solution of

median
/ Q(U2ly1,~--ayn)d‘72 =.5
0
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Table 15.2 Posterior estimates of the standard deviation o

Person Posterior Parameters Estimator Found using Posterior
S’ K Mode Mean Median
Aroha 149 9 3.680 4.614 4.226
Bernardo 149 10 3.524 4.316 3.994
Carlos 160.37 11 3.512 4221 3.938

which can be found numerically. The third possible Bayesian estimator for the
standard deviation would be its square root

Example 27 (continued) The three employees decide to find their estimates of the
standard deviation . They are shown in Table 15.2. Since the posterior density of
the standard deviation can seen to be positively skewed with a somewhat heavy right
tail, the estimates found using the posterior mean would be the best, followed by the
estimates found using the posterior median. The estimates found using the posterior
mode would tend to underestimate the standard deviation.

Bayesian Credible Interval for o

The posterior distribution of the variance o2 given the sample data is S’ an inverse
chi-squared with k' degrees of freedom. Thus W = S§’/0? has the chi-squared
distribution with &’ degrees of freedom. We set up a probability statement about W,
and invert it to find the credible interval for 2. Let u be the chi-squared value with
#’ degrees of freedom having upper tail area 1 — § and let [ be the chi-squared value

having upper tail area §. These values are found in Table B.6.
4
P (u < 5-2- < l)
o
’ 7
P (i <ol < §—>
l U

We take the square roots of the terms inside the brackets to convert this to a credible
interval for the standard deviation o

p(,/&m/i):l_a. 15
l u

Example 27 (continued) Each of the three employees has S’ % a inverse chi-squared
distribution with k' degrees of freedom. They calculate their 95% credible intervals

l~-c,

i

1—-a.
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Table 15.3 Credible intervals for the standard deviation o

Person Posterior Parameters 95% Credible Interval
| S’ K Lower Limit Upper Limit
Aroha 149 9 2.80 7.43
Bernardo 149 10 2.70 6.77
Carlos 160.37 11 2.70 6.48

Sfor o and put them in Table 15.3. We see that Aroha’s credible interval is shifted
slightly upwards and has a somewhat larger upper value than the others, which makes
sense since her posterior distribution has a longer upper tail as seen in Figure 15.7.

Testing a One-Sided Hypothesis about o

Usually we want to determine whether or not the standard deviation is less than or
equal to some value. We can set this up as a one-sided hypothesis test about o,

Hy:0 <09 versus Hy : 0 > 0g.

We will test this by calculating the posterior probability of the null hypothesxs and
comparing this to the level of significance o that we chose. Let W =

P(Hpistrue y1,...,yn) = P(o <aglys,.- Yn)
= P(o®*<odlyr,. - yn)
P(W > W),

where Wy = —2‘ When the null hypothesis is true, W has the chi-squared distribution

with x/ degrees of freedom. This probability can be bounded by values from Table
B.6, or alternatively it can be calculated using Minitab or R.

Example 27 (continued) The three employees want to determine if the standard
deviation is greater than 5.00. They set this up as the one-sided hypothesis test

Hy: 0 <5.00 versus H; : o > 5.00

and choose a level of significance o = .10. They each calculate their posterior
probability of the null hypothesis. The results are in the Table 15.4. None of their
posterior probabilities of the null hypothesis are below o = .10, so each employee
accepts the null hypothesis at that level.

Main Points

o The shape of the S times an inverse chi-squared distribution with x degrees of
freedom is given by
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Table 15.4 Results of Bayesian one-sided hypothesis tests
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Person Posterior P(oc <5|y1y.-+1Un)

Aroha 149 inv. chi-sq. 9 df PW > 1_5429) =.7439 | Accept
Bernardo | 149X inv. chi-sq. 10 df P(W > 32) =8186 | Accept

Carlos | 160.37x inv. chi-sq. 11df | P(W > E‘é‘)ﬁ'@z) =.8443 | Accept

If U has S times an inverse chi-squared distribution with k degrees of freedom,
then W = —5—' has the chi-squared distribution with x degrees of freedom.
Hence inverse chi-squared probabilities can be calculated using the chi-squared
distribution table.

When X is random variable having S times an inverse chi-squared distribution
with x degrees of freedom then then its mean and variance are given by

S 252
E(X)=——5 end V”(X)z(n—z)zxw—‘l)’

provided that k > 2 and x > 4, respectively.

The likelihood of the variance for a random sample from a normal(u, o) when
(4 is known has the shape of S.S7 times an inverse chi-squared distribution with
n — 2 degrees of freedom.

We use Bayes’ theorem on the variance, so we need the prior distribution of
the variance o2,

It is much easier to understand and visualize the prior distribution of the
standard deviation o.

The prior for the standard deviation can be found from the prior for the variance
using the change of variable formula, and vice versa.

Possible priors include

1. Positive uniform prior for variance

2. Positive uniform prior for standard deviation

3. Jeffreys’ prior (same for standard deviation and variance)
4,

S times an inverse chi-squared distribution with k degrees of freedom.
(This is the conjugate family of priors for the variance.) Generally it is
better to choose a conjugate prior with low degrees of freedom.

o Find Bayesian estimators for standard deviation o by calculating a measure
of location such as the mean, median, or mode from the posterior distribution
of the variance o2, and taking the square root. Generally, using the posterior
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mean as the measure of location works best because the posterior distribution
has a heavy tail, and it is more conservative to overestimate the variance.

Bayesian credible intervals for ¢ can be found by converting the posterior
distribution of % (which is S’ times an inverse chi-squared with «’ degrees of
freedom) to the posterior distribution of W = % which is chi-squared with
' degrees of freedom. We can find the upper and lower values for W, and

convert them back to find the lower and upper values for the credible interval
foro.

One-sided hypothesis tests about he standard deviation ¢ can be performed by
calculating the posterior probability of the null hypothesis and comparing it to
the chosen level of significance o

Exercises

15.1 The strength of an item is known to be normally distributed with mean 200

15.2

and unknown variance 2. A random sample of ten items is taken and their
strength measured. The strengths are:

215 186 216 203 221
188 202 192 208 195

(a) What is the equation for the shape of the likelihood function of the
variance 02?

(b) Use a positive uniform prior distribution for the variance 02. Change
the variable from the variance to the standard deviation to find the prior

distribution for the standard deviation o.
(c) Find the posterior distribution of the variance o2

(d) Change the variable from the variance to the standard deviation to find
the posterior distribution of the standard deviation.

(e) Find a 95% Bayesian credible interval for the standard deviation o.
(f) Test Hy : 0 < 8 vs. Hy : 0 > 8 at the 5% level of significance.
The thickness of items produced by a machine is normally distributed with

mean 4 = .001 cm and unknown variance ¢°. A random sample of ten items
are taken and measured. They are:

00110 .00146 .00102 .00066 .00139
00121 .00053 .00144 .00146 .00075

(a) What is the equation for the shape of the likelihood function of the
variance ¢2?
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(b) Use a positive uniform prior distribution for the variance o2. Change
the variable from the variance to the standard deviation to find the prior
distribution for the standard deviation o.

(c) Find the posterior distribution of the variance o2.

(d) Change the variable from the variance to the standard deviation to find
the posterior distribution of the standard deviation.

(e) Find a 95% Bayesian credible interval for the standard deviation o.
(f) Test Hy : 0 < .0003 vs. Hy : 0 > .0003 at the 5% level of significance.
15.3 The moisture level of a dairy product is normally distributed with mean 15%

and unknown variance o2. A random sample of size 10 is taken and the mois-
ture level measured. They are:

15.01 14.95 14.99 14.09 16.63
13.98 15.78 15.07 15.64 16.98

(a) What is the equation for the shape of the likelihood function of the
variance %?

(b) Use Jeffreys’ prior distribution for the variance o%. Change the variable
from the variance to the standard deviation to find the prior distribution
for the standard deviation o.

(¢) Find the posterior distribution of the variance o2.

(d) Change the variable from the variance to the standard deviation to find
the posterior distribution of the standard deviation.

(e) Find a 95% Bayesian credible interval for the standard deviation 0.
(f) Test Hy : 0 < 1.0 vs. Hy : ¢ > 1.0 at the 5% level of significance.
15.4 The level of saturated fats in a brand of cooking oil is normally distributed with

mean i = 15% and unknown variance o2. The percentages of saturated fat in
arandom sample of ten bottles of the cooking oil are:

13.65 14.31 14.73 13.88 14.66
15.53 15.36 15.16 15.76 18.55

(a) What is the equation for the shape of the likelihood function of the
variance ¢2?

(b) Use Jeffreys’ prior distribution for the variance 2. Change the variable
from the variance to the standard deviation to find the prior distribution
for the standard deviation .

(¢) Find the posterior distribution of the variance o2.

(d) Change the variable from the variance to the standard deviation to find
the posterior distribution of the standard deviation.
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(e) Find a 95% Bayesian credible interval for the standard deviation o.
() Test Hy: o < .05 vs. Hy : 0 > .05 at the 5% level of significance.

15.5 Let a random sample of 5 observations from a normal(p,o?) distribution

(where it is known that the mean p = 25) be

2605 2939 2358 2395 2338

(a) What is the equation for the shape of the likelihood function of the
variance ¢2?

(b) We believe (before looking at the data) that the standard deviation is as
likely to be above 4 as it is to be below 4. (Our prior belief is that the
distribution of the standard deviation has median 4.) Find the inverse
chi-squared prior with 1 degree of freedom that fits our prior belief about
the median.

(c) Change the variable from the variance to the standard deviation to find
the prior distribution for the standard deviation o.

(d) Find the posterior distribution of the variance o2.

(e) Change the variable from the variance to the standard deviation to find
the posterior distribution of the standard deviation.

(f) Find a 95% Bayesian credible interval for the standard deviation o.
(g) Test Hy: 0 < 5vs. Hy: 0 > 5 atthe 5% level of significance.

15.6 The weight of milk powder in a "1 kg" package is normal(y, 02) distribution

(where it is known that the mean p = 1015 g.) Let a random sample of 10
packages be taken and weighed. The weights are

1019 1023 1014 1027 1017 1031 1004 1018 1004 1025

(a) What is the equation for the shape of the likelihood function of the
variance 02?7

(b) We believe (before looking at the data) that the standard deviation is as
likely to be above 5 as it is to be below 5. (Our prior belief is that the
distribution of the standard deviation has median 5.) Find the inverse
chi-squared prior with 1 degree of freedom that fits our prior belief about
the median.

(¢) Change the variable from the variance to the standard deviation to find
the prior distribution for the standard deviation 0.

(d) Find the posterior distribution of the variance o2

(e) Change the variable from the variance to the standard deviation to find
the posterior distribution of the standard deviation.

(f) Find a 95% Bayesian credible interval for the standard deviation o.
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(g) If there is evidence that the standard deviation is greater than 8, then the
machine will be stopped and adjusted. Test Hy : 0 < 8vs. Hi : 0 > 8
at the 5% level of significance. Is there evidence that the packaging
machine needs to be adjusted?

Computer Exercises

15.1

152

153

We will use the Minitab macro NVarICP.mac or the equivalent R function to
find the posterior distribution of the standard deviation ¢ when we have a
random sample of size n from a normal{u, 0*) distribution and the mean u is
known. We have Sx an inverse chi-squared(x) prior for the variance 0. This
is the conjugate family for normal observations with known mean. Starting
with one member of the family as the prior distribution, we will get another
member of the family as the posterior distribution. The simple updating rules
are

$'=8+8Sr and k' =k+n,

where SST = 3 (y; — u)2. Suppose we have five observations from a nor-
mal(u, o) distribution where g = 200 is known. They are:

206.4 197.4 212.7 208.5 203.4

(a) Suppose we start with a positive uniform prior for the standard deviation
0. What value of Sx an inverse chi-squared (k) will we use?

(b) Find the posterior using the Minitab macro NVarICP.mac or the equivalent
R function.

(c) Find the posterior mean and median.
(d) Find a 95% Bayesian credible interval for o.

Suppose we start with a Jeffreys’ prior for the standard deviation 0. What
value of Sx an inverse chi-squared(x) will we use?

(a) Find the posterior using the Minitab macro NVarICP.mac or the equivalent
R function.
(b) Find the posterior mean and median.
(c) Find a 95% Bayesian credible interval for o.
Suppose our prior belief is ¢ is just as likely to be below 8 as it is to be above
8. (Our prior distribution g(c) has median 8.) Determine an Sx an inverse

chi-squared(x) that matches our prior median where we use k = 1 degree of
freedom.

(a) Find the posterior using the Minitab macro NVarICP.mac or the equivalent
R function.
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(b) Find the posterior mean and median.

(c) Find a 95% Bayesian credible interval for o.

15.4 Suppose we take five additional observations from the normal(u, o2) distribu-
tion where p = 200 is known. They are:

2117 205.4 206.0 206.5 201.7

(a) Use the posterior from Exercise 15.3 as the prior for the new observa-
tions and find the posterior using the Minitab macro NVarICP.mac or the
equivalent R function.

(b) Find the posterior mean and median.
(c) Find a 95% Bayesian credible interval for o.

15.5 Suppose we take the entire sample of ten normal(u,c?) observations as a
single sample. We will start with the original prior we found in Exercise 15.3.

(a) Find the posterior using the Minitab macro NVarICP.mac or the equivalent
R function.
(b) What do you notice from the Exercises 15.3-15.5?

(c) Test the hypothesis Hy : ¢ < 5vs. H; : 0 > 5 at the 5% level of
significance.
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Robust Bayesian Methods

Many statisticians hesitate to use Bayesian methods because they are reluctant to
let their prior belief into their inferences. In almost all cases they have some prior
knowledge, but they may not wish to formalize it into a prior distribution. They know
that some values are more likely than others, and some are not realistically possible.
Scientists are studying and measuring something they have observed. They know the
scale of possible measurements. We saw in previous chapters that all priors that have
reasonable probability over the range of possible values will give similar, although
not identical, posteriors. And we saw that Bayes’ theorem using the prior information
will give better inferences than frequentist ones that ignore prior information, even
when judged by frequentist criteria. The scientist would be better off if he formed a
prior from his prior knowledge and used Bayesian methods.

However, it is possible that a scientist could have a strong prior belief, yet that
belief could be incorrect. When the data are taken, the likelihood is found to be
very different from that expected from the prior. The posterior would be strongly
influenced by the prior. Most scientists would be very reluctant to use that posterior.
If there is a strong disagreement between the prior and the likelihood, the scientist
would want to go with the likelihood, since it came from the data.

In this chapter we look at how we can make Bayesian inference more robust
against a poorly specified prior. We find that using a mixture of conjugate priors
enables us to do this. We allow a small prior probability that our prior is misspecified.
If the likelihood is very different from what would be expected under the prior, the
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posterior probability of misspecification is large, and our posterior distribution will
depend mostly on the likelihood.

16.1 EFFECT OF MISSPECIFIED PRIOR

One of the main advantages of Bayesian methods is that it uses your prior knowledge,
along with the information from the sample. Bayes’ theorem combines both prior
and sample information into the posterior. Frequentist methods only use sample
information. Thus Bayesian methods usually perform better than frequentist ones
because they are using more information. The prior should have relatively high
values over the whole range where the likelihood is substantial.

However, sometimes this does not happen. A scientist could have a strong prior
belief, yet it could be wrong. Perhaps he (wrongly) bases his prior on some past data
that arose from different conditions than the present data set. If a strongly specified
prior is incorrect, it has a substantial effect on the posterior. This is shown in the
following two examples.

Example 28 Archie is going to conduct a survey about how many Hamilton voters
say they will attend a casino if it is built in town. He decides to base his prior on
the opinions of his friends. Out of the 25 friends he asks, 15 say they will attend
the casino. So he decides on a beta(a,b) prior that matches those opinions. The
prior mean is .6, and the equivalent samples size is 25. Thus a + b+ 1 = 25 and
735 = 6. Thusa = 14.4 and b = 9.6. Then he takes a random sample of 100
Hamilton voters and finds that 25 say they will attend the casino. His posterior
distribution is beta(39.4, 84.60). Archie’s prior, the likelihood, and his posterior are
shown in Figure 16.1. We see that the prior and the likelihood do not overlap very
much. The posterior is in between. It gives high posterior probability to values that
aren’t supported strongly by the data (likelihood) and aren’t strongly supported by
prior either. This is not satisfactory.

Example 29 Andrea is going to take a sample of measurements of dissolved oxygen
level from a lake during the summer. Assume that the dissolved oxygen level is
approximately normal with mean 1 and known variance 0% = 1. She had previously
done a similar experiment from the river that flowed into the lake. She considered that
she had a pretty good idea of what to expect. She decided to use a normal(8.5, .7%)
prior for i, which was similar to her river survey results. She takes a random
sample of size 5 and the sample mean is 5.45. The parameters of the posterior
distribution are found using the simple updating rules for normal. The posterior is
normal(6.334,.37692). The prior, likelihood, and posterior are shown in 2. The
posterior density is between the prior and likelihood, and gives high probability to
values that aren’t supported strongly either by the data or by the prior, which is a very
unsatisfactory result. Figure 16.2 shows Andrea’s prior, likelihood, and posterior.
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Figure 16.1 Archie’s prior, likelihood, and posterior.

These two examples show how an incorrect prior can arise. Both Archie and Andrea
based their priors on past data, each judged to arise from a situation similar the one to
be analyzed. They were both wrong. In Archie’s case he considered his friends to be
representative of the population. However, they were all similar in age and outlook
to him. They do not constitute a good data set to base a prior on. Andrea considered
that her previous data from the river survey would be similar to data from the lake.
She neglected the effect of water movement on dissolved oxygen. She is basing her
prior on data obtained from an experiment under different conditions than the one
she is now undertaking.

16.2 BAYES’ THEOREM WITH MIXTURE PRIORS

Suppose our prior density is go(6) and it is quite precise, because we have substantial
prior knowledge. However, we want to protect ourselves from the possibility that we
misspecified the prior by using prior knowledge that is incorrect. We don’t consider
it likely, but concede that it is possible that we failed to see the reason why our prior
knowledge will not applicable to the new data. If our prior is misspecified, we don’t
really have much of an idea what values 6 should take. In that case the prior for 8 is
91(9), which is either a very vague conjugate prior or a flat prior. Let go(6ly1, -, Yn)
be the posterior distribution of 8 given the observations when we start with go(8) as
the prior. Similarly, we let g1(6]y;,- - -, Y») be the posterior distribution of 8, given
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Figure 16.2 Andrea’s prior, likelihood, and posterior.

the observations when we start with g, (8) as the prior:

gi(Bly1, -+ yn) x gi(0) f(y1,- -+, ynlf) .

These are found using the simple updating rules, since we are using priors that are
either from the conjugate family or are flat.

The Mixture Prior

We introduce a new parameter, 7, that takes two possible values. If i = 0, then §
comes from go(6). However, if 1 = 1, then 8 comes from g1(6). The conditional
prior probability of 8 given ¢ is

o ={ 25 & 120

We let the prior probability distribution of I be P(I = 0) = pg, where pg is some
high value like .9, .95, or .99, because we think our prior go(6) is correct. The prior
probability that our prior is misspecified is p; = 1 — pg. The joint prior distribution
of and I is

9(6,9) =p; x gi(d) for 1=0,1.

We note that this joint distribution is continuous in the parameter § and discrete in
the parameter /. The marginal prior density of the random variable 8 is found by
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marginalizing (summing I over all possible values) the joint density. It has a mixture
prior distribution since its density

1
9(6) = > _ pigi(6) (16.1)
0
is a mixture of the two prior densities.

The Joint Posterior

The joint posterior distribution of 8, I given the observations y,, ..., yn is propor-
tional to the joint prior times the joint likelihood. This gives

9(8,ilys, - yn) = ¢ x g(8,1) X f(yr,- -, ynlf,3) for i=0,1

for some constant c. But the sample only depends on 4, not on ¢, so the joint posterior

9(0,ilyr, -y yn) = expigi(B)f(y1, -, ynld) for i=0,1
= Cxpihi(e»yl»"',yn) for i:O,l,

where h;(6, Y1, Yn) = 9i(6)f (Y1, . . ., Yn|B) is the joint distribution of the param-
eter and the data, when g,(8) is the correct prior. The marginal posterior probability
P(I =ijy1,---,yn) is found by integrating 6 out of the joint posterior:

P =iy, yn) = /g<e,i|y1,~--,yn)d0

= cxpi/hi(eyyla"'vyn)de
= Cxpifi(ylv"'ayn)

fori = 0,1, where f;(y1, ..., ynr) is the marginal probability (or probability density)
of the data when g;(8) is the correct prior. The posterior probabilities sum to 1, and
the constant ¢ cancels, so

. pzfz(ylyyyn)
P(I=1ilyi,...,yn) = .
S io Pifi(yis Yn)

These can be easily evaluated.

The Mixture Posterior

We find the marginal posterior of # by summing all possible values of ¢ out of the
joint posterior:

—

9(Blyss -+ un) = D _ 9(8,ilyr, -+, yn) -
=0
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Figure 16.3 Ben’s mixture prior and components.

But there is another way the joint posterior can be rearranged from conditional
probabilities:

9(9,i’y1,"',yn) 29(9”,1}17'“,%) X P(I———ilyl,---,yn),

where g(0l4,y1,...,¥n) = 9i(Bly1,...,yn) is the posterior distribution when we
started with g;(9) as the prior. Thus the marginal posterior of 6 is

1

g(0lyr, -+ yn) = D giBlyr, -+, yn) X P(I =ifys, -+, yn). (16.2)
=0

This is the mixture of the two posteriors, where the weights are the posterior proba-
bilities of the two values of ¢ given the data.

Example 28 (continued) One of Archie’s friends, Ben, decided that he would re-
analyze Archie’s data with a mixture prior. He let gy be the same beta(14.4,9.6)
prior that Archie used. He let g1 be the (uniform) beta(1,1) prior. He let the prior
probability po = .95. Ben’s mixture prior and its components are shown in Figure
16.3. His mixture prior is quite similar to Archie’s. However, it has heavier weight
in the tails. This gives makes his prior robust against prior misspecification. In
this case, hi(w,y) is a product of a beta times a binomial. Of course, we are only
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interested iny = 25, the value that occurred:

I'(24) 13.4 8.6 100! 25 75
h()(ﬂ',’y=25) = mﬂ (1—7T) X m ™ (1—71')
_ I'(24) 100! 38.4 83.6
= TA4.4T(0.6) © (25!75!) xm (1= m)
and
100!
h](ﬂ',y = 25) = 7T0(1 - 7[')0 x (5‘5—"7—5—'> 7?25(1 - 7T)75

100!
- (25!75!) A =mT

We recognize each of these as a constant times a beta distribution. So integrating
them with respect to T gives

! (24 100! !
/O fro(m,y = 25)drm - = r(14.z(1)r)(9.6) % (25!75!) X/O w1 =) d
_ T'(24) ( 100! ) T'(39.4)T(84.6)
T(I4.4T(9.6) « \ 251751 T(124)

and

/lh( =25)dr = 100! x/lw%(l—)75dﬂ
, Y= SAn = o5yl o T

/1001 \ _ D(26)T(76)
= (25!75!>X r02)

Remember that T'(a) = (a — 1) x T'(a — 1) and if a is an integer, T'(a) = (a — 1)!.
The second integral is easily evaluated and gives

1
fily =25) = / hi(m,y = 25)dn = L 9.90009 x 10-3.
o 101

We can evaluate the first integral numerically:
1
foly =25) = / ho(m,y = 25)dm = 2.484 x 107*.
0

So the posterior probabilities are P(I = 0|25) = 0.323 and P(I = 1|25) = 0.677.
The posterior distribution is the mixture g(w|25) = .323x go(m{25)+.677 x g1(|25),
where go(7ly) and g1(wl|y) are the conjugate posterior distributions found using go
and gy as the respective priors. Ben’s mixture posterior distribution and its two
components is shown in Figure 16.4. Ben’s prior and posterior, together with the
likelihood is shown in Figure 16.5. When the prior and likelihood disagree, we should
go with the likelihood because it is from the data. Superficially, Ben’s prior looks



324 ROBUST BAYESIAN METHODS

O = N W O OO N 0O © O

1 ! T I t | : T 1 1 1
00 01 02 03 04 05 06 07 08 09 1.0

Figure 16.4 Ben’s mixture posterior and its two components.

very similar to Archie’s prior. However, it has a heavier tail allowed by the mixture,
and this has allowed his posterior to be very close to the likelihood. We see that this
is much more satisfactory than Archie’s analysis shown in Figure 16.1.

Example 29 (continued) Andrea’s friend Caitlin looked at Figure 16.2 and told
her it was not satisfactory. The values given high posterior probability were not
supported strongly either by the data or by the prior. She considered it likely that the
prior was misspecified. She said to protect against that, she would do the analysis
using a mixture of normal priors. go(8) was the same as Andrea’s, normal(8.5,.7%),
and g1(0) would be normal (8.5, (4 x .7)2, which has the same mean as Andrea’s
prior, but with the standard deviation 4 times as large. She allows prior probability
.05 that Andrea’s prior was misspecified. Caitlin’s mixture prior and its components
are shown in Figure 16.6. We see that her mixture prior appears very similar to
Andrea’s except there is more weight in the tail regions. Caitlin’s posterior go(0|7) is
normal(6.334, .37692), the same as for Andrea. Caitlin’s posterior when the original
prior was misspecified g1(0|g) is normal(5.526, .4416%) where the parameters are
found by the simple updating rules for the normal. In the normal case

h‘z(p’v Y1, yn) X gz(u’) X f(:'ﬂ#)
e_?:f(“"mi)z y e——z—;}/—n(g—u)z 7

where m; and s? are the mean and variance of the prior distribution g;(u). The

integral [ hi(p,y1, -, yn) du gives the unconditional probability of the sample,

when g; is the correct prior. We multiply out the two terms and then rearrange all the
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Figure 16.5 Ben’s mixture prior, likelihood, and mixture posterior.

terms containing i, which is normal and integrates. The terms that are left simplify
to

filg) = /hi(ﬂ,g)dﬂ
= 1

1 I N2
— s (F—mi)
% e 2(sl+a2/n) * ,

Vs +o%/n

which we recognize as a normal density with mean m,; and variance % + s?. In this
example, mg = 8.5,83 = .7%,m; = 85,51 = (4 x 7)), 02 =1, andn = 5. The
data are summarized by the value § = 5.45 that occurred in the sample. Plugging in
these values we get P(I = 0| = 5.45) = .12 and P(I = 1|§ = 5.45) = .88. Thus
Caitlin’s posterior is the mixture .12 x go(ulg) + .88 x g1(ulg). Caitlin’s mixture
posterior and its components are given in Figure 16.7. Caitlin’s prior, likelihood, and
posterior are shown in Figure 16.8. Comparing this with Andrea’s analysis shown in
Figure 16.2, we see that using mixtures has given her a posterior that is much closer
to the likelihood than the one obtained with the original misspecified prior. This is a
much more satisfactory resulr.

Summary

Our prior represents our prior belief about the parameter before looking at the data
from this experiment. We should be getting our prior from past data from similar
experiments. However, if we think an experiment is similar, but it is not, our prior
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Figure 16.6 Caitlin’s mixture prior and its components.

can be quite misspecified. We may think we know a lot about the parameter, but
what we think is wrong. That makes the prior quite precise, but wrong. It will be
quite a distance from the likelihood. The posterior will be in between, and will give
high probability to values neither supported by the data or the prior. That is not
satisfactory. If there is a conflict between the prior and the data, we should go with
the data.

We introduce a indicator random variable that we give a small prior probability
of indicating our original prior is misspecified. The mixture prior we use is P(I =
0) x go(6) + P(I = 1) x g1(8), where go and g; are the original prior and a more
widely spread prior, respectively. We find the joint posterior of distribution of I and
6 given the data. The marginal posterior distribution of 4, given the data, is found by
marginalizing the indicator variable out. It will be a the mixture distribution

gmizture(eiylv e 7yn) = P(I = 0|y1, trty yn)QO(elyl, e ,yn)

+P(I = llyla v '7yn)gl(9|y17 T 7'!/71) .

This posterior is very robust against a misspecified prior. If the original prior is
correct, the mixture posterior will be very similar to the original posterior. However,
if the original prior is very far from the likelihood, the posterior probability p(i =
Oly1, -+ ,yn) will be very small, and the mixture posterior will be close to the
likelihood. This has resolved the conflict between the original prior and the likelihood
by giving much more weight to the likelihood.
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Figure 16.7 Caitlin’s mixture posterior and its two components.

Main Points

o If the prior places high probability on values that have low likelihood, and
low probability on values that have high likelihood, the posterior will place
high probability on values that are not supported either by the prior or by the
likelihood. This is not satisfactory.

¢ This could have been caused by a misspecified prior that arose when the scientist
based his/her prior on past data, which had been generated by a process that
differs from the process that will generate the new data in some important way
that the scientist failed to take into consideration.

o Using mixture priors protects against this possible misspecification of the prior.
We use mixtures of conjugate priors. We do this by introducing a mixture index
random variable that takes on the values 0 or 1. The mixture prior is

9(8) = po x go(8) + p1 x g1(6),

where go(6) is the original prior we believe in, and g; is another prior that
has heavier tails and thus allows for our original prior being wrong. The
respective posteriors that arise using each of the priors are go(8|y1,...,Yn)
and g1(Oly1, ..., Yn)-

e We give the original prior go high prior probability by letting the prior probabil-
ity po = P(I = 0) be high and the prior probabilityp; = (1-pg) = P(I = 1)
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Figure 16.8 Caitlin’s mixture prior, the likelihood, and her mixture posterior.

is low. We think the original prior is correct, but have allowed a small proba-
bility that we have it wrong.

o Bayes’ theorem is used on the mixture prior to determine a mixture posterior.
The mixture index variable is a nuisance parameter and is marginalized out.

o If the likelihood has most of its value far from the original prior, the mixture
posterior will be close to the likelihood. This is a much more satisfactory result.
When the prior and likelihood are conflicting, we should base our posterior
belief mostly on the likelihood, because it is based on the data. Our prior was
based on faulty reasoning from past data that failed to note some important
change in the process we are drawing the data from.

o The mixture posterior is a mixture of the two posteriors, where the mixing
proportions P(I = %) for 4 = 0,1, are proportional to the prior probability
times the the marginal probability (or probability density) evaluated at the data
that occurred.

P(I=1) o&pxfily1,.-.yn) for i=0,1.

e They sumto 1, so

P=d) = _Pixfin yn) for i=0,1.

SioPi X filyt, - yn)




EXERCISES 329

Exercises

16.1

16.2

You are going to conduct a survey of the voters in the city you live in. They
are being asked whether or not the city should build a new convention facility.
You believe that most of the voters will disapprove the proposal because it
may lead to increased property taxes for residents. As a resident of the city,
you have been hearing discussion about this proposal, and most people have
voiced disapproval. You think that only about 35% of the voters will support
this proposal, so you decide that a beta(7,13) summarizes your prior belief.
However, you have a nagging doubt that the group of people you have heard
voicing their opinions is representative of the city voters. Because of this, you
decide to use a mixture prior:

o= { 23 8 128

where go(m) is the beta(7,13) density, and g (r) is the beta(1,1) (uniform)
density. The prior probability P(I = 0) = .95. You take a random sample of
n = 200 registered voters who live in the city. Of these, y = 10 support the
proposal.

(a) Calculate the posterior distribution of 7 when go(7) is the prior.

(b) Calculate the posterior distribution of = when g1 () is the prior.

(c) Calculate the posterior probability P(I = 0]Y').

(d) Calculate the marginal posterior g(7|Y").

You are going to conduct a survey of the students in your university to find
out whether they read the student newspaper regularly. Based on your friends
opinions, you think that a strong majority of the students do read the paper
regularly. However, you are not sure your friends are representative sample of
students. Because of this, you decide to use a mixture prior.

gty = { o) 1 10,

where go(m) is the beta(20, 5) density, and g;(7) is the beta(1,1) (uniform)
density. The prior probability P(I = 0) = .95. You take a random sample
of n = 100 students. Of these, y = 41 say they read the student newspaper
regularly.

(a) Calculate the posterior distribution of T when go(7) is the prior.

(b) Calculate the posterior distribution of 7 when g1 () is the prior.

(c) Calculate the posterior probability P(I = 0|Y").

(d) Calculate the marginal posterior g{m|Y").
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16.3 You are going to take a sample of measurements of specific gravity of a chemical
product being produced. You know the specific gravity measurements are
approximately normal (i, 0%) where o2 = .005%. You have precise normal
(1.10,.0012) prior for u because the manufacturing process is quite stable.
However, you have a nagging doubt about whether the process is correctly
adjusted, so you decide to use a mixture prior. You let go(u) be your precise
normal (1.10,.0012) prior, you let g1 (1) be a normal (1.10,.01%), and you
let pp = .95. You take a random sample of product and measure the specific
gravity. The measurements are

1.10352 1.10247 1.10305 1.10415 1.10382 1.10187

(a) Calculate the joint posterior distribution of I and y given the data.
(b) Calculate the posterior probability P(I = Oly1,...,¥s).
(c) Calculate the marginal posterior g{u|y1,...,¥s)-

16.4 You are going to take a sample of 500g blocks of cheese. You know they
are approximately normal(u, 0?) where 02 = 22. You have a precise nor-
mal(502, 1%) prior for u because this is what the the process is set for. However,
you have a nagging doubt that maybe the machine needs adjustment, so you
decide to use a mixture prior. You let go(u) be your precise normal(502, 12)
prior, you let g; (1) be a normal(502,22), and you let pg = .95. You take a
random sample of ten blocks of cheese and weigh them. The measurements

are
501.5 499.1 498.5 499.9 500.4
498.9 498.4 4979 498.8 498.6

(a) Calculate the joint posterior distribution of I and y given the data.
(b) Calculate the posterior probability (7 = Olyi,. .., ¥10)-
(¢) Calculate the marginal posterior g(u|y1, ..., Y10)-

Computer Exercises

16.1 We will use the Minitab macro BinoMixP.mac or the equivalent R function
to find the posterior distribution of 7 given an observation y from the bi-
nomial(n, ) distribution when we use a mixture prior for 7. Suppose our
prior experience leads us to believe a beta(7, 13) prior would be appropriate.
However we have a nagging suspicion that our experience was under differ-
ent circumstances, so our prior belief may be quite incorrect and we need
a fall-back position. We decide to use a mixture prior where go(m) is the
beta(7,13) and g1(7) is the bera(1, 1) distribution, and the prior probability
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P(I = 0) = .95. Suppose we take a random sample of n = 100 and observe
y = 76 successes.

(a) Use BinoMixp.mac or the equivalent R function to find the posterior
distribution g(7|y).

(b) Find a 95% Bayesian credible interval for 7.

(c) Test the hypothesis Hy : # < .5 vs. Hy : # > .5 at the 5% level of
significance.

We are going to observe the number of "successes” in n = 100 independent
trials. We have prior experience and believe that a bera(6, 14) summarizes our
prior experience. However, we consider that our prior experience may have
occurred under different conditions, so our prior may be bad. We decide to
use a mixture prior where go(7) is the beta(6, 14) and g1 (r) is the beta(1,1)
distribution, and the prior probability P(I = 0) = .95. Suppose we take a
random sample of n = 100 and observe y = 36 successes.

(a) Use BinoMixp.mac or the equivalent R function to find the posterior
distribution g{7|y).

(b) Find a 95% Bayesian credible interval for 7.

(c) Test the hypothesis Hp : # < .5 vs. H; : m > .5 at the 5% level of
significance.

We will use the Minitab macro NormMixP.mac or the equivalent R function
to find the posterior distribution of y given a random sample y;, .. ., y, from
the normal(p, o) distribution where we know the standard deviation o = 5.
when we use a mixture prior for 4. Suppose that our prior experience in
similar situations leads us to believe that the prior distribution should be nor-
mal(1000, 5%). However, we consider that the prior experience may have been
under different circumstances, so we decide to use a mixture prior where go{u)
is the normal(1000, 52) and g; () is the normal(1000, 152) distribution, and
the prior probability P(I = 0) = .95. We take a random sample of n = 10
observations. They are

1030 1023 1027 1022 1023
1023 1030 1018 1015 1011
(a) Use NormMixp.mac or the equivalent R function to find the posterior
distribution g(u|y).
(b) Find a 95% Bayesian credible interval for p.
(c) Test the hypothesis Hg : 4 < 1000 vs. Hy : g > 1000 at the 5% level of
significance.

We are taking a random sample from the normal(yu,o?) distribution where
we know the standard deviation ¢ = 4. Suppose that our prior experience



332

ROBUST BAYESIAN METHODS

in similar situations leads us to believe that the prior distribution should be
normal(255,4%). However, we consider that the prior experience may have
been under different circumstances, so we decide to use a mixture prior where
go(p) is the normal(255,42) and g;(u) is the normal(255,122%) distribution,
and the prior probability P(I = 0) = .95. We take arandom sample of n = 10
observations. They are

249 258 255 261 259

254 261 256 253 254
(a) Use NormMixp.mac or the equivalent R function to find the posterior
distribution g(u|y).
(b) Find a 95% Bayesian credible interval for p.

(c) Test the hypothesis Hg : ¢4 < 1000 vs. Hy : u > 1000 at the 5% level of
significance.



Introduction to Calculus

FUNCTIONS

A function f(z) defined on a set of real numbers, A, is a rule that associates each
real number z in the set A with one and only one other real number y. The number
is associated with the number y by the rule y = f(z). The set A is called the domain
of the function, and the set of all y that are associated with members of A is called
the range of the function.

Often the rule is expressed as an equation. For example, the domain A might be all
positive real numbers, and the function f(x) = log, () associates each element of
A with its natural logarithm. The range of this function is the set of all real numbers.

For a second example, the domain A might be the set of real numbers in the
interval [0, 1] and the function f(z) = % x (1 — z)5. The range of this function is
the set of real numbers in the interval [0, .4* x .69].

Note that the variable name is merely a cypher, or a place holder. f{z) = z? and
f(2) = 2? are the same function, where the rule of the function is associate each
number with its square. The function is the rule by which the association is made.
We could refer to the function as f without the variable name, but usually we will
refer to it as f(xz). The notation f(x) is used for two things. First, it represents the
specific value associated by the function f to the point 2. Second, it represents the
function by giving the rule which it uses. Generally, there is no confusion as it is
clear from the context which meaning we are using.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright (©2007 John Wiley & Sons, Inc.
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0.0010 —

0.0005 —

0.0000

Figure A.1 Graph of function f(z) = z* x (1 — z)®.

Combining Functions

We can combine two functions algebraically. Let f and g be functions having the
same domain A, and let k; and k; be constants. The function h = k; % f associates
a number z with y = k1 f(z). Similarly, the function s = k1 f £ kag associates the
number z with y = k1 x f(z) £ k2 x g(z). The function v = f x g associates
a number z with y = f(z) x g(z). Similarly, the function v = 5 associates the

number z with y = =<

If function g has domain A and function f has domain that is a subset of the range
of the function g, then the composite function (function of a function) w = f{g)
associates a number z with y = f(g(z)).

Graph of a Function

The graph of the function f is the graph of the equationy = f(x). The graph consists
of all points (z, f(z)), where z € A plotted in the coordinate plane. The graph of
the function f defined on the closed interval A = [0, 1] where f(z) = z* x (1 — )¢
is shown in Figure A.1. The graph of the function g defined on the open interval
A = (0,1), where g(z) = 2% x (1 — z)~ %, is shown in Figure A.2.
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0.0 0.5 1.0

Figure A.2 Graph of function f(z) = 7% x 1- m)‘%.

Limit of a Function

The limit of a function at a point is one of the fundamental tools of calculus. We
write

lim f(z) = b

to indicate that & is the limit of the function f when = approaches a. Intuitively,
this means that as we take x values closer and closer to (but not equal to) a, their
corresponding values of f(z) are getting closer and closer to b. We note that the
function f(z) does not have to be defined at a to have a limit at a. For example,
0 is not in the domain A of the function f(z) = #2Z because division by 0 is not
allowed. Yet
lim sin(z) _
z—0 T
as seen in Figure A.3. We see that if we want to be within a specified closeness to
y = 1, we can find a degree of closeness to = O such that all points x that are
within that degree of closeness to z = 0 and are in the domain A will have f(x)
values within that specified closeness to y = 1.

We should note that a function may not have a limit at a point a. For example, the
function f(x) = cos(1/z) does not have a limit at x = 0. This is shown in Figure
A4, which shows the function at three scales. No matter how close we gettoxz = 0,
the possible f(z) values always range from —1 to 1.
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1.0 —/,\

0.5 —

0.0 —

-
-1 0 1

Figure A.3 Graph of f(z) = 222 on 4 = (—1,0) U (0,1). Note that f is not defined
atz = 0.

T T T T
Rl [

Figure A.4 Graph of f(z) = cos (é) at three scales. Note that f is defined at all real
numbers except for z = 0.

Theorem 1 Limit Theorems:
Let f(x) and g(z) be functions that each have limit at o, and let k1 and k; be scalars.

1. Limit of a sum (difference) of functions

lim k1 X f(z) £ k2 x g(z)] = k1 x lim f(z) £ ko % lim g(x).
z—a r—a r—a

2. Limit of a product of functions

lim [f(z) x g(2)] = lim f(z) x lim g(z).

r—a
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3. Limit of a quotient of functions

im [] = [t

T—a

4. Limit of a power of a function

lim [ (2)] = [lim f(@)]".

Let g(x) be a function that has limit at a equal to b, and let f(x) be a function that
has a limit at b. Let w(z) = f(g(x)) be a composite function.

5. Limit of a composite function

lim w(z) = lim £(g(z) = f(lim g(z) = £(g(b))-

CONTINUOUS FUNCTIONS

A function f(x) is continuous at point ¢ if and only if

lim f(z) = f(a).

r—a

This says three things. First, the function has a limit at z = a. Second, a is in the
domain of the function, so f(a) is defined. Third, the limit of the functionatz = a
is equal to the value of the function at z = a. If we want f(x) to be some specified
closeness to f(a), we can find a degree of closeness so that for all z within that
degree of closeness to a, f(z) is within the specified closeness to f{a).

A function that is continuous at all values in an interval is said to be continuous
over the interval. Sometimes a continuous function is said to be a function that "can
be graphed over the interval without lifting the pencil.” Strictly speaking, this is not
true for all continuous functions. However, it is true for all functions with formulas
made from polynomial, exponential, or logarithmic terms.
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Theorem 2 Let f(x) and g(x) be continuous functions, and let k1 and k3 be scalars.
Then:

1. A linear function of continuous functions

s{z) = k1 x f(z) + ko x g(z),
2. A product of continuous functions
u(z) = f(z) x g(z),
3. A quotient of continuous functions

o) = 248,

(z)

4. And a composite function of continuous functions

are all continuous functions on their range of definition.

Minima and Maxima of Continuous Functions

One of the main achievements of calculus is that it gives us a method for finding
where a continuous function will achieve minimum and/or maximum values.

Suppose f(z) is a continuous function defined on a continuous domain A. The
function achieves a local maximum at the point z = ¢ if and only if f(z) < f(c) for
all points z € A that are sufficiently close to c. Then f{c) is called a local maximum
of the function. The largest local maximum of a function in the domain A is called
the global maximum of the function.

Similarly, the function achieves a local minimum at point z = c if and only if
f(z) > f(c) for all points = € A that are sufficiently close to ¢, and f(c) is called
a local minimum of the function. The smallest local minimum of a function in the
domain A is called the global minimum of the function.

A continuous function defined on a domain A that is a closed interval [a, b],
always achieves a global maximum ( and minimum). It can occur at either one of the
endpoints z = a or = b, or an interior point ¢ € {a, b). For example, the function
f(z) = z* x (1 — z)° defined on A = [0, 1] achieves a global maximum at © = %
and a global minimum at z = 0 and x = 1 as can be seen in Figure A.1.

A continuous function defined on a domain A that is an open interval (a, b) may
or may not achieve either a global maximum or minimum. For example, the function
flx) = El‘/ix_(glcTﬁm defined on the open interval (0, 1) achieves a global minimum
at z = .5, but it does not achieve a global maximum as can be seen from Figure A.2.
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Figure A.5 The derivative at a point is the slope of the tangent to the curve at that point.

DIFFERENTIATION

The first important use of the concept of a limit is finding the derivative of a continuous
function. The process of finding the derivative is known as differentiation, and it is
extremely useful in finding values of z where the function takes a minimum or
maximum.

We assume that f(z) is a continuous function whose domain is an interval of the
real line. The derivative of the function at = ¢, a point in the interval is

/ o fleth) = fo
¢) = lim | ——F————=

f ( ) h—0 ( h

if this limit exists. When the derivative exists at £ = ¢, we say the function f(z) is

differentiable at x = c. If this limit does not exist, the function f(z) does not have a

derivative at z = c. The limit is not easily evaluated, as plugging in & = O leaves the

quotient g which is undefined. We also use the notation for the derivative at point ¢

d
! —_ —
f@ = @]
We note that the derivative at point z = cis the slope of the curve y = f(x) evaluated
at x = c. It gives the "instantaneous rate of change" in the curve at z = c. This
is shown in Figure A.5, where f(z), the line joining the point (¢, f(¢)) and point
(¢ + h, f(c + h)) for decreasing values of h and its tangent at ¢ are graphed.

The Derivative Function

When the function f(z) has a derivative at all points in an interval, the function

(f($+h) -f(z))

fl(z) = lim H

h—0
is called the derivative function. In this case we say that f(z) is a differentiable
Jfunction. The derivative function is sometimes denoted %. The derivatives of some
elementary functions are given in the following table:
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f'(z)

log, (z)
sin(z)
cos(z)
tan(z)

a
bx zb~
efL‘

1

cosz(m)
— sin{x)
—sec?(z)

1

The derivatives of more complicated functions can be found from these using the

following theorems:

Theorem 3 Let f(z) and g be differentiable functions on an interval, and let k1 and

ko be constants.

1. The derivative of a constant times a function is the constant times the derivative
of the function. Let h(z) = ky x f(z). Then h(z) is also a differentiable

Sfunction on the interval, and

R (z) =k x f'(z).

2. The sum (difference) rule.

Let s(x) = ky % f(z) £ ke x g(x). Then s(z) is also a differentiable function

on the interval, and

s'(z) =k x fl(z) £ ko x ¢’ ().

3. The product rule.

Let u(x) = f(x) x g(z). Then u{z) is a differentiable function, and

v(z) = f(z) x ¢'(z) + f'(2) x g().

4. The quotient rule.
Let v(z) = ﬁ%.
and

’Ul(l‘) - 9(z)

Then v(x) is also a differentiable function on the interval,

X £'(2) ~ £(z) X g'@)

Theorem 4 The chain rule.

(9(2))?

Let f(x) and g(z) be differentiable functions (defined over appropriate intervals)
and let w(z) = f(g(x)). Then w(x) is a differentiable function and

w'(z) = f'(9(z)) x g'(z).
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Higher Derivatives

The second derivative of a differentiable function f(z) at a point £ = ¢ is the
derivative of the derivative function f’(z) at the point. The second derivative is given

by
! !
1" : f(C+h)—f(C)
¢)=lim|—"—"~
(@) = fim (L

if it exists. If the second derivative exists for all points z in an interval, then f”(x)
is the second derivative function over the interval. Other notation for the second
derivative at point ¢ and for the second derivative function are

0= D)= Lf@|  and fO@) = 121,

T=c

Similarly, the k%" derivative is the derivative of the k — 1** derivative function

- fE (et h) - fEU(e)
fP(e) = Jim ( h )

if it exists.

Critical Points

For a function f(z) that is differentiable over an open interval {a, b), the derivative
function f/(z) is the slope of the curve y = f(z) at each z-value in the interval. This
gives a method of finding where the minimum and maximum values of the function
occur. The function will achieve its minimum and maximum at points where the
derivative equals 0. When x = c is a solution of the equation

flx)=0,

¢ is called a critical point of the function f(z). The critical points may lead to local
maximum or minimum, or to global maximum or minimum, or they may be points
of inflection. A point of inflection is where the function changes from being concave
to convex, or vice versa.

Theorem 5 First derivative test: If f(x) is a continuous differentiable function over
an interval (a,b) having derivative function f'(x), which is defined on the same
interval. Suppose c is a critical point of the function. By definition, f'(c) = 0.

1. The function achieves a unique local maximum at x = c if, for all points x that
are sufficiently close to c,
whenz < c¢ then f'(x)>0and
whenz > c¢ then f'(z) <O.

2. Similarly, the function achieves a unique local minimum at x = c if, for all
points & that are sufficiently close to c,
whenz < c then f'(x)<O0and
whenz >c¢ then f'(z)>0.
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3. The function has a point of inflection at critical point x = c if, for all points x
that are sufficiently close to c, either
whenz <c then f'(z)<0and

whenxz >c then f'(z) <0
or
whenx <c then f'(z)>0and

whenz >c¢ then f'(z)>0.
At a point of inflection, the function either stops increasing, and then resumes
increasing, or it stops decreasing, and then resumes decreasing.

For example, the function f(z) = 22, and its derivative f'(z) = 3 x =2 are shown
in Figure A.6. We see that the derivative function f’(z) = 3z is positive for x < 0,
so the function f(z) = z is increasing for x < 0. The derivative function is positive
for z > 0 so the function is also increasing for x > 0. However at x = 0, the
derivative function equals 0, so the original function is not increasing at z = 0. Thus
the function f(z) = 3 has a point of inflection at z = 0.

Theorem 6 Second derivative test: If f(x) is a continuous differentiable function
over an interval (a,b) having first derivative function f'(x) and second derivative
function f®)(z) both defined on the same interval. Suppose c is a critical point of
the function. By definition, f'(c) = 0.

1. The function achieves a maximum at x = c if f@(c) < 0.

2. The function achieves a minimum at x = c if f@(c) > 0.

INTEGRATION

The second main use of calculus is finding the area under a curve using integration. It
turns out that integration is the inverse of differentiation. Suppose f(z) is a function
defined on an interval [a, b]. Let the function F(z) be an antiderivative of f{(z). That
means the derivative function F'(z) = f(x). Note that the antiderivative of f(r)
is not unique. The function F'(z) + ¢ will also be an antiderivative of f(z). The
antiderivative is also called the indefinite integral.

The Definite Integrai: Finding the Area under a Curve

Suppose we have a nonnegative! continuous function f () defined on a closed interval
[a,b]. f(x) > Oforall z € [a,b]. Suppose we partition the the interval [a, b] using
the partition o, z1,...,Zn, where 2y = a and 2, = b and z; < z;;;. Note that
the partition does not have to have equal length intervals. Let the minimum and
maximum value of f(z) in each interval be

li= sup f(z) and m;= inf f(z),

z€lzio1,zi) z€[zTi-1,2:)

!The requirement that f{z) be nonnegative is not strictly necessary. However, since we are using the
definite integral to find the area under probability density functions that are nonnegative, we will impose
the condition.
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-1 0

'y

Figure A.6 Graph of f(z) = #° and its derivative. The derivative function is negative
where the original function is increasing, and it is positive where the original function is
increasing We see the original function has a point of inflection at z = 0.

where sup is the least upper bound, and inf is the greatest lower bound. Then the
area under the curve y = f(z) between z = a and x = b lies between the lower sum

n
Lag,.zn = 3 i X (Ti —ii1)
i=1
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Figure A.7 Lower and upper sums over a partition and its refinement. The lower sum has
increased and the upper sum has decreased in the refinement. The area under the curve is
always between the lower and upper sums.

and the upper sum
"
Mzo,---,ln = Zm, X (1’2 - mi—l) .
i=1

We can refine the partition by adding one more « value to it. Let z},...,z,,, be a
refinement of the partition z1,...,2,. Then 2y = 2o, 2}, = Zp, z; = x; for all
i < k, and z; +¢ = x; forall i > k. x; is the new value added to the partition. In the
lower and upper sum, all the bars except for the k%" are unchanged. The k%" bar has
been replaced by two bars in the refinement. Clearly,

M, <M,

6,.,.,z;+1 = L0y yEn

and
L

The lower and upper sums for a partition and its refinement are shown in Figure A.7.
We see that refining a partition must make tighter bounds on the area under the curve.

Next we will show that for any continuous function defined on a closed interval
[a, b],we can find a partition xg, ..., 2, for some n that will make the difference
between the upper sum and the lower sum as close to zero as we wish. Suppose
€ > 0 is the number we want the difference to be less than. We draw lines § = =
apart parallel to the horizontal (z) axis. (Since the function is defined on the clro‘s;]i
interval, its maximum and minimum are both finite.) Thus a finite number of the
horizontal lines will intercept the curve y = f(x) over the interval |a,b]. Where
one of the lines intercepts the curve, draw a vertical line down to the horizontal axis.
The z values where these vertical lines hit the horizontal axis are the points for our
partition. For example, the function f(z) = 1 + v/4 — z? is defined on the interval
[0,2]. The difference between the upper sum and the lower sum for the partition for
that ¢ is given by

>L

’ ’
Thyen@y, = Haoyn

My, 2n — on,...,zn = X [(.’E1 - .Z‘()) + (1‘2 - xl) +...+ (In — In—l)}
§ % [b—a]

= €.

]
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Figure A.8 The partition induced for the function f(z) = 1+ v/4 — z2 where ¢; = 1 and
its refinement where €2 = 3.

We can make this difference as small as we want to by choosing € > 0 smail enough.
Let ey = % fork = 1,...,00. This gives us a sequence of partitions such that
limg_ oo €x = 0. Hence

lim Mzo,.-.,znk — Lmo,.‘.,znk =0.

k—o0

The partitions for €1 and €3 are shown in Figure A.8. Note that 6 = 2—1k
That means that the area under the curve is the least upper bound for the lower
sum, and the greatest lower bound for the upper sum. We call it the definite integral

and denote it ,
/ fz)dz.

Note the variable x in the formula above is a dummy variable:

bf(x)dw= bf(y)dy-
J, serde= |

Basic Properties of Definite Integrals

Theorem 7 Let f(z) and g(x) be functions defined on the interval [a,b), and let c
be a constant. Then the following properties hold.

1. The definite integral of a constant times a function is the constant times the
definite integral of the function:

/abcf(:c)d:c =c/;bf(x)dz.

2. The definite integral of a sum of two functions is a sum of the definite integrals
of the two functions:

b b b
[ @ +g@nde= [ sa)dz+ [ sz
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Fundamental Theorem of Calculus

The methods of finding extreme values by differentiation and finding area under a
curve by integration were known before the time of Newton and Liebniz. Newton and
Liebniz independently discovered the fundamental theorem of calculus that connects
differentiation and integration. Because each was unaware of the others work, they
are both credited with the discovery of the calculus.

Theorem 8 Fundamental theorem of calculus. Let f(x) be a continuous function
defined on a closed interval. Then:

1. The function has antiderivative in the interval.

2. Ifa and b are two numbers in the closed interval such that a < b, and F(z) is
any antiderivative function of f(z), then

/  F@)dz = F(b) - F(a).

Proof:
For z € (a,b), define the function

I(x):/zf(x)dm.

This function shows the area under the curve y = f(x) between a and x. Note that
the area under the curve is additive over an extended region from a to x + h:

[+hf(z) dx=[f(z)dx+/:+hf(x) dz.

By definition, the derivative of the function I(z) is

z+h
~ d
Fa) = lim JEER 1@ Jp o S@)dn
A0 h h—0 h
In the limit as h approaches 0,
. 12 —
lim f(2') = f(2)
forallvalues 2’ € [z, z + h). Thus
I'(z) = Ai%m = f(z).

In other words, I(x) is an antiderivative of f(z). Suppose F(x) is any other
antiderivative of f(x). Then

F(z)y=1I(z)+c
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Figure A.9 The function f(z) = z~%/2

for some constant ¢. Thus F(b) ~ F(a) = I(b) — I(a) = f: f(z)dz, and the
theorem is proved.

For example, suppose f(z) = e”2* forz > 0. Then F(z) = —§ x e™%® is an
antiderivative of f(x). The area under the curve between 1 and 4 is given by

4
/ F(@)dz = F(8) = F(1) = — x ™24 4 L x o721,
1

Definite Integral of a Function f () Defined on an Open Interval

Let f(z) be a function defined on the open interval (a, b). In this case, the antideriva-
tive F'(x) is not defined at a and b. We define

F(a) = lim F(z) and F(b) = iﬂF(z)

r—a

provided those limits exist. Then we define the definite integral with the same formula
as before:

b
L f(z) = F(b) - F(a).

For example, let f(x) = z~'/2. This function is defined over the half-open
interval (0, 1]. It is not defined over the closed interval [0, 1] because it is not defined
at the endpoint z = 0. This curve is shown in Figure A.9. We see the curve has a
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vertical asymptote at z = 0. We will define

F(0) = lim F(z)

-0

= lim 222
z—0

= 0.

i 1
/ V2% = 2$1/2| =2.
0 0

Theorem 9 Integration by parts. Let F(z) and G(z) be differentiable functions
defined on an interval [a, b]. Then

Then

/ F'(z) x G(z) dx = F(z) x G(z)} / F(z) x G'(z)dz.

Proof: Integration by parts is the inverse of finding the derivative of the product
F(z) x G(z):

dia:[F(z) x G(z)] = F(z) x G'(z) + F(z) x G'(z).
Integrating both sides, we see that
b b
F(b) x G(b) — F(a) x G(a) =/ F(z) x G'(z) dz +/ F'(z) x G(z)dz.

Theorem 10 Change of variable formula. Let x = g(y) be a differentiable function
on the interval [a,b]. Then

b g(b)
/ F(o(w)g' (v) dy = / ) dy
a g

(@)

The change of variable formula is the inverse of the chain rule for differentiation.
The derivative of the function of a function F(g(y)) is

d
2 [Fla@)l = F'(g(y) x 9'(y).
Integrating both sides fromy = a toy = b gives

b
F(g(b)) ~ F(a(a)) = / F/(a(w)) x ¢ (W)dy

The left-hand-side equals fg( )F’(y) dy. Let f(x) = F'(z), and the theorem is
proved.
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MULTIVARIATE CALCULUS

Partial Derivatives

In this section we consider the calculus of two or more variables. Suppose we have
a function of two variables f(z,y). The function is continuous at the point {a, b) if
and only if

f(x,y) =f(a,b).

The first partial derivatives at the point {a, b) are defined to be

lim
(z,y)—(a,b)

Bf(:z,y) = lim f(a+h7b)-f(a’b>
oz (@b 0 h
and
Bf(a:,y) = lim f(aab'Jf‘h)_f(a?b)
Ay (ap) h—0 h !

provided that these limits exist. In practice, the first partial derivative in the z-
direction is found by treating y as a constant and differentiating the function with
respect to z, and vice versa, to find the first partial derivative in the y-direction.

If the function f(z, y) has first partial derivatives for all points (x, y) in a contin-
uous two-dimensional region, then the first partial derivative function with respect to
z is the function that has value at point (, y) equal to the partial derivative of f(z,y)
with respect to z at that point. It is denoted

folz,y) = a_f'(a%;l'y')' .
(=.9)
The first partial derivative function with respect to y is defined similarly. The first
derivative functions f;(z,y) and f,(z,y) give the instantaneous rate of change of
the function in the z-direction and y-direction, respectively.
The second partial derivatives at the point (a, b) are defined to be

Bf@y)| g 2@ hY) - oz y)
— = lim 3
02% w0
and 2
= lim .
O Ay 0 h
The second cross partial derivatives at (a, b) are
82f(.’l,',y) = i fy(l"*‘h»y)"fy(xvy)
s = lim
Oxby |,p h—0 h
and )
’f(z,y) i L&y )~ fe(zy)
T = lim :
8ylzx @p 0 h
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For all the functions that we consider, the cross partial derivatives are equal, so it
doesn’t matter which order we differentiate.

If the function f(x, y) has second partial derivatives (including cross partial deriva-
tives) for all points (z,y) in a continuous two-dimensional region, then the second
partial derivative function with respect to z is the function that has value at point
(z,y) equal to the second partial derivative of f(x, y) with respect to z at that point.
It is denoted

Ofz(z,y)

foa(@,y) = ———~ :
Oz (z,1)

The second partial derivative function with respect to y is defined similarly. The
second cross partial derivative functions are

(9fm(a:,y)
foy(@,y) = —5—
! 9 (z,y)
and 85, (z.9)
z,y
fyz(zy) = == .
! 0z iy

The two cross partial derivative functions are equal.
Partial derivatives of functions having more than 2 variables are defined in a similar
manner.

Finding Minima and Maxima of a Multivariate Function

A univariate functions with a continuous derivative achieves minimum or maximum
at an interior point z only at points where the derivative function f'(z) = 0. However,
not all such points were minimum or maximum. We had to check either the first
derivative test, or the second derivative test to see whether the critical point was
minimum, maximum, or point of inflection.

The situation is more complicated in two dimensions. Suppose a continuous
differentiable function f(z,y) is defined on a two dimensional rectangle. It is not
enough that both f.(z,y) = 0 and fy(z,y) = 0.

The directional derivative of the function f(z, y) in direction 6 at a point measures
the rate of change of the function in the direction of the line through the point that
has angle 8 with the positive z-axis. It is given by

Dof(z,y) = fz(z,y) cos() + fu(z,y)sin(8).
The function achieves a maximum or minimum value at points (z, y), where Dy f (z, y) =
0 for all 4.
Multiple Integrals

Let f(x,y) > 0be a nonnegative function defined over a closed arectangle a; < = <
biand ag <y < b, Letxy, ..., x, partition the interval a1, b1], and let y1, ..., ym
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partition the interval ag, bo. Together these partition the rectangle into j = m x n
rectangles. The volume under the surface f(z,y) over the rectangle A is between

the upper sum
mn

U= ftsu)

j=1
and the lower sum
mn
U = Zf(vj’w])a
=1

where (t;,u;) is the point where the function is maximized in the j* rectangle, and
(vj,w;) is the point where the function is minimized in the j** rectangle. Refining
the partition always lowers the upper sum and raises the lower sum. We can always
find a partition that makes the upper sum arbitrarily close to the lower sum. Hence
the total volume under the surface denoted

b1 by
/ f(z,y)dzdy
ay as

is the least upper bound of the lower sum and the greatest lower bound of the upper
sum.
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Use of Statistical Tables

BINOMIAL DISTRIBUTION

Table B.1 contains values of the binomial (n, ) probability distribution for n =
2,3,4,5,6,7,8,9,10,11,12, 15, and 20 and for 7 = .05,.10,...,.95. Given the
parameter 7, the binomial probability is obtained by the formula

P(Y =ylr) = ( Z ) V(1 — )"V (B.1)

When 7 < .5, use the 7 value along the top row to find the correct column of
probabilities. Go down to the correct n. The probabilities correspond to the y values
found in the left-hand column. For example, to find P(Y = 6) when Y has the
binomial (n = 10,7 = .3) distribution, go down the table to n = 10 and find the
row y = 6 on the left side. Look across the top to find the column labelled .30. The
value in the table at the intersection of that row and column is P(Y = 6) = .0368 in
this example.

When 7 > .5 use the 7 value along the bottom row to find the correct column of
probabilities. Go down to the correct n. The probabilities correspond to the y values
found in the right hand column. For example, to find P(Y = 3) when y has the
binomial (n = 8, ™ = .65) distribution, go down the table to n = 8 and find the row
y = 3 on the right side. Look across the bottom to find the column labelled .65. The

Introduction to Bayesian Statistics, Second Edition. By William M, Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Figure B.1 Standard normal density.

value in the table at the intersection of that row and column is P(Y = 3) = .0808 in
this example.

STANDARD NORMAL DISTRIBUTION

This section contains two tables. Table B.2 contains the area under the standard
normal density. Table B.3 contains the ordinates (height) of the standard normal
density. The standard normal density has mean equal to 0 and variance equal to 1.
Its density is given by the formula

flz) = \/—12_?‘%22 . (B.2)

We see that the standard normal density is symmetric about 0. The graph of the
standard normal density is shown in Figure B.1.

Area Under Standard Normal Density

Table B.2 tabulates the area under the standard normal density function between O
and z for nonnegative values of z from 0.0 to 3.99 in steps of .01. We read down the
z column until we come to the value that has the correct unifs and tenths digits of z.
This is the correct row. We look across the top row to find the hundredth digit of z.
This is the correct column. The tabulated value at the intersection of the correct row
and correct column is P(0 < Z < z), where Z has the normal (0, 1) distribution.
For example, to find P(0 < Z < 1.23) we go down the z column to 1.2 for the
correct row and across top to 3 for correct column. We find the tabulated value at the
intersection of this row and column. For this example, P(0 < Z < 1.23) = .3907.
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Because the standard normal density is symmetric about 0,
P(—2<Z<0)=P(0<Z<2).

Also, since it is a density function, the total area underneath it equals 1.0000, so the
total area to the right of O must equal .5000. We can proceed to find

P(Z > z) = 5000 — P(Z < z).

Finding Any Normal Probability

We can standardize any normal random variable to a standard normal random variable
having mean 0 and variance 1. For instance, if W is a normal random variable having
mean m and variance s2, we standardize by subtracting the mean and dividing by the
standard deviation.

W-m

Z = .
s

This lets us find any normal probability by using the standard normal tables.

Example Suppose W has the normal distribution with mean 120 and variance
225. (The standard deviation of W is 15.) Suppose we wanted to find the probability

P(W <129).

We can subtract the mean from both sides of an inequality without changing the
inequality:
P(W —120 < 129 — 120).

We can divide both sides of an inequality by the standard deviation (which is positive)
without changing the inequality:

W —120 9
Pl—m——— < —}.
< 5 - 15)
On the left-hand side we have the standard normal Z, and on the right-hand side we
have the number .60. Therefore

P(W < 129) = P(Z < .60) = .5000 + .2258 = .7258.

Ordinates of the Standard Normal Density

Figure B.3 shows the ordinate of the standard normal table at z. We see the ordinate
is the height of the curve at z. Table B.3 contains the ordinates of the standard
normal density for nonnegative 2 values from 0.00 to 3.99 in steps of .01. Since the
standard normal density is symmetric about 0, f(—z) = f(z), we can find ordinates
of negative z values.
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-

Figure B.2 Shaded area under standard normal density. These values are shown in Table
B.2.

This table is used to find values of the likelihood when we have a discrete prior
distribution for . We go down the 2 column until we find the value that has the units
and fenths digits. This gives us the correct row. We go across the top until we find
the hundredth digit. This gives us the correct column. The value at the intersection
of this row and column is the ordinate of the standard normal density at the value z.
For instance, if we want to find the height of the standard normal density at z = 1.23
we go down z column to 1.2 to find the correct row, and across the top to 3 to find the
correct column. The ordinate of the standard normal at 2 = 1.23 is equal to .1872.
(Note: You can verify this is correct by plugging z = 1.23 into Equation B.2.)

Example Suppose the distribution of Y given p is normal(p, % = 1). Also suppose
there are 4 possible values of u. They are 3,4,5,and 6. We observe y = 5.6. We

calculate
5.6 — u;
2 = <_1“_1) _

The likelihood is found by looking up the ordinates of the normal distribution for the
z; values. We can put them in the following table:

s z; Likelihood
3 2.60 136

4 1.6 .1109

5 .6 3332

6 -4 3683
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Figure B.3 Ordinates of standard normal density function. These values are shown in
Table B.3.

STUDENT'’S ¢ DISTRIBUTION

Figure B.4 shows the Student’s ¢ distribution for several different degrees of freedom,
along with the standard normal(0, 1) distribution. We see the Student’s ¢ family of
distributions are similar to the standard normal in that they are symmetric bell shaped
curves; however, they have more weight in the tails. The heaviness of the tails of the
Student’s t decreases as the degrees of freedom increase.!

The Student’s ¢t distribution is used when we use the unbiased estimate of the stan-
dard deviation & instead of the true unknown standard deviation ¢ in the standardizing
formula
YK
=

z

and y is a normally distributed random variable. We know that z will have the
normal(0, 1) distribution. The similar formula

_Y-H
Gy

t

will have the Student’s ¢t distribution with k degrees of freedom. The degrees of
freedom k will equal the sample size minus the number of parameters estimated in
the equation for §. For instance, if we are using 7 the sample mean, its estimated
standard deviation is given by 65 = %, where

6= Z(yi -9)°

The normal(0, 1) distribution corresponds to the Student’s ¢ distribution with co degrees of freedom.
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j one

four
ten

—— nomal

Figure B.4  Student’s t densities for selected degrees of freedom, together with the standard
normal (0, 1) density which corresponds to Student’s t with oo degrees of freedom.

and we observe that to use the above formula we have to first estimate §j. Hence, in
the single sample case we will have & = n — 1 degrees of freedom.

Table B.4 contains the tail areas for the Student’s t distribution family. The degrees
of freedom are down the left column, and the tabulated tail areas are across the rows
for the specified tail probabilities.

POISSON DISTRIBUTION

Table B.5 contains values of the Poisson () distribution for some selected values of
4 going from .1 to 4 in increments of .1, from 4.2 to 10 in increments of .2, and
from 10.5 to 15 in increments of .5. Given the parameter y, the Poisson probability
is obtained from the formula

ye_/‘
P(Y =ylu) =& " (B.3)

for y = 0,1,.... Theoretically y can take on all non-negative integer values. In
Table B.5 we include all possible values of y until the probability becomes less than
.0001.

Example 30 Suppose the distribution of Y given u is Poisson(u) and there are 3
possible values of y, .5, .75, and 1.00. We observed y = 2. The likelihood is found
by looking up values in row y = 2 for the possible values of u. Note, the value for
i = .75 is not in the table. It is found by linearly interpolating between the values
Sfor u= .70 and u = .80.
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Figure B.5 Uppper tail area of chi-squared distribution.

75 {Interpolation if necessary) Likelihood

.50 .0758

75 (.5 x.1217+.5 x .1438) 1327
1.00 1839

CHI-SQUARED DISTRIBUTION

Table B.6 contains P(U > «), the upper tail area when U has the chi-squared
distribution. The values in the table correspond to the shaded area in Figure B.5. The
posterlor distribution of the variance o2 is S’ X an inverse chi-squared distribution
with & degrees of freedom. This means that < —9‘ has the chi-squared distribution with
k' degrees of freedom, so we can use the chi- squared table to find credible intervals
for o and test hypotheses about o.

Example 31 Suppose that the posterior distribution of 02 is 110x an inverse chi-
squared distribution with 12 degrees of freedom. Then %Q has the chi-squared
distribution with 12 degrees of freedom. So a 95% Bayesian credible interval is
found by

95 = P(4.404 < 3—9 < 23.337)

_ p 110 o< /110
- 23.337 4.404

= P(2.17107 < 0 < 4.99773).

We would test the two-sided hypothesis

Hy:0=25 vs. Hy:0#25



360 USE OF STATISTICAL TABLES

at the 5% level of significance by observing that 2.5 lies within the credible interval,
s0 we must accept the null hypothesis that ¢ = 2.5 is still a credible value. On the
other hand, if we wanted to test the one-sided hypothesis

Hy:0<25 vs. Hi:0>25

at the 5% level, we would calculate the posterior probability of the null hypothesis.

Plr<as - p(E05 10)

110
= P (—2 > 17.600) :
(o)

The value 17.60 lies between 11.340 and 18.549, so the posterior probability of the
null hypothesis is between .50 and . 10. This is larger than the level of significance of
5%, so we would not reject the null hypothesis.



Table B.1 Binomial probability table

( ny T T
.05 10 15 .20 25 .30 .35 40 45 .50

2 0 9025 81 7225 .64 5625 49 4225 .36 3025 25 2
1 | .0950 18 2550 32 3750 42 4550 48 4950 50 1

2 | .0025 .01 0225 .04 .0625 .09 1225 16 2025 25 V]
30} .8574 729 6141 512 4219 343 2746 216 1664 125 3
1] .1354 243 3251 384 4219 441 4436 432 4084 375 2

24 .0071 027 0574 096 .1406 .189  .2389 288 3341 375 1

3 1 .0001 .001 0034 .008 0156 027 0429 064 0911 125 0

4 0 ) 8145 6561 5220 4096 3164 2401 1785 1296 0915 .0625 | 4
11 .1715 2916 3685 4096 4219 4116 3845 3456 .2995 2500 | 3

2 | 0135 0486 .0975 .1536 2109 2646 3105 3456 3675 3750 | 2

3 1.0005 .0036 .0115 0256 .046% 0756 .1115 1536 2005 2500 | 1

4 | 0000 .0001 .0005 .0016 .0039 0081 .0150 .0256 .0410 .0625 | O
501 7738 5905 4437 3277 2373 .1681 .1160 .0778 0503 0313 | 5
1| .2036 3281 .3915 4096 .3955 3601 3124 2592 2059 .1563 | 4

2 10214 0729 1382 2048 2637 3087 3364 3456 3369 3125 | 3

31 .0011 0081 0244 0512 0879 .1323 .1811 2304 2757 3125 | 2

4 | .0000 .0005 .0022 .0064 .0146 0284 .0488 .0768 .1128 .1563 | 1

5 | .0000 .0000 .0001 .0003 .0010 .0024 .0053 .0102 .0185 .0313 | O

6 0 | 7351 5314 3771 2621 1780 1176 0754 0467 0277 0136 | 6
11 .2321 3543 3993 3932 3560 .3025 2437 1866 1359 .0937 | S

2 | .0305 .0984 1762 2458 2966 3241 3280 3110 .2780 2344 | 4

3| .0021 .0146 .0415 .0819 .1318 .1852 2355 2765 .3032 .3125 | 3

4 | 0001 0012 0055 .0154 .0330 .0595 .0951 1382 1861 234 | 2

5 {.0000 .0001 .0004 .0015 .0044 0102 .0205 .0369 .0609 .0937 | 1

6 | .0000 .0000 .0000 .0001 .0002 .0007 .0018 .0041 .0083 0156 | O

7 0| 6983 4783 3206 2097 .1335 .0824 .0450 .0280 .0152 .0078 | 7
1| .2573 3720 3960 3670 3115 2471 1848 1306 0872 0547 | 6

2 | .0406 .1240 2097 2753 3115 3177 2985 2613 2140 1641 | 5

3 | .0036 .0230 .0617 .1147 1730 2269 2679 2903 2918 2734 | 4

4 | 0002 .0026 .0109 .0287 .0577 .0972 .1442 1935 2388 2734 | 3

5 1.0000 .0002 .0012 .0043 0115 0250 0466 0774 1172 1641 | 2

6 | .0000 .0000 .0001 .0004 0013 0036 .0084 .0172 .0320 .0547 | 1

7 | .0000 .0000 .0000 .0000 0001 .0002 0006 .0016 .0037 .0078 | O

8 0 | .6634 4305 2725 .1678 .1001 .0576 .0319 .0168 .0084 .0039 | 8
1| 2793 3826 3847 .3355 2670 .1977 .1373 0896 .0548 .0313 | 7

2 | 0515 .1488 2376 2936 3115 2965 2587 2090 .1569 .1094 | 6

3 | .0054 .0331 .0839 .1468 .2076 2541 2786 2787 2568 2188 | 5

4 | 0004 0046 0185 .0459 0865 .1361 .1875 2322 2627 2734 | 4

5 1.0000 .0004 0026 .0092 0231 0467 0808 1239 .1719 2188 | 3

6 | .0000 0000 .0002 .0011 .0038 0100 .0217 .0413 0703 .1094 | 2

7 { .0000 .0000 .0000 .0001 .0004 0012 .0033 .0079 .0164 0313 |1

8 | .0000 .0000 0000 .0000 .0000 0001 .0002 .0007 .0017 .0039 | O

.95 90 85 .80 75 .70 .65 .60 .55 .50
7r Yy




Table B.1 (Continued)

n oy T
17 .05 .10 15 20 .25 .30 .35 .40 45 50
9 0 |.6302 3874 2316 1342 0751 .0404 0207 0101 .0046 .0020 | 9
1 | .2985 3874 3679 3020 2253 .1556 .1004 .0605 .0339 .0176 | 8
2 |.0629 1722 2597 3020 3003 2668 2162 .1612 1110 .0703 | 7
3 1.0077 0446 1069 1762 2336 2668 2716 2508 2119 .i641 | 6
4 | 0006 .0074 0283 0661 .1168 .1715 2194 2508 2600 2461 | 5
5 | .0000 .0008 .0050 .0165 .0389 .0735 .1181 .1672 2128 2461 | 4
6 | .0000 .0001 .0006 .0028 .0087 .0210 0424 .0743 .1160 .1641 | 3
7 |.0000 .0000 .0000 .0003 .0012 .0039 .0098 .0212 0407 .0703 | 2
8 1.0000 .0000 .0000 .0000 0001 .0004 .0013 .0035 .0083 .0176 | 1
9 [.0000 .0000 .0000 .0000 .0000 .0000 .0001 .0003 .0008 .0020 | O
10 0 | 5987 3487 .1969 .1074 0563 .0282 .0135 .0060 .0025 .0010 | 10
1 | 3151 3874 3474 2684 1877 .1211 .0725 .0403 .0207 .0098 | 9
2 1 .0746 1937 2759 3020 2816 .2335 1757 .1209 .0763 .0439 | 8
3 | .0105 .0574 .1298 2013 2503 2668 2522 2150 .1665 1172 | 7
4 |.0010 .0112 0401 .0881 .1460 2001 2377 2508 .2384 2051 | 6
S | .0001 .0015 .0085 .0264 0584 .1029 .1536 .2007 .2340 2461 | 5
6 | .0000 .0001 .0012 .00S5 .0162 .0368 .0689 .1115 1596 2051 | 4
7 1.0000 .0000 .0001 .0008 .0031 .0090 .0212 .0425 0746 .1172 | 3
8 |.0000 .0000 .0000 .000t .0004 .0014 .0043 .0106 .0229 .0439 | 2
9 1.0000 .0000 .0000 .0000 .0000 .0001 .0005 .0016 .0042 .0098 | 1
10 { .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0001 .0003 .0010 | O
11 1 | 3293 3835 3248 2362 .1549 .0932 .0518 0266 .0125 .0054 | 10
2 | .0867 2131 2866 .2953 2581 .1998 .1395 .0887 .0513 .0269 | 9
3 1.0137 0710 .1517 2215 2581 2568 .2254 1774 1259 .0806 | 8
4 | .0014 0158 .0536 .1107 .1721 2201 2428 2365 2060 .1611 | 7
5 {.0001 .0025 .0132 0388 .0803 .1321 .1830 .2207 2360 2256 | 6
6 | .0000 .0003 .0023 .0097 .0268 .0566 .0985 .1471 .1931 2256 | §
7 |.0000 .0000 .0003 .0017 .0064 0173 .0379 .0701 1128 1611 | 4
8 1.0000 .0000 .0000 .0002 .0011 .0037 0102 .0234 0462 .0806 | 3
9 |.0000 .0000 .0000 .0000 .0001 .0005 .0018 .0052 .0126 .0269 | 2
10 | .0000 .0000 .0000 .0000 .0000 .0000 .0002 .0007 .0021 .0054 | 1
1t | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0002 .0005 | O
12 0 | 5404 2824 1422 0687 0317 .0138 0057 .0022 .0008 .0002 | 12
1 13413 3766 3012 2062 .1267 0712 0368 0174 .0075 .0029 | 11
2 | .0988 2301 2924 2835 2323 1678 .1088 .063%9 .0339 0161 | 10
3 ]1.0173 0852 1720 2362 2581 .2397 .1954 1419 0923 .0537 | 9
4 | .0021 .0213 .0683 .1329 1936 2311 2367 2128 1700 .1208 | 8
5 |.0002 .0038 .0193 .0532 .1032 .1585 .2039 2270 .2225 .1934 | 7
6 | .0000 .0005 .0040 .01S5 .0401 .0792 1281 .1766 2124 2256 | 6
} 7 |[.0000 .0000 .0006 .0033 0115 .0291% .0591% .1009 .1489 1934 | 5
t 8 | .0000 .0000 .0001 .0005 .0024 .0078 .0199 .0420 .0762 .1208 | 4
9 |{.0000 .0000 .0000 .0001 .0004 0015 .0048 .0125 .0277 0537 | 3
10 | .0000 .0000 .0000 .0000 .0000 .0002 .0008 .0025 .0068 .0161 | 2
11 1.0000 .0000 .0000 .0000 .0000 .0000 .0001 .0003 .0010 .0029 | 1
12 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0001 .0002 | O
T 95 .90 .85 .80 75 .70 .65 .60 .55 .50 L J
s m v




Table B.1 (Continued)

n oy ™
.05 .10 15 .20 25 .30 35 .40 45 .50
15 0 | .4633 2059 .0874 .0352 .0134 .0047 .0016 .0005 .0001 .0000 | 15
1 3658 3432 2312 1319 0668 .0305 0126 .0047 .0016 .0005 | i4
2 ] .1348 2669 2856 2309 .1559 .0916 0476 .0219 .0090 .0032 | 13
3 1.0307 .1285 .2184 2501 2252 .1700 .1110 .0634 0318 .0139 | 12
4 |.0049 0428 .1156 .1876 2252 2186 .1792 .1268 .0780 .0417 | 11
5 0006 0105 .0449 1032 .1651 2061 2123 .1859 .1404 .0916 | 10
6 | .0000 .0019 .0132 .0430 .0917 .1472 1906 2066 .1914 1527 | 9
7 1.0000 .0003 .0030 .0138 0393 0811 .1319 1771 2013 1964 | 8
8 | .0000 .0000 .0005 .0035 .0131 .0348 .0710 .1181 .1647 1964 | 7
9 1.0000 .0000 .0001 .0007 .0034 .0116 .0298 .0612 .1048 .1527 | 6
10 | .0000 .0000 .0000 .0001 .0007 .0030 .0096 .0245 .0515 .0916 | 5
it | .0000 .0000 .0000 .0000 .0001 .0006 .0024 .0074 0191 .0417 | 4
12 | .0000 .0000 .0000 .0000 .0000 .0001 .0004 .00l6 .0052 0139 | 3
13 | .0000 .0000 .0000 .0000 .0000 .0000 .0001 .0003 .0010 .0032 | 2
14 | 0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0001 .0005 { 1
15 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 | O
20 0 {.3585 .1216 .0388 .0115 .0032 .0008 .0002 .0000 .0000 .0000 {20
1 3774 2702 .1368 .0576 .0211 .0068 .0020 .0005 .000T .0000 | 19
2 ].1887 2852 2293 .1369 0669 .0278 .0100 .0031 .0008 .0002 | 18
3 | .0596 .1901 2428 2054 .1339 0716 .0323 0123 .0040 0011 | 17
4 |.0133 .0898 .1821 2182 .1897 .1304 .0738 .0350 .0139 .0046 | 16
5 0022 0319 1028 .1746 2023 .1789 .1272 .0746 0365 0148 | 15
6 | .0003 .0089 .0454 .1091 .1686 .1916 .1712 .1244 0746 .0370 | 14
7 |.0000 .0020 .0160 .0545 .1124 1643 1844 1659 .1221 0739 | 13
8 | .0000 .0004 .0046 .0222 0609 .1144 1614 1797 1623 .1201 } 12
9 |.0000 .0001 0011 .0074 .0271 .0654 .1158 .1597 .177t .1602 | 11
10 | .0000 .0000 .0002 .0020 .0099 .0308 .0686 .1171 .1593 .1762 | 10
11 1 .0000 .0000 .0000 .0005 .0030 .0120 .0336 .0710 .1185 .1602 | 9
12 | .0000 .0000 .0000 .0001 .0008 .0039 .0136 .0355 .0727 .1201 8
13 {.0000 .0000 .0000 .0000 .0002 .0010 .0045 .0146 .0366 .0739 | 7
14 | .0000 .0000 .0000 .0000 .0000 .0002 .0012 .0049 0150 0370 | 6
15 | .0000 .0000 .0000 .0000 .0000 .0000 .0003 .0013 .0049 0148 | S
16 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0003 .0013 .0046 | 4
17 | .0000 .0000 .0000 .0000 .0000 .0000C .0000 .0000 .0002 .0011 3
18 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0002 | 2
19 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 i 1
20 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 0000 | O
95 .90 85 .80 75 70 .65 .60 .55 .50
1r y




Table B.2 Area under standard normal density
z
.00 .01 .02 .03 .04 .05 .06 .07 .08 .09
0.0 || .0000 .0040 .0080 .0120 .0160 .0199 .0239 .0279 .0319 .0359
0.1 ] .0398 .0438 .0478 .0517 .0557 .0596 .0636 .0675 0714 0753
0.2 1] .0793 0832 .087t .0910 .0948 .0987 .1026 .1064 .1103 1141
0.3 || .1179 1217 .1255 1293 .1331 1368 .1406 .1443 .1480 .1517
0.4 || .1554 1591 .1628 .1664 .1700 .1736 .1772 .1808 .1844 1879
05§ .1915 .1950 .1985 2019 .2054 2088 .2123 2157 2190 2224
0.6 || .2257 .2291 2324 2357 2389 2422 2454 2486 2517 .2549
0.7 || 2580 2611 .2642 2673 2703 2734 2764 2794 2823 2852
0.8 || .2881 .2910 .2939 2967 .2995 3023 .3051 .3078 .3106 3133
0.9 || .3159 3186 .3212 3238 .3264 3289 3315 .3340 .3365 .3389
1.0 || 3413 .3438 3461 .3485 3508 .3531 .3554 .3577 3599 3621
1.1 ]} 3643 3665 .3686 .3708 .3729 .3749 3770 .3790 .3810 .3830
1.2 || .3849 3869 .3888 3907 .3925 .3944 3962 .3980 .3997 .4015
1.3 1] 4032 4049 4006 4082 4099 4115 4131 4147 4162 4177
1.4 ] 4192 4207 4222 4236 4251 4265 4279 4292 4306 4319
1.5 || 4332 4345 4357 4370 4382 4394 4406 4418 4429 4441
1.6 || 4452 4463 4474 4484 4495 4505 4515 4525 4535 4545
1.7 || 4554 4564 4573 4582 4591 4599 4608 .4616 4625 4633
1.8 || 4641 4649 46560 4664 4671 4678 4686 .4693 4699 4706
1.9 1| 4713 4719 4726 4732 4738 4744 4750 4756 4761 4767
2.0 || 4772 4778 4783 4788 4793 4798 4803 4808 4812 4817
2.1 |} 4821 4826 4830 4834 4838 4842 4846 4850 4854 4857
2.2 1] 4861 4864 4868 4871 4875 4878 4881 4884 4887 .4890
2.3 || 4893 4896 4898 4901 4904 4906 4909 4911 4913 4916
24 || 4918 4920 4922 4925 4927 4929 4931 4932 .4934 4936
2.5 |] 4938 4940 4941 4943 4945 4946 4948 4949 4951 4952
2.6 || 4953 4955 4956 4957 4959 4960 4961 4962 4963 4964
2.7 || 4965 4966 4967 4968 4969 4970 4971 4972 4973 4974
2.8 || 4974 4975 4976 4977 4977 4978 4979 4979 4980 4981
2.9 || 4981 4982 4982 4983 4984 4984 4985 4985 4986 .4986
3.0 || 4987 4987 4987 4988 .4988 4989 4989 49890 4990 4990
3.1 41 4990 4991 4991 4991 4992 4992 4992 4992 4993 4993
3.2 4993 4993 4994 4994 4994 4994 4994 4995 4995 4995
3.3 )1 4995 4995 4995 4996 4996 4996 4996 4996 4996 4997
3.4 | 4997 4997 4997 4997 4997 4997 4997 4997 4997 4998
3.5 4 4998 4998 4998 4998 4998 4998 4998 4998 4998 4998
3.6 || 4998 4998 .4999 4999 4999 4999 4999 4999 4999 4999
3.8 11 .4999 4999 4999 4999 4999 4999 4999 4999 4999 4999
3.9 1 4999 4999 4999 4999 4999 4999 4999 4999 4999 4999




Table B.3 Ordinates of standard normal density

.00 .01 .02 .03 .04 .05 .06 07 .08 .09
0.0 || .3989 3980 3989 3988 .3986 .3984 3982 3980 3977 .3973
0.1 .3970 3965 3961 3956 3951 .3945 3939 3932 .3925 .3918
0.2 |j .3910 .3902 .3894 3885 3876 3867 .3857 .3847 .3836 .3825
0.3 j| .3814 .3802 .3790 .3778 3765 .3752 .3739 3725 3712 .3697
0.4 || 3683 3668 3653 .3637 3621 3605 .3589 3572 3555 .3538
0.5 |} .3521 3503 3485 .3467 3448 3429 3410 3391 .3372 3352
0.6 || .3332 .3312 .3292 .3271 3251 .3230 .3209 3187 .3166 .3144
0.7 || .3123 .3101 3079 3056 .3034 3011 .2989 2966 .2943 .2920
0.8 || .2897 2874 .2850 .2827 .2803 .2780 .2756 .2732 .2709 .2685
0.9 || .2661 2637 2613 .2589 2565 .2541 2516 .2492 2468 2444
1.0 1| .2420 2396 2371 2347 2323 2299 .2275 2251 .2227 .2203
L1 2179 2155 2131 .2107 .2083 .2059 .2036 .2012 .198% .1965
1.2 .1942 1919 1895 .1872 .1849 .1826 .1804 .1781 .1758 .1736
1.3 |} .1714 1691 .1669 .1647 .1626 .1604 .1582 .1561 .1539 .1518
1.4 )| 1497 1476 .1456 .1435 .1415 .1394 1374 1354 1334 .1315
1.5} .1295 1276 .1257 .1238 .1219 .1200 .1182 1163 .1145 .1127
1.6 || .1109 .1092 .1074 .1057 .1040 .1023 .1006 .0989 .0973 .0957
1.7 || .0940 .0925 .0909 .0893 .0878 .0863 .0848 .0833 .0818 .0804
1.8 || .0790 .0775 .0761 .0748 .0734 .0721 .0707 .0694 .0681 .0669
1.9 || .0656 .0644 .0632 .0620 .0608 .0596 .0584 0573 .0562 .0551
2.0 || .0540 .0529 .0519 .0508 .0498 .0488 .0478 .0468 .0459 .0449
2.1 || .0440 0431 .0422 0413 .0404 .0396 .0387 .0379 .0371 .0363
2.2 ]| .0355 .0347 .0339 .0332 .0325 .0317 .0310 .0303 .0297 .0290
2.3 .0283 .0277 .0270 .0264 .0258 .0252 .0246 .0241 0235 .0229
2.4 1(.0224 .0219 .0213 .0208 .0203 .0198 .0194 0189 .0i84 .0180
25 .0175 0171 0167 .0163 .0158 .0154 .0151 .0147 .0143 .0139
26 | .0136 .0132 .0129 .0126 .0122 .0119 .0116 .0113 .0110 .0107
2.7 || .0104 0101 .0099 .0096 .0093 .0091 .0088 .0086 .0084 .0081
28 [ .0079 0077 .0075 .0073 .0071 .0069 .0067 .0065 .0063 .0061
2.9} .0060 .0058 .0056 .0055 .0053 .0051 .0050 .0048 .0047 .0046
3.0 || .0044 0043 .0042 .0040 .0039 .0038 .0037 .0036 .0035 .0034
3.1 ] .0033 .0032 .0031 .0030 .0029 .0028 .0027 .0026 .0025 .0025
3.2 j| .0024 .0023 .0022 .0022 .0021 .0020 .0020 .0019 .0018 .0018
3.3} .0017 .0017 .0016 .0016 .0015 .0015 .0014 .0014 .0013 .0013
3.4 | .0012 0012 .0012 .0011 .0011 .0010 .0010 .0010 .0009 .0009
3.5 | .0009 .0008 .0008 .0008 .0008 .0007 .0007 .0007 .0007 .0006
3.6 || .0006 .0006 .0006 .0005 .0005 .0005 .0005 .0005 .0005 .0004
3.7 || .0004 .0004 .0004 .0004 .0004 .0004 .0003 .0003 .0003 .0003
3.8 || .0003 .0003 .0003 .0003 .0003 .0002 .0002 .0002 .0002 .0002
39 | .0002 .0002 .0002 .0002 .0002 .0002 .0002 .0002 .0001 .0001




Table B.4 Critical values of the Student’s t distribution

Degrees of Upper Tail Area
freedom
(df) .20 .10 .05 .025 .01 .005 .001 .0005
1 1376  3.078 6.314 1271 3182 63.66 3183 6366
2 1.061 1.886 2.920 4.303 6.965 9.925 2233 31.60
3 979  1.638 2.353 3.182 4.541 5.841 1021 12.92
4 941 1.533  2.132 2776 3.747 4.604 7.173 8.610
5 920 1476 2015 2571 3365 4032 5893 6.868
6 906 1440 1943 2447 3.143 3707 5208 5959
7 896 1415 1.895 2365 2998 3499 4785 5.408
8 .889 1397 1.860 2306 2.896 3355 4501 5.041
9 .883 1.383  1.833 2.262 2.821 3250 4297 4781
10 879 1372 1.812 2228 2.764 3.169 4.144 4.587
11 876 1363  1.796 2201 2718 3.106 4.025 4.437
12 .873 1356  1.782 2.179 2.681 3.055 3930 4318
13 870 1350 1771 2.160 2.650 3.012 3.852 4.221
14 .868 1.345 1761 2.145 2.624 2977 3.787 4.140
15 866 1341 1.753 2.131 2.602 2947 3733 4.073
16 .865 1.337 1746 2120 2.583 2921 3.686 4.015
17 .863 1.333 1740 2110 2.567 2.898 3.646 3.965
18 862 1.330  1.734 2,101 2552 2878 3.610 3.922
19 .861 1.328 1.729 2.093 2539 2861 3579 3.883
20 860  1.325  1.725 2.086 2.528 2.845 3.552 3.850
21 859 1323 1.721 2.080 2.518 2.831 3.527 3.819
22 .858 1.321 1717 2074 2508 2819 3.505 3.792
23 .858 1.319 1714 2.065 2.500 2.807 3.485 3.768
24 857 1318 1.711  2.064 2492 2797 3467 3.745
25 856 1316 1.708 2.060 2485 2787 3450 3.725
26 856 1315 1706 2.056 2479 2779 3435 3707
27 .855 1314  1.703 2.052 2473 2771 3421 3.690
28 .855 1.313  1.701  2.048 2467 2763 3.408 3.674
29 854 1311 1.699 2,045 2462 2756 3396 3.659
30 854 1310 1.697 2.042 2457 2750 3.385 3.646
40 .851 1.303  1.684 2.021 2423 2704 3307 3.551
60 .848 1.296 1.671 2.000 2390 2.660 3.232 3.460
80 846 1292 1.664 1990 2374 2.639 3195 3.416
100 .845 1.290 1.660 1.984 2364 2626 3.174 3.390
0 842 1.282 1.645 1960 2326 2576 3.090 3.291




Table B.5 Poisson probability table

Y ©

1 2 3 4 5 6 i 8 9 1.0
0 | 9048 8187 7408 6703 6065 5488 4966 4493 4066 3679
1| 095 1637 2222 2681 3033 3293 3476 3595 3659 3679
2 | 0045 0164 0333 0536 0758 0988 .1217 .1438  .1647  .1839
3 | 0002 0011 0033 0072 0126 .0198 .0284 0383  .0494  .0613
4 | 0000 0001 .0003 .0007 .0016 .0030 .0050  .0077 0111  .0153
5 | .0000 .0000 .0000 .0001 .0002 .0004 .0007 0012 .0020  .0031
6 | .0000 .0000 0000 .0000 .0000 .0000 .0001  .0002 .0003  .000S
7 | 0000 0000 .0000 .0000 0000 .0000 .0000 .0000 .0000  .0001
Y @

1.1 12 1.3 14 1.5 1.6 1.7 1.8 1.9 2.0
0 ] 3329 3012 2725 2466 2231 2019 1827 .1653  .1496 1353
1| 3662 3614 3543 3452 3347 3230 3106 2975 2842 2707
2 | 2014 2169 2303 2417 2510 2584 2640 2678 2700 2707
3| 0738 0867 .0998 1128 1255 1378  .1496 .1607 .1710  .1804
4 | 0203 0260 0324 0395 0471 0551 0636 0723 0812  .0902
S | 0045 0062 .0084 0111 0141 0176 .0216 0260 .0309 .0361
6 | 0008 0012 .0018 .0026 .0035 0047 .0061 0078 .0098  .0120
7 | 0001 0002 .0003 .0005 .0008 .0011 .0015 0020 .0027 .0034
8§ | .000C .0000 000! 0001 .000I .0002 .0003 .0005 .0006  .0009
9 | 0000 0000 0000 .0000 0000 .0000 .0001 0001  .0001  .0002
Y "

2.1 22 23 24 25 26 2.7 28 29 3.0
0 | 1225 1108 .1003 .0907 .0821 0743 .0672 .0608 .0550  .0498
1| 2572 2438 2306 2177 2052 1931 1815  .1703  .1596  .1494
2 | 2700 2681 2652 2613 2565 2510 2450 2384 2314 2240
3| 1890 .1966 2033 2090 2138 2176 2205 2225 2237 2240
4 | 0992 1082 1169  .1254 .1336 .1414 1488 1557 .1622  .1680
5| 0417 0476 0538 0602 .0668 .0735 0804 .0872  .0940  .1008
6 | 0146 0174 0206 0241 0278 0319 0362 .0407 .0455 0504
7 | 0044 0055 0068 0083 .0099 0118 0139 .0163 .0188  .0216
8 | .0011 0015 0019 .0025 .0031 0038 .0047 .0057 .0068  .0081
9 | 0003 0004 0005 0007 .0009 0011 .0014  .0018  .0022  .0027
10| .000t 0001 0001 0002 0002 .0003 .0004 .0005 .0006 .0008
11{ .0000 0000 0000 0000 .0000 .0001 .0001 .0001 .0002 .0002
12/ .0000 0000 0000 0000 0000 .0000 .0000 .0000 .0000  .000!
v b

3.1 32 33 34 35 36 37 3.8 39 40
0 | 0450 0408 0369 0334 0302 0273 0247 0224 0202 .0183
1| 1397 1304 1217 1135 1057 0984 0915 0850 .0789  .0733
2 | 2165 2087 2008 .1929  .1850 .1771 .1692  .1615  .1539  .1465
3| 2237 2226 2209 2186 2158 2125 2087 2046 2001  .1954
4 | 1733 1781 1823 .1858  .1888  .1912  .1931  .1944  .1951 1954
51 1075 1140 1203 1264 .1322 1377 1429 1477 1522  .1563
6 | 0555 0608 0662 0716 .0771 .0826 .0881 0936 .0989 .1042
7| 0246 0278 0312 0348 0385 0425 0466 .0508 0551  .0595
8 | .0095 0111 0129 0148 0169 0191 0215 .0241  .0269 .0298
9 | 0033 0040 0047 0056 0066 .0076 .0089 0102 0116  .0132
10 | .0010 0013 .0016 .0019 0023 .0028 .0033 .0039 .0045 .00S3
11| 0003 0004 .0005 .0006 .0007 .0009 .0011 .0013 .0016 .0019
12| 0001 0001 .0001 .0002 .0002 .0003 .0003 .0004 .0005 .0006
13| .0000 .0000 .0000 .0000 .0001 .0001 .0001 .0001 .0002 .0002
14 | .0000 0000 .0000 .0000 .0000 .0000 .0000  .0000  .0000  .0001




Table B.5 (Continued)

y "
42 4.4 4.6 4.8 5.0 5.2 5.4 5.6 5.8 6.0
0 | .0150 .0123 0101 .0082 .0067 .0055 .0045 .0037 .0030  .0025
1| 0630 .0540 .0462 0395 .0337 .0287 0244 0207 0176 .0149
2 | 1323 1188 1063 0948 0842 0746 0659 .0580  .0509  .0446
30 1852 1743 1631 1517 1404 1293 1185  .1082  .0985  .0892
4 | 1944 1917 1875 1820 .1755 1681 .1600  .1515  .1428  .1339
5| 1633 1687 1725 1747 1755 1748 1728 .1697 .1656  .1606
6 | 1143 1237 1323 1398  .1462 1515 1555 .1584  .1601  .1606
7 | 0686 0778 0869 0959 .1044 1125 1200 1267 .1326  .1377
8 | 0360 .0428 .0500 0575 .0653 .0731 0810 0887 .0962  .1033
9 | 0168 0209 .0255 0307 0363 .0423 0486 .0552 0620  .0688
10| 007t .0092 .0118 .0147 0181 .0220 .0262 .0309 0359  .0413
11| 0027 0037 0049 .0064 0082 0104 0129 0157 .0190  .0225
12| 0009 .0013 .0019 .0026 .0034 .0045 .0058 .0073 .0092 .0113
13 | 0003 .0005 0007 .0009 .0013 .0018 0024 .0032 .0041 0052
14| 0001 .0001 .0002 .0003 .0005 .0007 .0009 .0013 .0017  .0022
15} 0000 .0000 0001 .0001 .0002 .0002 0003  .0005 .0007  .0009
16 | .0000 .0000 .0000 .0000 .0000 .0001 0001 .0002 .0002 .0003
17 ] 0000 0000 .0000 .0000 .0000 .0000 .0000 0001  .0001  .0001
Y ©
6.2 6.4 6.6 6.8 7.0 72 74 7.6 7.8 8.0
0 | 0020 0017 0014 .0011 .0009 .0007 .0006 .0005 .0004  .0003
1| 0126 0106 .0090 .0076 .0064 0054 .0045 0038 0032  .0027
2 | 0390 0340 0296 .0258 .0223 0194 0167 .0145 0125 0107
3 | 0806 .0726 .0652 .0584 0521 0464 0413 0366 0324 0286
4 | 1249 1162 .1076 0992 0912 0836 .0764 069  .0632  .0573
5 | .1549  .1487 1420 .1349 1277 .1204 1130 .1057 .0986  .0916
6 | .1601  .1586  .1562  .1529  .1490  .1445 1394 1339 1282 1221
7 | 1418 1450 1472 .1486  .1490 1486  .1474 1454 1428 1396
8 | 1099 .1160  .1215 .1263  .1304 1337 .1363 1381 1392  .1396
9 | 0757 .0825 0891 0954 1014 .1070 1121 1167 .1207  .1241
10| 0469 0528 0588 0649 0710 0770  .0829 0887  .0941  .0993
11| 0265 0307 .0353 .0401 .0452 0504 0558 0613 0667 .0722
12 | 0137 0164 .0194 0227 0263 0303 0344 0388 0434 0481
13 | 0065 .0081 0099 0119 .0142 0168 .0196 .0227 .0260  .0296
14| 0029 0037 .0046 0058 .0071 0086  .0104 0123 0145 0169
15| 0012 0016 .0020 .0026 .0033 0041 0051 .0062 .0075  .0090
16 | .0005 .0006 .0008 .0011 0014 0019  .0024 0030 .0037  .0045
17 | 0002 0002 0003 .0004 .0006 .0008 0010 .0013  .0017  .0021
18 | 0001 .0001 .0001 .0002 .0002 .0003  .0004 0006  .0007  .0009
19| 0000 0000 .0000 .0001 .0001  .0001 .0002 .0002 .0003  .0004
20| 0000 0000 .0000 .0000 .0000 0000  .0001  .0001  .0001  .0002
21| 0000 .0000 .0000 .0000 .0000 0000 .0000 0000 0000  .0001
v @
8.2 8.4 8.6 3.8 9.0 9.2 9.4 9.6 9.8 10.0
0 | .0003 .0002 .0002 .0002 0001 .0001 .000t 0001  .0001  .0000
1 | .0023 0019 0016 .0013 .001f .0009 .0008  .0007 .0005  .000S
2 | 0092 0079 0068 .0058 .0050 .0043 0037 0031  .0027  .0023
3| 0252 0222 0195 0171 0150 0131 0115 0100 .0087  .0076
4 | 0517 0466 0420 0377 0337 0302 0269 .0240 0213 0189
5 | 0849 0784 0722 0663 0607 0555 0506 .0460 0418  .0378
6 | 1160 .1097 .1034 0972 0911 0851 .0793 .0736 0682  .0631
7 | 1358 1317 1271 1222 1171 .1118  .1064  .1010  .0955  .0901




Table B.5 (Continued)

Y u
8.2 8.4 8.6 8.8 9.0 9.2 9.4 9.6 9.8 10.0
8 1392 1382 1366 .1344 1318  .1286  .1251 212 1170 1126
9 1269 1290 1306 1315 .1318 1315 1306  .1293 1274 1251
10 ; .1040 1084  .1123 1157  .1186  .1210 1228  .1241 1249 1251
11 0776  .0828 .0878 .0925 .0970 .i012  .1049 1083  .i112 1137
12| .0530 .0579 .0629 .0679 .0728 .0776  .0822  .0866  .0908  .0948
13| 0334 0374 0416 .0459 0504 .0549 0594 .0640 0685 .0729
14| 0196 .0225 .0256 .0289  .0324  .0361 .0399  .0439 .0479  .0521
151 .0107 .0126  .0147 .0169  .0194  .0221 0250 0281  .0313  .0347
16 | 0055 0066 .0079 .0093 .0109 .0127 .0147 0168 0192  .0217
17 | .0026 .0033 .0040 .0048 .0058 .0069  .0081 0095 011t 0128
18 | .0012 .0015 .0019 .0024 .0029 .0035 .0042  .0051 .0060  .0071
19 | .0005 .0007 .0009 .0011 .0014 .0017 .0021 0026 .0031 .0037
20 | .0002 .0003 .0004 .0005 .0006 .0008 .0010 .0012 .0015  .0019
21 | .0001 .0001 0002 .0002 .0003 .0003 .0004 .0006 .0007  .0009
22| .0000 .0000 .0001 .0001 .0001  .0001 .0002 .0002 .0003  .0004
23 | .0000 .0000 .0000 .0000 .0000 .0001  .0001 .0001 .0001 .0002
24 | .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0001  .0001
Y H“
10.5 11.0 11.5 12 12.5 13.0 135 14.0 14.5 15.0

0 .0000 .0000 .0000 .0000 .0000 .0000 .0000  .0000  .0000  .0000
1 0003 0002 .0001 .0001 .0000 .0000 .0000 .0000 .0000  .0000
2 .0015 0010 .0007 .0004 .0003 .0002 .0001 0001 .0001 .0000
3 .0053  .0037 .0026 .0018 .0012 .0008 .0006 .0004  .0003  .0002
4 0139 0102 0074 0053 .0038 .0027 .0019 .0013 .0009  .0006
5 0293 0224 0170 .0127 .0095 .0070  .0051 0037 0027  .0019
6 0513 .0411 0325 0255 0197 0152 0115 .0087 .0065  .0048
7 0769  .0646  .0535  .0437 .0353  .0281 0222 0174 0135 .0104
8 1009 0888  .0769  .0655  .0551 .0457 0375 .0304 .0244  .0194
9 1177 1085 0982 0874 0765  .0661 0563 0473 0394  .0324
10 | .1236  .1194 1129  .1048 0956 .0859 .0760  .0663  .0571 0486
111 .1180 1194 1181  .1144 1087  .1015  .0932  .0844 0753  .0663
12 | .1032  .1094 1131  .1144 1132 1099 1049 0984 0910  .0829
131 .0834 0926  .1001 .1056 1089  .1099 1089  .1060  .1014  .0956
14 | 0625 0728 0822 .0905 .0972 .1021 .1050 .1060  .1051 1024
15} .0438 0534 .0630 .0724 0810 .0885  .0945  .0989 .1016  .1024
16 | 0287 .0367 .0453 .0543 0633 .0719 .0798  .0866 0920  .0960
17 { 0177 0237 .0306 .0383 0465 .0550 .0633 0713 .0785  .0847
18 | .0104 0145 0196 .0255 .0323 .0397 .0475 .0554 0632 .0706
19 | .0057 .0084 0119  .0l61 0213 0272 .0337  .0409  .0483  .0557
20 1 .0030 .0046 .0068  .0097 0133 0177 .0228  .0286  .0350 .0418
21 | .0015 .0024 0037 .0055 0079 .0109 .0146  .0191 0242 0299
22 1 .0007 0012 .0020 .0030 .0045 .0065 .0090 .0121 0159  .0204
231 0003 0006 .0010 .0016 .0024 .0037 0053 .0074 .0100 .0133
24 | .0001 .0003 .0005 .0008 .0013 .0020 .0030 .0043  .0061 0083
25 | .0001 .0001 0002  .0004 .0006 .0010 .0016 .0024  .0035  .0050
26 | .0000 .0000  .0001 0002 0003 0005 .0008 .0013  .0020  .0029
27 | .0000 .0000 .0000 .0001  .0001 .0002  .0004 .0007 .0011  .0016
28 0000 .0000  .0000 .0000 .0001 0001  .0002 .0003  .0005  .0009
29 | .0000 .0000  .0000  .0000 0000  .0001  .0001 0002 .0003  .0004
30 | .0000 .0000  .0000 .0000 .0000  .0000  .0000  .0001 .0001  .0002
31 | .0000 .0000 .0000 .0000 .0000 .0000 .0000  .0000  .0001 .0001
32, .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0000 .0001




Table B.6 Chi-squared distribution
df Upper Tail Area
1995 99 975 95 90 50 10 .05 025 01 005

1 .0000 .0002 0010 .0039 0158 4549 2.706 3.842 5.024 6.635 7.879
2 0100 0201 0506  .1026 2107 1386 4605 5992 7378 9210 10597
3 0717 1148 2158 3518 5844 2366 6251 7815  9.349  11.345 12.838
4 2070 2971 4844 7107 1064 3357 7779 9488  11.143 13277 14.860
5 4117 5543 8312 1146 1610 4352 9236 11.071 12.833 15086 16.750
6 |l 6757 8721 1237 1635 2204 5348 10645 12592 14449 16812 18.548
7 9893 1239 1690 2167 2833 6346 12017 14.067 16013 18475 20278
8 1344 1647 2180 2733 3490 7344 13362 15507 17.535 20.090 21.955
9 1.735 2.088 2.700 3.325 4.168 8.343 14.684 16919 19.023 21.666 23.589
10 2.156 2.558 3247 3.940 4.865 9.342 15987 18307 20.483 23209 25.188
11 | 2603 3054 3816 4575 5578 10341 17.275 19.675 21920 24725 26.757
12 ]| 3074 3571 4404 5226 6304 11340 18549 21.026 23337 26217 28.300
13 || 3565 4107 5009 5892  7.042 12340 19812 22362 24736 27.688 29.820
14 || 4075 4660 5629 6571 7790  13.339  21.064 23685 26119 29.141 31319
15 || 4601 5229 6262 7.261 8547 14339 22307 24996 27488 30.578 32.801
16 || 5142 5812 6908  7.962 9312 15339 23542 26296 28.845 32.000 34.267
17 || 5697 6408 7564 8672 10.085 16338 24769 27.587 30.191 33409 35719
18 || 6265 7.015 8231 9391 10865 17338 25989 28.869 31.526 34.805 37.157
19 || 6.844 7633 8907 10117 11.651 18338 27204 30.144 32852 36191 38.582
20 || 7.434 8260 9591 10851 12443 19337 28412 31410 34170 37.566 39.997
21 || 8034 8897 10283 11.591 13240 20337 29.615 32.671 35479 38932 41.401
22 || 8643 9543 10982 12338 14.042 21337 30813 33924 36781 40.289 42796
23 || 9260 10.196 11.689 13091 14848 22337 32.007 35173 38.076 41638 44.181
24 || 9886 10.856 12401 13848 15659 23337 33196 36415 39.364 42980 45559
25 || 10520 11.524 13120 14611 16473 24337 34382 37.652 40.647 44314 46928
26 11.160 12,198 13.844 15379 17292 25337 35563 38.885 41923 45642 48290
27 || 11.808 12.879 14573 16151 18.114 26336 36741 40.113 43.195 46963 49.645
28 || 12461 13565 15308 16928 18939 27.336 37.916 41.337 44461 48278 50.993
29 || 13121 14257 16.047 17,708 19.768 28.336 39.088 42557 45722 49.588 52336
30 || 13.787 14954 16791 18493 20599 29336 40256 43.773 46979 50892 53.672
31 || 14458 15656 17.539 19281 21434 30336 41422 44985 48232 52.191  55.003
32 || 15134 16362 18291 20072 22271 31.336 42585 46.194 49480 53486 56328
33 || 15815 17.074 19.047 20.867 23110 32.336 43.745 47400 50725 54776 57.648
34 || 16501 17.789 19.806 21.664 23952 33336 44903 48602 51966 56.061 58.964
35 || 17192 18509 20569 22465 24797 34.336 46.059 49.802 53203 57.342 60275
36 || 17.887 19.233  21.336 23269 25.643 35336 47212 50999 54437 58619 61.581
37 || 18586 19.960 22106 24,075 26492 36.336 48.363 52192 55.668 59.893  62.883
38 || 19289 20.691 22879 24.884 27343 37.336 49.513 53384 56896 61.162 64.181
39 || 19.996 21426 23654 25695 28196 38.335 50660 54572 58120 62428 65476
40 || 20707 22164 24433 26509 29.051 39335 51805 55.759 59.342  63.691 66766




Using the Included
Minitab Macros

Minitab macros for performing Bayesian analysis and for doing Monte Carlo sim-
ulations are included. The address may be downloaded from the Web page for this
text on the site <www.wiley.com>. The Minitab Macros are zipped up in a package
called Bolstad.Minitab.Macros.zip. Some Minitab worksheets are also included at
that site.

To use the Minitab macros, define a directory named BAYESMAC on your hard
disk. The best place is inside the Minitab directory, which is often called MTBWIN
on PC’s running Microsoft Windows. For example, on my PC, BAYESMAC is inside
MTBWIN, which is within the directory Program files which is on drive C. The correct
path I need to invoke to use these macros is C:/progra ~ 1/MTBWIN/BAYESM ~1/
(Note that the the filenames are trincated at six characters.) You should also define
a directory BAYESMTW for the Minitab worksheets containing the data sets. The
best place is also inside the Minitab directory, so you can find it easily.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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Table C.1 Sampling Monte Carlo study

Minitab Commands Meaning

Yo<insert path>sscsample.mac c1 100; "data are in c1, IV = 100"

strata c2 3; “there are 3 strata stored in c2"
cluster c3 20; "there are 20 clusters stored in c3"
type 1; 1=simple, 2=stratified, 3=cluster
size 20; "sample size n = 20"

mcarlo 200; "Monte Carlo sample size 200"
output ¢6 c¢7 c8 ¢9; "c6 contains sample means, c7—<9

contain numbers in each strata"

CHAPTER 2: SCIENTIFIC DATA GATHERING

Sampling Methods

We use the Minitab macro sscsample.mac to perform a small-scale Monte Carlo study
on the efficiency of simple, stratified, and cluster random sampling on the population
data contained in sscsample.mtw. In the "file" menu pull down "open worksheet"
command. When the dialog box opens, find the directory BAYESMTW and type in
sscsample.mtw in the filename box and click on "open". In the "edit" menu pull down
"command line editor" and type in the commands from Table C.1 into the command
line editor:

Experimental Design

We use the Minitab macro Xdesign.mac to perform a small-scale Monte Carlo study,
comparing completely randomized design and randomized block design in their ef-
fectiveness for assigning experimental units into treatment groups. In the "edit" menu
pull down "command line editor" and type in the commands from Table C.2.

CHAPTER 6: BAYESIAN INFERENCE FOR DISCRETE RANDOM
VARIABLES

Binomial Proportion with Discrete Prior

BinoDP.mac is used to find the posterior when we have binomial (n, ) observation,
and we have a discrete prior for . For example, suppose 7 has the discrete distribution
with three possible values, .3, .4, and .5. Suppose the prior distribution is given in
Table C.3, and we want to find the posterior distribution after n = 6 trials and observing
y = 5 successes. In the "edit" menu pull down "command line editor” and type in the
commands from Table C.4.
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Table C.2 Experimental design Monte Carlo study

Minitab Commands Meaning

letkl1=.8 "correlation between other and response
variables"

random 80 cl c2; "generate 80 other and response variables

normal 0 1. in ¢1 and c2, respectively”

let c2=sqrt(1-k1**2)*c2+k1*cl "give them correlation k1"

desc cl c2 "summary statistics”

corrcl c2

plot c2*c1 "shows relationship”

%<insert path>Xdesign.mac c1 ¢2; "other variable in c1, response in ¢2”

size 20; "treatment groups of 20 units”

treatments 4; "4 treatment groups"”

mcarlo 500; "Monte Carlo sample size 500"

output c3 c4 c5. "c3 contains other means,

¢4 contains response means,
c5 contains treatment groups
1-4 from completely randomized design
5-8 from randomized block design"
code (1:4) 1 (5:8)2c5c¢ch
desc c4; "summary statistics "
by c6.

Table C.3 Discrete prior distribution for binomial proportion 7

T g(m)
3 2
4 3
5 5

Poisson Parameter with Discrete Prior

PoisDP.mac is used to find the posterior when we have a Poisson(j) observation, and
a discrete prior for u. For example, suppose u has three possible values 4 = 1,2, or 3
where the prior probabilities are given in Table C.5, and we want to find the posterior
distribution after observing y = 4. In the "edit" menu go down to "command line
editor” and type in the commands from Table C.6 .
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Table C.4 Finding the posterior distribution of binomial proportion with a discrete prior

form

Minitab Commands Meaning

set cl "puts wincl”

345

end

set c2 "puts g(7) in c2"

235

end

%<insert path>BinoDP.mac 6 5; "n = 6 trials, y = 5 successes observed"
prior ¢l ¢2; “m in ¢1, prior g(r) in c2"
likelihood c3; "store likelihood in c3"

posterior c4. "store posterior g(w|y = 5) in c4"

Table C.5 Discrete prior distribution for Poisson parameter

")
T 3
2 4
303

CHAPTER 8: BAYESIAN INFERENCE FOR BINOMIAL PROPORTION

Beta(a, b) Prior for

BinoBP.mac is used to find the posterior when we have binomial (n, 7) observation,
and we have a beta(a,b) prior for 7. The beta family of priors is conjugate for
binomial (n, 7} observations, so the posterior will be another member of the family,
beta(a’,b") where ¢’ = a + y and b’ = b + n — y. For example, suppose we have
n = 12 trials, and observe y = 4 successes, and we use a bera(3, 3) prior for 7. In the
"edit" menu pull down "command line editor" and type in the commands from Table
C.7. We can find the posterior mean and standard deviation from the output. We can
determine a Bayesian credible interval for = by looking at the values of 7 by pulling
down the "calc" menu to "probability distributions” and over to "beta" and selecting
"inverse cumulative probability”. We can test Hy : # < 7p vs. Hy : m > 7 by
pulling down the "calc" menu to "probability distributions" and over to "beta" and
selecting cumulative probability” and imputing the value of mg.
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Table C.6 Finding the posterior distribution of Poisson parameter with a discrete prior for

L

Minitab Commands Meaning

set ¢S5 "puts observation(s) y in ¢3"
4

end

setcl "puts p incl”

123

end

set c2 "puts g(p) in 2"

343

end

Yo<insert path>PoisDP.mac c5; "observations in c5"

prior ¢l c2; "win cl, prior g(y) in c2"
likelihood ¢3; "store likelihood in ¢3"
posterior c4. "store posterior g(mly = 5) in c4"

Table C.7 Finding the posterior distribution of binomial proportion with a beta prior for

Minitab Commands Meaning

%<insert path>BinoBP.mac 12 4; "n = 12 trials, y = 4 was observed"
beta 3 3; "the beta prior”

prior ¢1 ¢2; "stores 7 and the prior g(m)"
likelihood c3; "store likelihood in c3"

posterior c4. "store posterior g(jy = 4) in c4”

General Continuous Prior for

BinoGCP.mac is used to find the posterior when we have binomial (n, 7) observation,
and we have a general continuous prior for 7. Note, 7 must go from 0 to 1 in equal
steps, and g(7) must be defined at each of the = values. For example, suppose we
have n = 12 trials, and observe y = 4 successes, where 7 is stored in c1 and a general
continuous prior g(r) is stored in c2. In the "edit" menu pull down "command line
editor" and type in the commands from Table C.8. The output of BinoGCP.mac
does not print out the posterior mean and standard deviation. Neither does it print
out the values that give the tail areas of the integrated density function that we need
to determine credible interval for =. Instead we use the macro tintegral.mac which
numerically integrates a function over its range to determine these things. We can
find the integral of the posterior density g(m|y) using this macro. We can also use
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Table C.8 Finding the posterior distribution of binomial proportion with a continuous prior

form

Minitab Commands Meaning

%<insert path>BinoGCP.mac 12 4; "n = 12 trials, y = 4 successes observed”
prior c1 ¢2; "inputs 7 in c1, prior g() in c2"
likelihood c3; "store likelihood in ¢3"

posterior c4. "store posterior g(m|y = 4) in c4"

Table C.9 Bayesian inference using posterior density of binomial proportion 7

Minitab Commands Meaning

Y%<insert path>tintegral.mac c1 c4; "integrates posterior density"

output k1 c6. "stores definite integral over range in k1"
"stores definite integral function in c6"

let c7=cl*c4 "7 x g(wly)

%<insert path>tintegral.mac c1 c7; "finds posterior mean"

output k1 c8.
let ¢9=(c1-k1)**2 * ¢4

Yo<insert path>tintegral.mac c1 c9; "finds posterior variance"
output k2 c10.

let k3=sqrt(k2) "finds posterior st. deviation"
print k1-k3

tintegral.mac to find the posterior mean and variance by numerically evaluating

1
m = /0 rg(rly) dr

and
1
3/2 B ™ — "2 ™ .
() /0< m')g(rly) d

In the "edit" menu pull down "command line editor" and type in the commands from
Table C.9 . A 95% Bayesian credible interval for 7 is found by taking the values in
c1 that correspond to .025 and .975 in c6. To test the hypothesis Hg : m < mp vs.
H; : 7 > mp, we find the value in ¢6 that corresponds to the value mg in cl. If it is
less than the desired level of significance «, then we can reject the null hypothesis.
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Table C.10 Finding the posterior distribution of a Poisson parameter with a gamma prior
for p

Minitab Commands Meaning

setc5 "Put observations in c¢5"
34301

end

let k1=6 "r"

let k2=3 "y

Y%<insert path>PoisGamP.mac c5 ; "observations in c5"
gammak1 k2; "the gamma prior"

prior ¢l ¢2; "stores u and the prior g(u)"
likelihood c3; "store likelihood in ¢3"
posterior c4, "store posterior g(u]y) in c4"

CHAPTER 10: BAYESIAN INFERENCE FOR POISSON PARAMETER

Gamma(r,v) Prior for i

PoisGamP.mac is used to find the posterior when we have a random sample from a
Poisson (1) distribution, and we have a gamma(r, v) prior for . The gamma family of
priors is the conjugate family for Poisson observations, so the posterior will be another
member of the family, gamma(r', v') wherer’ = r+3_ yand v’ = v+n. The simple
rules are "add sum of observations to 7" and "add number of observations to v". For
example, suppose in column 5 there is a sample five observations from a Poisson(u)
distribution. Suppose we want to use a gamma(6, 3) prior for p. Pull down the "edit"
menu to the "command line editor" command and type in the commands from Table
C.10. We can determine a Bayesian credible interval for 1 by looking at the values of
1 by pulling down the "calc" menu to "probability distributions" and over to “gamma"
and selecting "inverse cumulative probability”. Note: Minitab uses parameter 1/v
instead of v. We can test Hy : u < pg vs. Hy : u > po by pulling down the "calc”
menu to "probability distributions” and over to "gamma" and selecting cumulative
probability" and imputing the value of ug.

General continuous prior for Poisson parameter 11

PoisGCP.mac is used to find the posterior when we have a random sample from a
Poisson(u) distribution and we have a continuous prior for u. Suppose we have a
random sample of five observations in column ¢5. The prior density of u is found
by linearly interpolating the values in Table C.11. Pull down the "edit" menu to the
"command line editor” and type in the commands in Table C.12 . The output of
PoisGCP.mac does not include the posterior mean and standard deviation. Neither
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Table C.11
interpolating between these values.
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)

Continuous prior distribution for Poisson parameter p has shape given by

Table C.12 Finding the posterior distribution of a Poisson parameter with a continuous

parameter for y

Minitab Commands

Meaning

set ¢S5

34301

end

setcl

0:8/.001

end

set ¢2

0:2 /.001 1999(2) 2:0 /-.0005
end

Yo<insert path>PoisGCP.mac c5 ;
priorcl c2;

likelihood ¢3;

posterior c4.

"Put observations in c5"

set u

set g()

"observations in ¢5"

" and the prior g(u) in c1 and c2"
"store likelihood in ¢3"

"store posterior g(u|y) in c4"

does it print out the cumulative distribution function that allows us to find credible
intervals. Instead we use the macro tintegral.mac which numerically integrates the
posterior to do these things. Pull down the "edit" menu to "command line editor” and
type in the commands from Table C.13. A 95% Bayesian credible interval for p is
found by taking the values in c1 that correspond to .025 and .975 in c6. To test the
null hypothesis Hg : gt < po vs. Hi : > pg, find the value in c6 that corresponds
to ug in cl. If it is less than the desired level of significance we can reject the null

hypothesis at that level.
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Table C.13 Bayesian inference using posterior distribution of Poisson parameter

Minitab Commands Meaning

%e<insert path>tintegral.mac c1 c4; "integrates posterior density"

output k1 c6. "stores definite integral over range in k1"
"stores definite integral function in c6"

let c7=c1*c4 "ux gplYiy - Yn)

%<insert path>tintegral.mac cl c7; "finds posterior mean"

output k1 c8.
let c9=(c1-k1)**2 * c4

Yo<insert path>tintegral.mac c1 c9; "finds posterior variance"”
output k2 c10.

let k3=sqrt(k2) "finds posterior st. deviation"
print k1-k3

Table C.14 Discrete prior distribution for normal mean p

g fw)
2 1
25 2
3 4
35 2
4 1

CHAPTER 11: BAYESIAN INFERENCE FOR NORMAL MEAN

Discrete Prior for 1

NormDP.mac is used to find the posterior when we have a column of normal(u, 02)
observations and o2 is known, and we have a discrete prior for u. (If the standard
deviation ¢ is not input, the estimate from the observations is used, and the approxi-
mation to the posterior is found. For example, suppose p has the discrete distribution
with 5 possible values, 2 2.5, 3, 3.5 and ,4. Suppose the prior distribution is given in
Table C.14. and we want to find the posterior distribution after a random sample of
n = 5 observations from a normal(u, 1%) that are 1.52, 0.02, 3.35,3.49 1.82 . In the
"edit" menu pull down "command line editor” and type in the commands from Table
C.15.
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Table C.15 Finding the posterior distribution of a normal mean with discrete prior for p

Minitab Commands Meaning

setcl puts "pincl”

2:4/.5

end

set c2 "puts g() in c2
124201

end

set ¢S5 "puts data in c5
1.52,0.02,3.35,3.49 1.82

end

Y%o<insert path>NormDP.mac c5 ; "observed data in ¢S5"
sigma 1; "known o = 1 is used"”
prior c1 ¢2; "win ¢, prior g(p) in ¢2"
likelihood ¢3; "store likelihood in c3"
posterior c4. “store posterior g(u|data) in c4"

Normal(m, s?) Prior for u

NormNP.mac is used when we have a column c5 containing a random sample of
n observations from a normal(p, o2) distribution (with o2 known) and we use a
normal(m, s?) prior distribution. If the observation standard deviation ¢ is not input,
the estimate calculated from the observations is used, and the approximation to the
posterior is found. If the normal prior is not input, a flat prior is used. The normal
family of priors is conjugate for normal (u, o%) observations, so the posterior will be
another member of the family, normal[m’, (s')?] where the new constants are given
by

1 1 n
e s
and
1 n
m’:%xm-{—? X 7.
@2 @)?

For example, suppose we have a normal random sample of 4 observations from
normal(js, 1%) which are 2.99, 5.56, 2.83, and 3.47. Suppose we use a normal(3, 2%)
prior for p. In the "edit" menu pull down "command line editor” and type in the
commands from Table C.16 . We can determine a Bayesian credible interval for
1 by looking at the values of u by pulling down the "calc" menu to "probability
distributions" and over to "normal” and selecting "inverse cumulative probability."
We can test Ag : p < po vs. Hy : p > po by pulling down the "calc" menu to



USING THE INCLUDED MINITAB MACROS 381

Table C.16 Finding the posterior distribution of a normal mean with a normal prior for

Minitab Commands Meaning

set c5 "puts data in c5
2.99,5.56,2.83,3.47

end

%o<insert path>NormNP.mac ¢5 ; "observed data in ¢5"

sigma 1; "known o = 1 is used"”

norm 3 2; "prior mean 3, prior std 2"

prior cl c2; "store u in c1, prior g{) in c2"
likelihood c3; "store likelihood in c3"
posterior c4. "store posterior g{u{data) in c4"

"probability distributions" and over to "normal" and selecting cumulative probability"
and imputing the value of yp.

General Continuous Prior for pt

NormGCP.mac is used when we have a column c5 containing a random sample of 1
observations from a normal (1, 0?) distribution (with 2 known) and we have column
c1 containing values of u, and a column ¢2 containing values from a continuous prior
g(p). If the standard deviation ¢ is not imput, the estimate calculated from the data
is used, and the approximation to the posterior is found.

For example, suppose we have a normal random sample of 4 observations from
normal (u,0? = 1) which are 2.99, 5.56, 2.83, and 3.47. In the "edit" menu pull
down "command line editor” and type the following commands from Table C.17.
The output of NormGCP.mac does not print out the posterior mean and standard
deviation. Neither does it print out the values that give the tail areas of the integrated
density function that we need to determine credible interval for p. Instead we use
the macro fintegral.mac which numerically integrates a function over its range to
determine these things. In the "edit” menu pull down "command line editor” and
type in the commands from Table C.18. To find a 95% Bayesian credible interval
we find the values in c1 that correspond to .025 and .975 in ¢6. To test a hypothesis
Hy:p < povs. Hy @ p > po we find the value in c6 that corresponds to i in cl.
If this is less than the chosen level of significance we can reject the null hypothesis
at that level.

CHAPTER 14: BAYESIAN INFERENCE FOR SIMPLE LINEAR REGRES-
SION

BayesLinReg.mac is used to find the posterior distribution of the simple linear re-
gression slope 3 when we have a random sample of ordered pairs (z;, y;) from the
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Table C.17 Finding the posterior distribution of a normal mean with a continuous prior for
o

Minitab Commands Meaning

set c5 "puts data in c5
2.99,5.56,2.83,3.47

end

Yo<insert path>NormGCP.mac c5 ; "observed data in ¢5"

sigma 1; "known o = 1 is used"

priorcl ¢2; " in ¢, prior g{u) in c2"
likelihood ¢3; "store likelihood in c3"

posterior c4. "store posterior g{u|data) in c4"

Table C.18 Bayesian inference using posterior distribution of normal mean p

Minitab Commands Meaning

Yo<insert path>tintegral.mac c1 c4; "integrates posterior density"

output k1 c6. "stores definite integral over range in k1"
"stores definite integral function in c6"

printcl ¢c6

let ¢7=cl*c4 "i x g{uldata)

Y%<insert path>tintegral.mac c1 ¢7; "finds posterior mean"

output k1 c8.
let c8=(cl-k1)**2 * c4

Yo<insert path>tintegral. mac c1 c8; "finds posterior variance"
output k2 ¢9.

let k3=sqrt(k2) "finds posterior st. deviation"
print ki-k3

simple linear regression model
yi=ao+ B8 Xz te,

where the observation errors e; are independent normal(0, o%) with known variance.
(If the variance is not known the posterior is found using the variance estimate
calculated from the least squares residuals.) We use independent priors for the slope
3 and the intercept az. These can be either flat priors or normal priors. (The default
is flat priors for both slope and intercept of x = Z.) This parameterization yields
independent posterior distribution for slope and intercept with simple updating rules
"posterior precision equals prior precision plus precision of least squares estimate”
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Table C.19 Bayesian inference for simple linear regression model

Minitab Commands Meaning

%<insert path>BayesLinReg.mac c5 c¢6; "y (response) in ¢35, = (predictor) in c6"

Sigma 2, known standard deviation o = 2

PriSlope 0 3; "normal(mg = 0, sg = 3) prior"

Prilntcpt 30 10; "normal(mq, = 30, s4, = 10) prior"

predict ¢7 c8 c9. "predict for z-values in c7, prediction
in c8, standard deviations in c9"

invedf 975 k10; "Find critical value. Use normal when

norm O 1. variance is known, use student’s t

with n — 2 df when variance not known"
let c10=c8-k10*c9 "Lower credible bound for predictions”
let c11=c8+k10*c9 "Upper credible bound for predictions”

and "posterior mean is weighted sum of prior mean and the least squares estimate
where the weights are the proportions of the precisions to the posterior precision.
Suppose we have y and z in columns c5 and c6 respectively and we know the standard
deviation o = 2. We wish to use a normal(0, 32) prior for 3 and a normal(30, 10%)
prior for az. Pull down the "edit” menu to the "command line editor" and type in
the commands from Table C.19. If we want to find a credible interval for the slope,
use Equation 14.9 or Equation 14.10 depending on whether we knew the standard
deviation or used the value calculated from the residuals. To find the credible interval
for the predictions, use Equation 14.13 when we know the variance or use Equation
14.14 when we use the estimate calculated from the residuals.

CHAPTER 15: BAYESIAN INFERENCE FOR NORMAL STANDARD DEVI-
ATION

S x an Inverse Chi-Squared(x) Prior for o'

NVarICP.mac is used when we have a column ¢35 containing a random sample of n
observations from a normal(u, 0?) distribution where the mean u is known. The
Sx an inverse chi-squared(x) family of priors is the conjugate family for normal
observations with known mean. The posterior will be another member of the family
where the constants are given by the simple updating rules "add the sum of squares
around the mean to S" and "add the sample size to the degrees of freedom.” For
example, suppose we have five observations from a normal(u, o%) where yu = 200
which are 206.4, 197.4,212.7,208.5, and 203.4. We want to use a prior that has prior
median equal to 8. In the "edit" menu pull down to "command line editor" and type
in the commands from Table C.20. Note: The graphs that are printed out are the prior
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Table C.20 Finding posterior distribution of normal standard deviation ¢ using Sx an
inverse chi-squared(r) prior for o*

Minitab Commands Meaning

set c5 "puts data in c5

206.4,197.4,212.7,208.5, 203.4

end

Yo<insert path>NVarICP.mac ¢35 200; "observed data in c5, known p = 200"

IChiSq 29.11 1; "29.11x inverse chi-squared(1) has
prior median 8"

prior ¢l ¢2; "o in cl, prior g(o) in ¢2"

likelihood c3; "store likelihood in ¢3"

posterior c4; "store posterior g(o|data) in c4"

constants k1 k2. "store S’ ink1, k' in k2"

Table C.21 Bayesian inference using posterior distribution of normal standard deviation o

Minitab Commands Meaning

let k3=sqrt(k1/(k2-2)) "The estimator for o using posterior mean,
Print k3 Note: k2 must be greater than 2 "

InvCDF .5 k4; "store median of chi-squared (k2)

ChiSquare k2. in k4"

let kS=sqrt(k1/k4) "The estimator for ¢ using posterior median"
Print k5

%<insert path>tintegral. mac cl c4;  "integrates posterior density"

output k6 c6. "stores definite integral over range in k6,

stores definite integral function in c6"

distributions of the standard deviation o even though we are doing the calculations
on the variance.

If we want to make inferences on the standard deviation o using the posterior
distribution we found, pull down the "edit" menu to "command line editor" and type
in the commands given in Table C.21. To find an equal tail area 95% Bayesian
credible interval for o, we find the values in c1 that correspond to .025 and .975 in
c6.
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Table C.22 Finding the posterior distribution of binomial proportion with a mixture prior
for 7

Minitab Commands Meaning

%o<insert path>BinoMixP.mac 60 15 ; "n = 60 trials, y = 15 successes observed"

bet0 10 6; "The precise beta prior”

betl 11; "The fall-back beta prior"

prob .95; "prior probability of first component"”

Output c1-c4. "store , prior, likelihood, and posterior
incl-c4"

CHAPTER 16: ROBUST BAYESIAN METHODS

BinoMixP.mac is used to find the posterior when we have a binomial(n, 7) observa-
tions and use a mixture of a beta(ag, bo) and a beta(a, by) for the prior distribution
for . Generally, the first component summarizes our prior belief, so that we give it a
high prior probability. The second component has more spread to allow for our prior
belief being mistaken, and we give it a low prior probability. For example, suppose
our first component is beta(10, 6), and the second component is beta(1,1) and we
give a prior probability of .95 to the first component. We have taken 60 trials and
observed y = 15 successes. In the "edit" menu pull down "command line editor" and
type in the commands from Table C.22.

NormMixP.mac is used to find the posterior when we have normal(y, o?2) ob-
servations with known variance o2 and our prior for y is a mixture of two normal
distributions, a normal(mg, s3) and a normal(my, s?). Generally, the first compo-
nent summarizes our prior belief, so we give it a high prior probability. The second
component is a fall-back prior that has a much larger standard deviation to allow
for our prior belief being wrong and has a much smaller prior probability. For ex-
ample, suppose we have a random sample of observations from a normal(u, 0?) in
column c5 where 02 = .22, Suppose we use a mixture of a normal(10,.1%) and a
normal(10, .4%) prior where the prior probability of the first component is .95. In the
"edit" menu pull down "command line editor” and type in the commands from Table
C23.
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Table C.23 Finding the posterior distribution of normal mean with the mixture prior for u

Minitab Commands Meaning

%<insert path>NormMixPmacc5;  "c5 contains observations of normal(ys, a?)"
sigma .2 ; "known value ¢ = .2 is used"

np0 10 .1; "The precise normal(10, .12) prior”

npl 10 4; "The fall-back normal(10, .4?) prior"

prob .95; "prior probability of first component”
Output c1-c4. “store u, prior, likelihood, and posterior

in cl—4"
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OBTAINING AND USING R AND THE R FUNCTIONS

R functions for performing Bayesian analysis and for doing Monte Carlo simulations
are included. The address may be downloaded from the Web page for this text on the
site www.wiley.com. The R functions are zipped up in a package called Bolstad_0.2-
11.zip.

The latest version of R (currently 2.41) may always be found at www.r-project.org.
Compiled versions of R for Linux, Mac OS (System 8.6 to 9.1 and Mac OS X), Mac
OS X (Darwin/X11) and Windows (95 and later), and the source code (for those who
wish to compile R themselves) may also be found at this address.

To install R for Windows, double click on the file rw241.exe and follow the
installer functions. In the following discussion it is assumed that you have copied the
file Bolstad_0.2-11.zip to a location on your computer. You can find it in this way:

1. Start R from the Start menu or by double clicking on the icon on your desktop.

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright (©2007 John Wiley & Sons, Inc.
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2. Pull down the ’Packages’ menu and select the item ’Install package from local
zip file..”

3. Use the dialog box to locate Bolstad _0.2-11.zip, select it and click on *Open’.

R will now recognize the package Bolstad as a package it can load. To use the func-
tions in the package Bolstad, either type library (Bolstad) at the command
prompt or select the item 'Load package..’ from the 'Packages’ menu. To see the
list of functions contained within the package, type 1ibrary (help=Bolstad).
This should bring up the list in Table ??:

Function Name Description

bayes.lin.reg Bayesian inference for simple linear regression

binobp binomial sampling with a beta prior

binodp binomial sampling with a discrete prior

binogcp binomial sampling with a general continuous prior

binomixp binomial sampling with a beta mixture prior

normdp bayesian inference on a normal mean with a discrete prior

normgep Bayesian inference on a normal mean with a
general continuous prior

normmixp Bayesian inference on a normal mean with a mixture of
normal priors

normnp Bayesian inference on a normal mean with a normal prior

nvaricp Bayesian inference for a normal standard deviation with a
scaled inverse x? distribution

poisdp Poisson sampling with a discrete prior

poisgamp Poisson sampling with a gamma prior

poisgcp Poisson sampling with a general continuous prior

sintegral numerical integration using Simpson’s Rule

sscsample simple, stratified and cluster sampling

xdesign Monte Carlo study of randomized and blocked designs

Help on each of the R functions is available once you have loaded the Bolstad
package. There are a number of ways to access help files under R. The traditional
way is to use the help or ? function. For example, to see the help file on the
binodp function, type help (binodp) or ?binodp. HTML-based help is also
available. To use HTML help, select *Html help’ from the "Help’ menu. Click on
the "Packages’ link, and then the link for *Bolstad’. This will bring up an index page
where you may select the help file for the function you’re interested in.

All of the examples listed in the help file may be executed by using the example
command. For example, to run the examples listed in the binodp help file type
example (binodp).

Each help file has a standard layout, which is as follows:

The R language has two special features that may make it confusing to users
of other programming and statistical languages: default or optional arguments, and
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Title: a brief title that gives some idea of what the function is supposed to do or
show

Description: a fuller description of the what the function is supposed to do or show
Usage: the formal calling syntax of the function

Arguments: a description of each of the arguments of the function

Values: a description of the values (if any) returned by the function

See also: a reference to related functions

Examples: some examples of how the function may be used. These examples may
be run either by using the example command (see above) or copied and
pasted into the R console window

variable ordering of arguments. An R function may have arguments for which
the author has specified a defauit value. Let’s take the function binobp as an
example. The syntax of binobp is binobp(x, n, a = 1, b = 1, ret
= FALSE). The function takes five arguments x, n, a, b, and ret. However,
the author has specified default values for a, b, and ret, namelya = 1,b = 1
and ret = FALSE. This means that the user only has to supply the arguments x
and n. Therefore the arguments a, b and ret are said to be optional or default.
In this example, by default, a beta(a = 1, b = 1) prior is used and the prior,
likelihood, and posterior distributions (along with some associated information) are
not returned (ret = FALSE). Hence the simplest example for binobp is given
as binobp (6, 8). If the user wanted to change the prior used, say to beta(s,6),
then they would type binobp (6,8,5,6). There is a slight catch here, which
leads into the next feature. Assume that the user wanted to use a beta(1,1) prior, but
wanted to return the output. One might be tempted to type binobp (6, 8, FALSE) .
This is incorrect. R will think that the value FALSE is the value being assigned
to the parameter a, and convert it from a logical value, FALSE, to the numerical
equivalent, 0, which will of course give an error because the parameters of the beta
distribution must be greater than zero. The correct way to make such a call is to
use named arguments, such as binobp (6, 8, ret=FALSE) . This specifically tells
R which argument is to be assigned the value FALSE. This feature also makes the
calling syntax more flexible because it means that the order of the arguments does not
need to be adhered to. For example, binobp (n=8, x=6, ret=FALSE, a=1,
b=3) would be a perfectly legitimate function call.

CHAPTER 2: SCIENTIFIC DATA GATHERING

In this chapter we use the function sscsample to perform a small-scale Monte
Carlo study on the efficiency of simple, stratified, and cluster random sampling on
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the population data contained in sscsample.data. Make sure the Bolstad
package is loaded by typing

library (Bolstad)

first. Type the following commands into the R console:

sscsample (20,200)

This calls the sscsample function and asks for 200 samples of size 20 to be
drawn from the dataset sscsample.data. To return the means and the samples
themselves, type

res<-sscsample (20,200, ret=T)

This will store all 200 samples and their means in an R list structure called res. The
means of the sample may be accessed by typing

resSmeans

The samples themselves are stored in the columns of a 20 x 200 matrix called
res$samples. To access the it® sample, where i = 1,. .., 200, type

res$samples |, i]
For example, to access the 50 sample, type

res$samples [, 50]

Experimental Design

We use the function xdes ign to perform a small-scale Monte Carlo study comparing
completely randomized design and randomized block design in their effectiveness for
assigning experimental units into treatment groups. Suppose we want to carry out
our study with four treatment groups, each of size 20, and with a correlation of 0.8
between the response and the blocking variable. Type the following commands into
the command line editor:

xdesign ()

Suppose we want to carry out our study with five treatment groups, each of size
25, and with a correlation of -0.6 between the response and the blocking variable.
We also want to store the results of the simulation in a variable called res. Type the
following commands into the command line:

res<-xdesign(corr=-0.6,81ze=25,n.treatments=5)

resisalistcontaining three member vectors of length 2xn . treatmentsxn.rep.
Each block of n . rep elements contains the simulated means for each Monte Carlo
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replicate with in a specific treatment group. The first n. t reatments blocks corre-
spond to the completely randomized design, and the second nn . t reatment s blocks
correspond to randomized block design

e block.means: a vector of the means of the blocking variable

e treat.means: a vector of the means of the response variable

e ind: a vector indicating which means belong to which treatment group
An example of using these results might be

boxplot (block.means™ind, data=res)
boxplot (treat.means™ind, data=res)

CHAPTER 6: BAYESIAN INFERENCE FOR DISCRETE RANDOM
VARIABLES

Binomial Proportion with Discrete Prior

The function binodp is used to find the posterior when we have a binomial (n, )
observation, and we have a discrete prior for 7. For example, suppose 7 has the
discrete distribution with three possible values, .3, .4, and .5. Suppose the prior
distribution is as given in Table D.1

Table D.1 An example discrete prior for a binomial proportion 7

f(m)
2
3
5

s WA

and we want to find the posterior distribution after n = 6 trials and observing y = 5
successes. Type the following commands into the command line editor:

pi<-c(0.3,0.4,0.5)
pi.prior<-c(0.2,0.3,0.5)

results<-binodp (5, 6,uniform=FALSE, pi=pi,
pi.prior=pi.prior, ret=TRUE)

Poisson Parameter with Discrete Prior

poisdp is used to find the posterior when we have a Poisson(y) observation, and a
discrete prior for . For example, suppose u has three possible values 4 = 1,2, or 3
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where the prior probabilities are given in Table D, and we want to find the posterior
distribution after observing y = 4.

Table D.2 Discrete prior distribution for Poisson parameter p

p_ glp)
T 3
2 4
303

Type the following commands into the command line editor:

mu<-1:3
mu.prior<-¢(0.3,0.4,0.3)
poisdp (4, mu, mu.prior)

CHAPTER 8: BAYESIAN INFERENCE FOR BINOMIAL PROPORTION

Beta(a, b) Prior for

binobkp is used to find the posterior when we have a binomial(n, w) observation,
and we have a beta(a, b) prior for n. The beta family of priors is conjugate for
binomial(n, 7} observations, so the posterior will be another member of the family,
beta(a’,b’') where ¢’ = a + y and ¥ = b + n — y. For example, suppose we have
n = 12 trials, and observe y = 4 successes, and use a beta(3, 3) prior for 7. Type
the following command into the R console:

binobp(4,12,3,3)

This should give the following output:

> banbp(4:1213/3)

Posterior Mean : 0.3888889
Posterior Variance : 0.0125081
Posterior Std. Deviation : 0.1118397
Prob Quantile

0.005 0.1370832
0.01 0.1552348
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0.025 0.184437

0.05 0.2119082
0.5 0.3846872
0.95 0.5802946
0.975 0.6167163
0.99 0.6577095
0.995 0.6845936

We can find the posterior mean and standard deviation from the output. We can
determine an equal tail area credible interval for = by taking the appropriate quantiles
that correspond to the desired tail area values of the interval. For example, for 95%
credible interval we take the quantiles with probability 0.025 and 0.975, respectively.
These are 0.184 and 0.617.

We can test Hy : # < mg vs. Hj : m > mp by using the gbeta function in
conjuction with the parameters of the posterior beta distribuion. For example, assume
that 7o = 0.1, and that y = 4 successes were observed in n = 12 trials. If we use a
beta(3,3) prior, then the posterior distribution of 7 is beta(3+4 = 7,3+12—4 = 11).
Therefore we can test Hy : # < mp = 0.1 vs. Hy; : m > mo = 0.1 by typing
gbeta(0.1,7,11).

General Continuous Prior for

binogep is used to find the posterior when we have a binomial (n, 7) observation,
and we have a general continuous prior for . Note that 7 must go from O to 1
in equal steps of at least 0.01, and g(7) must be defined at each of the 7 values.
For example, suppose we have n = 12 trials and observe y = 4 successes. In
this example our continuous prior for 7 is a normal(y = 0.5, 0 = 0.25). Type the
following commands into the R console:

binogcp(4,12,density="normal",params=c(0.5,0.25))

This example is perhaps not quite general as it uses some of the built in functionality
of binogcp. In this second example we use a “user-defined” general continuous
prior. Let the probability density function be a triangular distribution defined by

(%) = 41 for 0<7 <05,
IT)=Y 4—ar for 05<nm<1.

Type the following commands into the R console:

pi<-seq(0,1,by=0.001)
pi.prior<-rep(0,length(pi))
pli.prior(pi<=0.5}<-4*pi[pi<=0.5]
pi.prior[pi>0.5]<-4-4*pi[pi>0.5]
results<-binogcp (4,12, "user",pi=pi,
pil.prior=pi.prior, ret=TRUE)
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The output of binogcp does not print out the posterior mean and standard
deviation. Nor does it print out the values that give the tail areas of the integrated
density function that we need to determine credible interval for «. Instead, we use
the function sintegral, which numerically integrates a function over its range to
determine these things. We can find the integral of the posterior density g(«|y) using
this macro. Type the following commands into the R console:

cdf<-sintegral (pi, results$posterior,
n.pts=length(pi), ret=TRUE)
plot (cdf, type="1",xlab=expression(pi[0])
,Ylab=expression (Pr (pi<=pi[0])))

These commands created a new variable ¢df, which is a list containing vectors x
and y, where the i** element of cdf$y is equal to Pr (Y < z), where x is the it?
element of cdf$x. To find a 95% credible interval (with equal tail areas) we find
the values of cdf $x that correspond to .025 and .975 in cd£ 3y respectively.

lb<~cdf$x[with(cdf,which.max (x[y<=0.025}))]
ub<-cdfé$x{with(cdf,which.max (x[y<=0.9751))]

cat (paste ("Approximate 95% credible interval : ["
;round(lb,4)," ",round(ub,4),"]\n",sep=""))

To test the hypothesis Hy : m < mg vs. Hy : m > mp, we find the value in cdf that
corresponds to the value 7g in pi. If the exact value of 7y cannot be found in pi
we can use the function approx to do linear interpolation. If the value is less than
the desired level of significance o, then we can reject the null hypothesis. E.g. if
a = 0.05 in our previous example, and my = 0.1, then we would type:

cdf<-sintegral (pi,resultsS$posterior,
n.pts=length(pi), ret=TRUE)
approx (cdfsx,cdfsy,0.1)

This should give the following output:

Sx
fi] 0.1

Sy
[1] 0.001594175

Given that 0.00159 is substantially less than our significance value of 0.05, then
we would reject Hp.
We can also find the posterior mean and variance by numerically evaluating

1
m = /wg(w}y)dw
0
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and )
(s? = / (r — m/)?g(nly)dr
0
using the function sintegral. Type the following commands into the R console:

dens<-pi*results$posterior
post.mean<-sintegral (pi,dens)

densg<- (pi-post.mean) "2*resultss$posterior
post.var<-sintegral (pi, dens)

post.sd<-sqgrt (post.var)

Of course we can use these values to calculate an approximate 95% credible
interval using standard theory:

lb<-post.mean-gnorm(0.3975) *post.sd
ub<-post .mean+gnoxrm(0.975) *post .sd

cat (paste ("Approximate 95% credible interval : ["
,round{lb,4)," ",round(ub,4),"1\n",sep=""))

CHAPTER 10: BAYESIAN INFERENCE FOR POISSON PARAMETER

Gamma(r, v) Prior for 1

The function poisgamp is used to find the posterior when we have a random sample
from a Poisson(y) distribution, and we have a gamma(r,v) prior for u. The gamma
family of priors is the conjugate family for Poisson observations, so the posterior will
be another member of the family, gamma(r’,v") where ' = r+ 3 yand v’ = v+n.
The simple rules are "add sum of observations to r" and "add number of observations
to v". For example, suppose we have a sample five observations from a Poisson(u)
distribution, 3, 4, 3, 0, 1. Suppose we want to use a gamma(6, 3) prior for u. Type
the following commands into the R console:

y<-C(3,4,3,0,1)
poisgamp(y,6,3)

By default poisgamp returns a 99% Bayesian credible interval for y. If we want
a credible interval of different width, then we can use the R functions relating to the
posterior gamma distribution function. For example, if we wanted a 95% credible
interval using the data above, we would type:
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Table D.3 Continuous prior distribution for Poisson parameter i has shape given by
interpolating between these values.

B g(w)
0 0
2 2
4 2
8 0

y<"c(3l4/3loll)
res<-poisgamp(y, 6,3, ret=TRUE)
c.i.<-ggamma(c(0.025,0.975),ressSr, ress$v)

We can test Hg : p < po vs. Hp : g > po using the pgamma function. For
example, if in the example above we hypothesize py = 3 and o = 0.05 then we type:

pgamma (3, resSr, ress$v)

General continuous prior for Poisson parameter p&

The function poisgep is used to find the posterior when we have a random sample
from a Poisson(u) distribution and we have a continuous prior for u. Suppose we
have a sample five observations from a Poisson(y) distribution, 3, 4, 3, 0, 1. The
prior density of u is found by linearly interpolating the values in Table D.3. To find
the posterior density for 4 with this prior, type the following commands into the R
console:

y<-c(3,4,3,0,1)

mu<-seqg{(0,8,by=0.001)

mu.prior<-c(seqg(0,2,by=0.001),rep(2,1999)
,s8eq(2,0,by=-0.0005))/10

poisgep (y, "user", mu=mu, mu.prior=mu.prior)

The output of poisgcp does not include the posterior mean and standard devia-
tion by default. Nor does it print out the cumulative distribution function that allows
us to find credible intervals. Instead we use the function sintegral which numerically
integrates the posterior to do these things. Type the following commands into the R
console to obtain the posterior cummulative distribution function:

results<-poisgcp(y, "uger",mu=mu,mu.prior=mu.prior, ret=T)
cdf<-sintegral (results$mu, resultsd$posterior, ret=T)

We can use the function approxfun to make the cummulative distribution
function and inverse cummulative distribution function for the posterior. Type the
following into the R console:

F.mu<-approxfun (cdf$x, cdfsy)
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Finv.mu<-approxfun (cdfs$y, cdf$x)

We can use the inverse cummulative distribution function to find 95% Bayesian
credible interval for y. This is done by finding the values of u that correspond to the
probabilities .025 and .975. Type the following into the R console:

Finv.mu(c(0.025,0.975))

We can use the cummulative distribution function to test the null hypothesis
Ho: p £ povs. Hy : p > po. For example if we hypothesis g = 1.8 and our
significance level is a = 0.05, then

Fx(1.8)

returns 0.1651134. Given that this is greater than the desired level of significance we
fail to reject the null hypothesis at that level.

CHAPTER 11: BAYESIAN INFERENCE FOR NORMAL MEAN

Discrete Prior for 11

The function normdp is used to find the posterior when we have a vector of nor-
mal(p, o?) observations and o2 is known, and we have a discrete prior for p. If
sigma? is not known then is it is estimated from the observations. For example,
suppose u has the discrete distribution with five possible values: 2,2.5, 3, 3.5, and 4.
Suppose the prior distribution is given in Table D.4 and we want to find the posterior
distribution after we’ve observed a random sample of n = 5 observations from a
normal (4,02 = 1) that are 1.52, 0.02, 3.35, 3.49, and 1.82. Type the following
commands into the R console:

mu<-seq(2,4,by=0.5)
mu.prior<-c(0.1,0.2,0.4,0.2,0.1)
y<-c(1.52,0.02,3.35,3.49,1.82)
normdp(y,1,mu, mu.prior)

Table D.4 A discrete prior for the normal mean p

g f(m)
2 .
2.5
3
3.5
4
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Normal(m, s2) Prior for

The function normnp is used when we have a vector containing a random sample
of n observations from a normal(u, o2) distribution (with o known) and we use
a normal(m, s?) prior distribution. If the observation standard deviation o is not
entered, the estimate calculated from the observations is used, and the approximation
to the posterior is found. If the normal prior is not entered, a flat prior is used. The
normal family of priors is conjugate for normal(u, o%) observations, so the posterior
will be another member of the family, normal[m’, (s')%] where the new constants are
given by

1 1 n
@E - £ o2
and
1 n
m'=~£17—><m—i—;1if X g
(3 ®)?

For example, suppose we have a normal random sample of four observations from
normal(u, 0? = 1) that are 2.99, 5.56, 2.83, and 3.47. Suppose we use a normal
(3,22) prior for u. Type the following commands into the R console:

y<-c(2.99,5.56,2.83,3.47)
normnp (y,3,2,1)

This gives the following output:

Posterior mean : 3.6705882
Posterior std. deviation : 0.4850713

Prob. Quantile

0.005 2.4211275
0.01 2.5421438
0.025 2.7198661
0.05 2.872717

0.5 3.6705882
0.95 4.4684594
0.975 4,6213104
0.99 4.,7990327
0.995 4,920049

We can find the posterior mean and standard deviation from the output. We can
determine an (equal tail area) credible interval for y by taking the appropriate quantiles
that correspond to the desired tail area values of the interval. For example, for 99%
credible interval we take the quantiles with probability 0.005 and 0.995, respectively.
These are 2.42 and and 4.92. Alternatively we can determine a Bayesian credible
interval for u by using the posterior mean and standard deviation in the normal inverse
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cumulative distribution function gnorm. Type the following commands into the R
console:

y<-¢(2.99,5.56,2.83,3.47)
res<-normnp(y,3,2,1,ret=T)
c.i.<-gnorm(c(0.005,0.995),res$mean, res$sd)

We can test Hy @ u < po vs. Hy : p > pp by using the posterior mean
and standard deviation in the normal cumulative distribution function pnorm. For
example, if Hy : po = 2 and our desired level of significance is o = 0.05, then

pnorm(2, res$mean, res$sd)

returns 0.000287 which would lead us to reject Hp.

General Continuous Prior for 1t

The function normgcp is used when we have a vector containing a random sample
of n observations from a normal (i1, o2) distribution (with 02 known) and we have a
vector containing values of y, and a vector containing values from a continuous prior
g(u). If the standard deviation ¢ is not entered, the estimate calculated from the data
is used, and the approximation to the posterior is found.

For example, suppose we have a random sample of four observations from a
normal (u, 02 = 1) distribution. The values are 2.99, 5.56, 2.83, and 3.47. Suppose
we have a triangular prior defined over the range -3 to 3 by

1.4 —
_ +5 for 3<p<0,
g(p)—{g_% for O<u<3.

Type the following commands into the R console:

y<-¢(2.99,5.56,2.83,3.47)

mu<-seqg(-3,3,by=0.1)

mu.prior<-rep(0,length(mu))

mu.prior [mu<=0] <-1/3+mu{mu<=0]/9

mu.prior [mu>0]<-1/3-mulmu>0]/9

results<-normgcp(y, 1l,density="user", mu=mu,
mu.prior=mu.prior,ret=T)

The output of normgcp does not print out the posterior mean and standard
deviation. Nor does it print out the values that give the tail areas of the integrated
density function that we need to determine credible interval for u. Instead we use
the macro sintegral which numerically integrates a function over its range to
determine these things. We can find the integral of the posterior density g(u|data)
using this macro. Type the following commands into the R console:

cdf<-sintegral (mu, results$posterior
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,n.pts=length(mu) , ret=TRUE)
plot (cdf,type="1",xlab=expression{(mu[0])
,ylab=expression (Pr (mu<=mu{0])))

These commands created a new variable cdf, which is a list containing vectors x
and y, where cdf$y is equal to Pr(Y < z), i.e. the cumulative density function
(cdf.) To find a 95% credible interval (with equal tail areas), we find the values of
cdf $x that correspond to .025 and .975 in cdf $y, respectively.

lb<-cdf$x{with(cdf,which.max (x[y<=0.025]))]
ub<-cdf$x[with(cdf,which.max (x[y<=0.9751))]

cat (paste ("Approximate 95% credible interval : ["
,round (1lb,4)," ",round(ub,4),"]l\n",sep=""))

Alternatively we can use the R function approxfun to create cumulative and
inverse cumulative distribution functions using the variable cd£. Type the following
into the R console:

F.mu<-~approxfun (cdfs$x, cdfsy)
Finv.mu<-approxfun (cdfsy, cdf$x)

We can use Finv.mu to find a 95% credible interval for p:
c.i.<-Finv.mu(c(0.025,0.975))

To test a hypothesis Ho : pt < o vs. Hy @y > po we can use our cdf F.mu at po.
If this is less than the chosen level of significance, we can reject the null hypothesis
at that level.

We can also find the posterior mean and variance by numerically evaluating

3
Il

' / pg(pldata) du
and
& = [(u=m)Pguldata) du
using the function sintegral. Type the following commands into the R console:

dens<-mu*resultsS$Sposterior
post .mean<-sintegral (mu, dens)

dens<- (mu-post.mean) "2*results$Sposterior
post.var<-sintegral (mu, dens)
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post.sd<-sqrt (post.var)

Of course, we can use these values to calculate an approximate 95% credible interval
using standard theory:

lb<-post.mean-gnorm(0.975) *post.ad
ub<-post.mean+gnorm(0.975) *post.sd

cat (paste ("Approximate 95% credible interval : ["
;round(lb,4)," ",round(ub,4),"]\n",sep=""))

CHAPTER 14: BAYESIAN INFERENCE FOR SIMPLE LINEAR REGRES-
SION

The function bayes . 1in. regis used to find the posterior distribution of the simple
linear regression slope 8 when we have a random sample of ordered pairs (x;, y;)
from the simple linear regression model

yi=oo+ 08Xz +e,

where the observation errors e; are independent normal(0, 02) with known variance.
(If the variance is not known the posterior is found using the variance estimate
calculated from the least squares residuals.) We use independent priors for the slope
3 and the intercept cz. These can be either flat priors, or normal priors. (The default
is flat priors for both slope and intercept of £ = Z.) This parameterization yields
independent posterior distribution for slope and intercept with simple updating rules
"posterior precision equals prior precision plus precision of least squares estimate”
and "posterior mean is weighted sum of prior mean and the least squares estimate
where the weights are the proportions of the precisions to the posterior precision.
Suppose we have vectors y and z, respectively, and we know the standard deviation
o = 2. We wish to use a normal(0, 32) prior for 3 and a normal(30, 10?) prior for
Gz
First we create some data for this example.

X<-rnorm{100)
y<-3*x+22+rnorm(100,0,2)

Now we can use bayes.lin.reg
bayes.lin.reg(y,x, "n","n",0,3,30,10,2)

If we want to find a credible interval for the slope use Equation 14.9 or Equation
14.10 depending on whether we knew the standard deviation or used the value
calculated from the residuals. In the example above, we know the standard deviation,
therefore we would type the following into R to find a 95% credible interval for the
slope:
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res<-bayes.lin.reg(y,x,"n","n",0,3,30,10,2,ret=T)
c.i.<-gnorm(c(0.025,0.975),resspost.coef [2],
res$post.coef.sd[2])

To find the credible interval for the predictions use Equation 14.13 when we
know the variance or Equation 14.14 when we use the estimate calculated from the
residuals. In the example above we can ask for predicted values for z = 1,2, 3 by

typing:

res<-bayes.lin.reg{y,x,"n","n",0,3,30,10,2,
pred.x=c(1,2,3),ret=T)

The list res will contain three extra vectors pred . x, pred.y and pred. se. We
can use these to get a 95% credible interval on each of the predicted values. To do
this type the following into the R console:

z<-gqnorm(0.975)
lower.bound<-res$pred.y-z*resspred. se
upper.bound<-res$pred.y+z*ress$pred. se

CHAPTER 15: BAYESIAN INFERENCE FOR NORMAL STANDARD DEVI-
ATION

S x an Inverse chi-squared (k) Prior for o2

The function nvaricp is used when we have a vector containing a random sample
of n observations from a normal(u, 0*) distribution where the mean p is known. The
Sx an inverse chi-squared(rx) family of priors is the conjugate family for normal
observations with known mean. The posterior will be another member of the family
where the constants are given by the simple updating rules "add the sum of squares
around the mean to S" and "add the sample size to the degrees of freedom". For
example, suppose we have five observations from a normal(u, 5%) where p = 200
which are 206.4, 197.4,212.7, 208.5, and 203.4. We want to use a prior that has prior
median equal to 8. It turns out that 29.11 x inverse chi-squared(x = 1) distribution
has prior median equal to 8. Type the following into the R console:

y<-c(206.4,197.4,212.7,208.5,203.4)
res<-nvaricp(y,200,29.11,1,ret=T)

Note: the graphs that are printed out are the prior distributions of the standard
deviation ¢ even though we are doing the calculations on the variance.

If we want to make inferences on the standard deviation ¢ using the posterior
distribution we found, such as finding an equal tail area 95% Bayesian credible
interval for ¢ type the following commands into the R console:

cdf<-sintegral (resSsigma, res$posterior,ret=T)
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Finv.sigma<-approxfun (cdfsSy, cdfs$x)
c.i.<-Finv.sigma(c(0.025,0.975))

We can also estimate o using the posterior mean of x and S if &’ > 2 or posterior
median.

post.mean.est<-sqrt (res$Sl/ (resskappal-2))
post.median.est<-gchisg(0.5, resSkappal)

CHAPTER 16: ROBUST BAYESIAN METHODS

The function binomixp is used to find the posterior when we have a binomial(n, =)
observations and use a mixture of a beta(ag, bo) and a beta(a,,b,) for the prior
distribution for 7. Generally, the first component summarizes our prior belief so
that we give it a high prior probability. The second component has more spread to
allow for our prior belief being mistaken so we give the the second component a
low prior probability. For example, suppose our first component is beta(10, 6), and
the second component is bera(1, 1) and we give a prior probability of .95 to the first
component. We have taken 60 trials and observed y = 15 successes. To find the
posterior distribution of the binomial proportion with a mixture prior for 7 type the
following commands into the R console:

binomixp (15,60,c(10,6),p=0.95)

The function normmixp is used to find the posterior when we have normal(y, o?)
observations with known variance ¢ and our prior for y is a mixture of two normal
distributions, a normal(my, s%) and a normal(m;, s?). Generally the first component
summarizes our prior belief so we give it a high prior probability. The second
component is a fall-back prior that has a much larger standard deviation to allow
for our prior belief being wrong and has a much smaller prior probability. For
example, suppose we have a random sample of observations from a normal(u, 0?)
in a vector x where o2 = .22, Suppose we use a mixture of a normal(10, .1%) and
a normal(10, .4%) prior where the prior probability of the first component is .95. To
find the posterior distribution of normal mean with the mixture prior for y, type the
following commands into the R console:

X<-c(9.88,9.78,10.05,10.29,9.77)
normmixp(x,0.2,¢c(10,0.01),c(10,1le-4),0.95)
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Answers to
Selected Exercises

Chapter 3: Displaying and Summarizing Data

3.1 (a) Stem-and-leaf plot for sulphur dioxide (SO) data
leaf unit 1

33

5799

1334

6789

33

56789

5
34
6

B WWNN—=~ OO0

(b) Median Q2 = X|13) = 18,
Lower quartile Q1 = X|z¢) = X ;X7 =10, and

Upper quartile Q3 = X|zs; = X1 X0 — 27,5

K}

Introduction to Bayesian Statistics, Second Edition. By William M. Bolstad
Copyright ©2007 John Wiley & Sons, Inc.
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(c) Boxplot of SO, data

802

3.3 (a) Stem-and-leaf plot for distance measurements data

leaf unit .01

2994 || O

2995 (| O

2996 || O

299.7 || 00
299.8 || 000
299.9 || 000000

300.0 || 0000000
300.1 || 00000000
300.2 || 000000C

300.3 || 00
300.4 || 00000
300.5 || 000
300.6 || 00
300.7 || 00

(b) Median=300.1 Q1 =299.9 @3 = 300.35

(c) Boxplot of distance measurement data

T T T
208.5 300.0 300.5
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(d) Histogram of distance measurement data

15 —

Density

|
05 — E
],

P | B

T T T T T
298.2 2896 299.8 300.0 3002 3004 3008

(e) Cumulative frequency polygon of distance measurement data
50 —

40 —

|
|
v
!
v

‘
'
1
)
t
'

T T T T T T
2092 289.6299.8300.0300.2300.4 300.8

3.5 (a) Histogram of liquid cash reserve

0.0007

0.0006 —

0.0004 —

0.0003 —

Density

0.0005 l
i
!
!
|

0.6002 —

0.0001 — |
0.0000 —| ) L

T T T T T
0500000 2000 4000 8000 10000

(b) Cumulative frequency polygon of liquid cash reserve
50 —

T T T T T T
0 10002000 4000 6000 10000

(c) Grouped mean = 1600

407
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3.7 (a) Plot of weight versus length (slug data)

14 -
12
10 o
E 84 :
2
[ — !
g [
4 <
-
2 - .
0 — e ot 8
L R AL A A N T
0 10 20 30 40 50 €0 70 80 90 100
length

(b) Plot of log(weight) versus log(length)
f

1 e

log wt

110 1‘v1 1f2 1%3 1?4 1f5 1(6 1?7 1‘r3 1?9 2T0
log len
(c) The point (1.5, —1.5) does not seem to fit the pattern. This corresponds
to observation 90. Dr. Harold Henderson at AgResearch New Zealand
has told me that there are two possible explanations for this point. Either
the digits of length were transposed at recording or the decimal place for
weight was misplaced.

Chapter 4: Logic, Probability, and Uncertainty

41 (a) P(A) =6
(b) P(ANB)=.2
(¢c) PLAUB)=.7
43 (a) P(ANB) = .24, P(B) = 4, therefore P(ANB) = .16. P(ANB) =
P(A) x P(B), therefore they are independent.
(b) PLAUB)= 4+ 4—.16= .64

45 (a) Q=1{1,2,3,4,56}
(b) A={2,4,6}, P(A)=3
() B={3,6}, P(B)=2}
(d) AnB={6}, P(ANnB)=}
(e) P(AN B) = P(A) x P(B), therefore they are independent.



ANSWERS TO SELECTED EXERCISES

4.7 (a)
(1,1) (1,3) (1,5)
(2,2) (2,4) (2,6)
L) (31)(3,3) (3,5)
] (4,2) (4,4) (4,6)
(5,1) (5,3) (5,5)
(6,2) (6,4) (6,6)
P(A) = %
(b)
B:{@%ﬂﬁﬂln@MBJM&Q}
(4,2)(4,5)(5,1)(5,4)(6,3)(6,6)
P(B) =14

() AnNB = {(17 5)(2’ 4)(37 3)(472)(55 1)(6a 6)}
P(ANB)= £

(d) P(An B) = P(A) x P(B), yes they are independent.

409

4.9 Let D be "the person has the disease” and let T" be "The test result was positive."

P(DNT)

P(T) = .0875.

P(D|T) =

4.11 Let A be ace drawn, and let F be face card or ten drawn.
P(”Blackjack”) = P(A) x P(F|A) + P(F) x P(AlF)
(they are disjoint ways of getting "Blackjack")
16 64 64

P("Blackjack™) = — x —— + —= X 16207 = 0.047566 .

208 207 208

Chapter 5: Discrete Random Variables

51 (@ PA<Y<3)=4

(b) E(Y)=1.6
(c) Var(Y) =1.44
d) E(W)=6.2

(e) Var(W) =5.76
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5.3 (a) The filled-in table:

Yi f(yi) yi % f (%) vl x f(yi)
0 .0102 .0000 .0000
1 0768 .0768 0768
2 .2304 4608 9216
3 3456 1.0368 3.1104
4 2592 1.0368 4.1472
5 .0778 .3890 1.9450
Sum 1.0000 3.0000 10.2000
i. E(Y)=3
ii. Var(Y)=102-32=1.2
(b) Using formulas
i. B(Y)=5x.6=3
iil. Var(Y)=5x .6 x .4=1.2
55 (a)
Outcome Probability Outcome Probability
RRRR 30 30 30 30 RRRG 305 30 30 20
RRGR ﬁxﬁxa—gxg RGRR gx—gﬁxggxg
GRRR —g—gxﬁxgx@ GRRG %xggxggxg
GRGR @XQ_SXS_SXQ_S GGRR %xigx@xg
RRGG g—8><38><28><ﬁ RGGR gxgxﬁxg—g
RGRG gxg—gxgxg—g GGGR gxﬁx%xg
GGRG %x%x%x% GRGG %x%x%x%
RGGG %X%XEXS—O GGGG EXEXEXB—O
The outcomes having same number of green balls have the same proba-
bility.
(b)
Y=0 Y=1 Y =2 Y =3 V=4
RRRR RRRG RRGG RGGG GGGG
RRGR RGRG GRGG
RGRR RGGR GGRG
GRRR GRRG GGGR
GRGR
GGRR

(¢) P(Y = y) equals the "number of sequences having Y = y" times "the
probability of any individual sequence having Y = y."

(d) The number of sequences having Y = y is ( Z ) and the probability

of any sequence having ¥ = y successes is 7¥(1 — )"~ ¥ where in
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this case n = 4 and 7 = %. This gives the binomial(n, 7) probability
distribution.

57 (a) P(Y =2)=2g" = 2707

(b) P(Y <2) =2 Ze 4 e . 13534 2707 + .2707 = 6767

= .2707 + .2707 4 .1804 =

1,-2 2 —2 3 —2

5.9 The filled-in table:

X Y f(z)
1 2 3 4 5

1 02 04 06 08 .05 25

2 .08 02 10 02 .03 25

3 .05 .05 03 02 10 25

4 .10 .04 .05 .03 .03 25

) 25 15 24 15 21

(a) The marginal distribution of X is found by summing across rows.
(b) The marginal distribution of Y is found by summing down columns.

(c) No they are not. The entries in the joint probability table aren’t all equal
to the products of the marginal probabilities.

() P(X=3]Y =1)=2 =2

Chapter 6: Bayesian Inference for Discrete Random Variables

6.1 (a) Bayesian universe:

(b) The filled-in table:

‘

OOOOOOOOEDO

L OO WD - O

PN TN TN N N N TN N

,

/

N N NN NN e N N

PN TN TN TN AN T TN TN TN N
(DOONO’}“#ODMP—‘O
e e e e e e

~
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il

IO ©]00 OI~T DI BITT ] OIW O Ol olg

i

OO ©h— BIr Ol Ol Ot I ©l~1 Dl ©lg O

© ® N AW = O M
i 2= 2= Sl Sl gl Sl 5= Bl 2l
Bl 5l 5l 8l Bl 8- Bl gl 5l &l <
X X X X X X X X X X
= = = = == = = e T
X X X X X X X X X X

which simplifies to

X prior Y=0 Y=1
I ] U
0 10 a0 90
1 1 8 1
10 90 90
2 1 e 2
10 90 90
3 L £ 3
10 90 90
4 L 5 4
10 90 90
5 1 4 5
10 90 90
6 L 3 £
10 90 90
7 L 2 e
10 90 90
8 L L 8
10 90 90
9 L1 o 9
10 90 90
15 a5
90 90

(c) The marginal distribution was found by summing down the columns.

(d) The reduced Bayesian universe is

((0,1))
(1,1)
(2,1)
(3,1)
(4,1)
Y 5,1

(6,1)
(7.1

(8,1
L (9,1
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(e) The posterior probability distribution is found by dividing the joint prob-
abilities on the reduced Bayesian universe, by the sum of the joint prob-
abilities over the reduced Bayesian universe.

(f) The simplified table is

[ X | prior | likelihood | prior x likelihood | posterior
0T X 0 T T
10 g 90 15
1l L 1 1 1
10 9 30 15
21 L 2 2 2
10 9 90 15
3 1 3 3 3
10 9 90 45
4| 1 4 4 4
10 9 90 15
5 1 5 5 5
10 9 90 15
61 L 6 6 I3
16 9 906 15
71 1 7 T 7
10 9 90 a5
8 1 8 8 8
10 9 90 15
9 L 9 9 39
10 9 50 15
5
Sum 30 1

6.3 Looking at the two draws together, the simplified table is

X | prior | likelihood | prior x likelihood | posterior
0 % | §x!I % 12
1L 1,8 8 8

T 2.1 e %
21 W% 9 %8 730 120
3| L 3,6 18 s

v
41 B g %8 720 120
5 L 5 i 4 20 20

iy 6, 3 e s
A w “

7
sl 2 o by
o B lels ‘ i
9
91 1 5% 8 720 20
L Sum 220 1 B
6.5 The filled in table
T prior likelihood prior x likelihood posterior
2 .0017 .2048 .0004 .0022
4 .0924 .3456 .0319 .1965
.6 4678 2304 1078 .6633
.8 4381 0512 .0224 .1380
marginal P(Y; = 2) 1625 1.000
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6.7 The filled in table

7 prior likelihood prior x likelihood posterior
1 2 .1839 .0368 2023
2 2 2707 0541 2976
3 2 .2240 0448 .2464
4 2 1465 0293 1611
5 2 .0842 .0168 .0926
marginal P(Y = 2) .1819 1.000

Chapter 7: Continuous Random Variables

71 (a) E(X) =2 =375
(b) Var(X) = g&; = 0.0260417

7.3 The uniform distribution is also the beta (1, 1) distribution.

@ B(X)=1=.25

(b) Var(X) = 5k = .08333

© P(X <.25) = [;®1de=.25
.75

(d) P(33< X <.75) = [, 1dz = .42
75 (a) P(0< Z < .65)=.2422

(b) P(Z > .54) = .2946

() P(—.35 < Z < 1.34) = 5467
77 (a) P(Y <130) = .8944

(b) P(Y > 135) = .0304

(¢) P(114 <Y < 127) = .5826
79 (a) E(Y) = %

(b) Var(Y) = mppiiasy = 0107797

(¢) P(Y > .5) = .3308

0 = .4545

Chapter 8: Bayesian Inference for Binomial Proportion

8.1 (a) binomial (n = 150, m) distribution
(b) beta (30,122)

8.3 (a) a and b are the simultaneous solutions of

a

=.5
a+b
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and
axb

(a+b)2x(a+b+1)
Solution is ¢ = 5.05 and b = 5.05
(b) The equivalent sample size of her prioris 11.11
(c) beta (26.05,52.05)

=.152

8.5 (a) binomial (n = 116,7)
(b) beta (18,103)

©
18
B(rly) = 3§70
and
" Var(ely) = 18X 103
ATy = 121)7 % (122)
(d) normal(.149,.0322%)
(e) (.086,.212)
8.7 (a) binomial(n = 174, 7)
(b) beta(11,168)
(©)
11
and 11 x 168
Var(rly) = =.0003204

(179)2 x (180) —
(d) normal(.061,.01792)
(e) (.026,.097)

Chapter 9: Comparing Bayesian and Frequentist Inferences for
Proportion
9.1 (a) binomial(n = 30,7)
(b) = &5 = .267
(c) beta(9,23)
(@) #p = 55 =.281
93 (a) ty = £k =.005
(b) beta (12,115)

w;v—w

415
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() E(rly) = .094 and Var(w|y) = .0006684
The Bayesian estimator 7 = .094.
(d) (.044,.145)

(e) The null value 7 = .10 lies in the credible interval, so it remains a credible
value at the 5% level

9.5 (a) 7y = &% = .136
(b) beta (25,162)
(¢) E(rly) = .134 and Var(xly) = .0006160
The Bayesian estimator Tp = .134.

(d)
P(r > .15) = .255.

This is greater than level of significance .05, so we can’t reject the null
hypothesis Hy : ®# > .15.

Chapter 10: Bayesian Inference for Poisson

10.1 (a) Using positive uniform prior g(u) = 1 for 4 > 0
i. The posterior is gamma(13, 5)
ii. The posterior mean, median , and variance are

13

13 ,
E(ulyi,...,ys) = =, median =2.534, wvar(ulyi,...,ys) = =k

5

-1
2

(b) Using Jeffreys prior g(u) =
i. The posterior is gamma(12.5, 5)
ii. The posterior mean, median , and variance are

12.5 . 12.5
E(ulyr,...,ys) = e median = 2.434 , wvar(plyi,...,ys) = =5

10.3 (a) Using positive uniform prior g{(u) = 1 for p > 0

i. The posterior is gamma(123, 200)
ii. The posterior mean, median , and variance are

123

123 .
E(ulyt, ..., y200) = =— , median = .6133, var(ulyi,...,y200) = 2002

200 °

—1
2

(b) Using Jeffreys prior g(u) = u
i. The posterior is gamma(122.5, 200)
ii. The posterior mean, median , and variance are

122.5 122

E(plyr, ... y200) = 300’ median = .6108 , wvar(u|yi,-..,y00) = 2002
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Chapter 11: Bayesian Inference for Normal Mean

11.1 (a) posterior distribution
value posterior probability

991 .0000
992 .0000
993 .0000
994 .0000
995 .0000
996 0021
997 .1048
998 5548
999 3183
1000 .0198
1001 .0001
1002 .0000
1003 .0000
1004 .0000
1005 .0000
1006 .0000
1007 .0000
1008 .0000
1009 .0000
1010 .0000

(b) P(p < 1000) = .9801.

11.3 (a) The posterior precision equals

1 1 10
= —— 4 — = 1.1211.
(5/)2 102 + 32
The posterior variance equals (s')2 = 157 = .89197. The posterior
standard deviation equals s’ = +/.89197 = .9444. The posterior mean
equals
T %
= 36.93 = 36.87.
Ta211 <30T Tg1y * 3093=30
The posterior distribution of y is normal(36.87,.94442).
(b) Test

Hy: <35 versus Hy:p>35

Note that the alternative hypothesis is what we are trying to determine.
The null hypothesis is that mean yield is unchanged from that of the
standard process.

©

[ —36.87 _ 35— 36.87
<. = <
Plp < 35) P ( 944  — 944
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= P(Z < -2.012) =.022.

This is less than the level of significance o = .05%, so we reject the null
hypothesis and conclude the yield of the revised process is greater than
.35.

11.5 (a) The posterior precision equals

1 1 4
= —— + — =.002525.
) ~ 200° T 402
The posterior variance equals (s')? = B 21525 = 396.0 The posterior
standard deviation equals s’ = 1/396.0 = 19.9. The posterior mean
equals
L 4
/ 200 10
= 1000 970 = 970.3.
002525 < 17" T 02525 <

The posterior distribution of p is normal(970.3,.19.9%).
(b) The 95% credible interval for g is is (931.3, 1009.3).
(c) The posterior distribution of 8 is normal(1392.8, 16.62).
(d) The 95% credible interval for 6 is (1360,1425).

Chapter 12: Comparing Bayesian and Frequentist Inferences for Mean
12.1 (a) Posterior precision is given by

1 1 10
= 4 = =251,
(s)? 102 + 22
The posterior variance (s')? = s = .3984 and the posterior standard
deviation s’ = 4/.3984 = .63119. The posterior mean is given by

1 10
/.. 107 22 -
m 551 X 75+ 251 X 79.430 = 79.4124 .

The posterior distribution is normal(79.4124, .631192).
(b) The 95% Bayesian credible interval is (78.18,80.65).

(c) To test
Hy:p >80 versus p < 80

calculate the posterior probability of the null hypothesis.

P(p > 80)

p(E=T94124 80— 179.4124
63119 63119
P(Z > 931) = .176.
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This is greater than the level of significance, so we cannot reject the null
hypothesis.

12.3 (a) Posterior precision is expressed as

1 1 2
= — 4 S = 0040625.
577 807 T 508 = 00406

The posterior variance (8')?> = —ggbess = 246.154 and the posterior
standard deviation s’ = 1/246.154 = 15.69. The posterior mean

1 25
. — 807 __ » 401.96 = 399.
0040625 ~ 32° T Gpaoeas < 401-96 =39

The posterior distribution is normal(399, 15.692).
(b) The 95% Bayesian credible interval is (368,429).

(c) We observe that the null value (350) lies outside the credible interval, so
we reject the null hypothesis Hy : ;1 = 350 atthe 5% level of significance.
We can conclude that 4 # 350.

(d) We calculate the posterior probability of the null hypothesis.
P(u < 350) = .0009.

This is less than the level of significance, so we reject the null hypothesis
and conclude that > 350.

Chapter 13: Bayesian Inference for Difference Between Means
13.1 (a) The posterior distribution of 114 is normal(119.4, 1.8882) , the posterior
distribution of up is normal(122.7,1.8882), and they are independent.
(b) The posterior distribution of ug = s — up is normal(—3.271,2.671%).
(c) The 95% credible interval for 4 — pp is (—8.506,1.965).
(d) We note that the null value O lies inside the credible interval. Hence we
cannot reject the null hypothesis.
13.3  (a) The posterior distribution of y; is normal(14.96,.37782), the posterior
distribution of yg is normal(15.55,.37782), and they are independent.
(b) The posterior distribution of pg = p1 — uy is normal(—.5847, .53432).
(c) The 95% credible interval for pu; — pq is (—1.632,.462).
(d) We note that the null value 0 lies inside the credible interval. Hence we

cannot reject the null hypothesis.

13.5 (a) The posterior distribution of u1 is normal(10.283, .8162), the posterior
distribution of us is normal(9.186, .7562), and they are independent.
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(b) The posterior distribution of pg = p1 — 2 is normal(1.097,1.113%).
(c) The 95% credible interval for 111 ~— po is (—1.08, 3.28).
(d) We calculate the posterior probability of the null hypothesis

Py — pp <0) = .162.

This is greater than the level of significance, so we cannot reject the null
hypothesis.

(a) The posterior distribution of y; is normal(1.51999, .0000094442).

(b) The posterior distribution of ps is normal(1.52001, .0000094442).

(c) The posterior distribution of p1g = 1 — 3 is normal{—.00002, .0000132),

(d) A 95% credible interval for ug4 is (—.000046, .000006).

(e) We observe that the null value 0 lies inside the credible interval so we
cannot reject the null hypothesis.

(a) The posterior distribution of 7; is beta(172,144).

(b) The posterior distribution of 73 is beta(138, 83).

(c) The approximate posterior distribution of 71—z is normal(—.080, .0429%).

(d) The 99% Bayesian credible interval for m; — mp is (—.190,.031).

(e) We observe that the null value O lies inside the credible interval, so we
cannot reject the null hypothesis that the proportions of New Zealand
women who are in paid employment are equal for the two age groups.

(a) The posterior distribution of 7y is beta(70, 246).

(b) The posterior distribution of 73 is beta(115, 106).

(c) The approximate posterior distribution of 713 — o is normal(—.299, .04082).

(d) We calculate the posterior probability of the null hypothesis:

P(ry — mp > 0) = P(Z > 7.31) = .0000.

We reject the null hypothesis and conclude that the proportion of New
Zealand women in the younger group who have been married before age
22 is less than the proportion of New Zealand women in the older group
who have been married before age 22.

(a) The posterior distribution of 7 is beta(137,179).

(b) The posterior distribution of 73 is beta(136, 85).

(c) The approximate posterior distribution of 71—~z is normal(—.182, .04292).

(d) The 99% Bayesian credible interval for m; — my is (—.292, —.071).

(e) We calculate the posterior probability of the null hypothesis:

P(my — w2 > 0) = P(Z > 4.238) = .0000 .
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We reject the null hypothesis and conclude that the proportion of New
Zealand women in the younger group who have given birth before age
25 is less than the proportion of New Zealand women in the older group
who have given birth before age 25.

13.15 (a) The measurements on the same cow form a pair.

(c) The posterior precision equals

% + % = .703704.
The posterior variance equals '70:%70 7 = -142105 and the posterior mean
equals
—3% x 0+ 1.703704 x —3.9143 = —-3.89368.
.703704 12

The posterior distribution of g is normal(~3.89,.3772).
(d) The 95% Bayesian credible interval is (-4.63, -3.15)
(e) To test the hypothesis
Hy:pg=0 versus Hy:pug#0,

we observe that the null value 0 lies outside the credible interval, so we
reject the null hypothesis.

Chapter 14: Bayesian Inference for Simple Linear Regression

14.1 (a) and (c) The scatterplot of oxygen uptake on heart rate with least squares
line

25

oxygen uptak

% 100 e 120 130
Heart rate

(b) The least squares slope

B 145.610 — 107 x 1.30727
- 11584.1 — 1072

= 0.0426514 .
The least squares y-intercept equals

Ap = 1.30727 — .0426514 x 107 = —3.25643.
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(d) The estimated variance about the least squares line is found by taking the

sum of squares of residuals and dividing by n—2 and equals 6% = .13032.

(e) The likelihood of 3 is proportional to a normal(B, $5- ) where B is the

least squares slope and SS; = n x (22 — 7?) = 1486 and 02 = .13,
The prior for 3 is normal(0, 12). The posterior precision will be

1 1 855

RETRENEY

(8/)2 12
: : ; 2
the posterior variance will be (s')2 = g-1:5 = .000011373, and the

posterior mean is

= 87930,

3 5,
/ _—
= 27630 % O grazg X 0426514 = 0426509

The posterior distribution of 3 is normal(.0426, .00337%)

(f) A 95% Bayesian credible interval for 3 is (.036, .049).

(g) We observe that the null value 0 lies outside the credible interval, so we
reject the null hypothesis.

14.3  (a) and (c)The scatterplot of distance on speed with least squares line

distance

(b) The least squares slope
5479.83 — 105 x 52.5667
= —-0.136000.
11316.7 — 1052
The least squares y-intercept equals
Ag = 52.5667 — —0.136000 x 105 = 66.8467 .

B =

(d) The estimated variance about the least squares line is found by taking
the sum of squares of residuals and dividing by n — 2 and equals 5° =

5712562,
(e) The likelihood of 3 is proportional to a normal(B, -& I ) where B is the

least squares slope and SS, = n x (z% — Z%) = 1750 and 02 = 572
The prior for 3 is normal(0, 1?). The posterior precision will be

1 1 88

e = = 5387.27,
(&2 127 572
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. . _ 1 - .
the posterior variance (s')? = g3z = .000185623, and the posterior

mean is
1 ss
= 57 (- = —.135975
™ = saarar < Ot g3y * (70-136000) = —.135075.

The posterior distribution of 3 is normal(—.136,.01362).
(f) A 95% Bayesian credible interval for 3 is (—.163, —0.109).
(g) We calculate the posterior probability of the null hypothesis.

P(8>0) = P(Z > 9.98) = .0000.

This is less than the level of significance, so we reject the null hypothesis
and conclude that 3 < 0.

14.5 (a) and (c) Scatterplot of strength on fiber length with least squares line

strangth

L]

~
tiber length

(b) The least squares slope

B 8159.3 — 79.6 x 101.2
T 6406.4 — 79.62

= 1.47751.

The least squares y-intercept equals
Ap =101.2 — 1.47751 x 79.6 = ~16.4095 .

(d) The estimated variance about the least squares line is found by taking the
sum of squares of residuals and dividing by n— 2 and equals 62 = 7.6672.

(e) The likelihood of (3 is proportional to a normal(B, ;—;), where B is the
least squares slope and SS; = n x (22 — z?) = 702.400 and 02 = 7.72
The prior for 3 is normal(0, 10%). The posterior precision will be

1 'S8,
102 7.72

= 11.8569,

the posterior variance = m = .0843394, and the posterior mean is

0 £
0 7.7 47751 = 1. .
11.8569 T7.8560 < 1477 47626

The posterior distribution of 3 is normal(1.48, .29%).
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(f) A 95% Bayesian credible interval for 3 is (.91, 2.05).
(g) To test the hypothesis
Hy:8<0 versus H;:(3>0,
we calculate the posterior probability of the null hypothesis.

B B—148 0-—1.48
Pp=0) = P( 29 = 39 )

= P(Z < —5.08) = .0000.

This is less than the level of significance, so we reject the null hypothesis
and conclude 3 > 0.

(h) The predictive distribution for the next observation y;; taken for a yarn
with fiber length z11 = 90 is normal(116.553, 8.6222),

(1) A 95% credible interval for the prediction is
116.553 £1.96 x 8.622 = (99.654, 133.452).

14.7 (a) The scatterplot of number of ryegrass plants on the weevil infestation rate
where the ryegrass was infected with endophyte. Doesn’tlook linear. Has
dip at infestation rate of 10.

20 4 .
.

T T T
0 10 20

(c) The least squares slope is given by

19.9517 — 8.75 x 2.23694
= = .00691966 .
B 131.250 — 8.752

The least squares y-intercept equals

Ap =2.23694 — .00691966 x 8.75 = 2.17640.
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(d) 6% = .8501112

(e) The likelihood of § is proportional to a normal(B, S"—;E), where B is
the least squares slope and SS, = n x (z2 — %) = 1093.75 and
o? = .8501112. The prior for 3 is normal(0, 12). The posterior precision
is

1 1 5SSz
—_—— = = /"% — 1 14. .
G2~ 127 meorie - oA

the posterior variance s (s')? = sz = 000660307, and the posterior

mean is
1 S8,
! 1z .311469
- 0+ 314697 o 0691966 = .00691509 .
51445 <O T 514,05 X

The posterior distribution of 3 is normal(.0069, .02572).

14.9 (a) To find the posterior distribution of 8; — (2, we take the difference
between the posterior means, and add the posterior variances since
they are independent. The posterior distribution of 31 — B is nor-
mal(1.012,.0322),

(b) The 95% credible interval for 8; — 35 is (.948,1.075).

(c) We calculate the posterior probability of the null hypothesis:
P(By — B2 < 0) = P(Z < —31) = .0000.

This is less than the level of significance, so we reject the null hypothesis
and conclude §; — 32 > 0. This means that infection by endophyte offers
ryegrass some protection against weevils.

Chapter 15: Bayesian Inference for Standard Deviation

15.1 (a) The shape of the likelihood function for the variance o2 is

f(yh"'ayn‘aj) X (02)_%6— 2
x (02)_1_206_57 .

(b) The prior distribution for the variance is positive uniform g(c?) = 1
for 62 > 1. (This improper prior can be represented as Sx an inverse
chi-squared distribution with —2 degrees of freedom where S = 0.) The
shape of the prior distribution for the standard deviation o is found by
applying the change of variable formula. It is

90(0) x go2(0?) x o
x 0.
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(c) The posterior distribution of the variance is 1428 x an inverse chi-squared
with 8 degrees of freedom. Its formula is

1428% 1 1428
2 _ _
902 (04|Y1, .-, Y10) = Q%F(g) X (02)%“6 20T .

(d) The posterior distribution of the standard deviation is found by using the
change of variable formula. It has shape given by

1 1428

902 (o%ly Y10) 1428% x e
2 1y.-.5 510 RY-IEE
4 (%) (0-)8+1

(e) A 95% Bayesian credible interval for the standard deviation is

1428 1428
(\/;7.5345 \/2 17997) (9.024,25.596) .

(f) Totest Hy : 0 < 8 vs. Hy : 0 > 8 we calculate the posterior probability
of the null hypothesis.

Plo<8 = PW> 52_8)

= PW> 22.3125),

where W has the chi-squared distribution with 8 degrees of freedom.
From Table B.5 we sce that this lies between the upper tail values for
.005 and .001. (The exact probability of the null hypothesis found us-
ing Minitab is .0044.) Hence we would reject the null hypothesis and
conclude o > 8 at the 5% level of significance.

15.3 (a) The shape of the likelihood function for the variance o2 is

2 (vi—w)?
20

Fy,. . ymlo?) o« (o) Fe”
o (0'2)_1_296_9;5214‘

(b) The prior distribution for the variance is Jeffreys’ prior g(o?) = (¢%)7!
for 2 > 1. (This improper prior can be represented as Sx an inverse
chi-squared distribution with 0 degrees of freedom where § = 0.) The
shape of the prior distribution for the standard deviation ¢ is found by
applying the change of variable formula. It is

go(o) g02(02)><0'
x o7t
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(c) The posterior distribution of the variance is 9.4714x an inverse chi-
squared with 10 degrees of freedom. Its formula is

9.4714% 1 o.a714

2 —

902(0°ly1, ... y10) = X e %

aa )T T e

(d) The posterior distribution of the standard deviation is found by using the
change of variable formula. It has shape given by

9.4714120 1 9.4714
2 Silpd
2{0 PPN = X € 20 .
g(f ( ]yl vylo) 21201_‘(120) ( )10+1

(e) A 95% Bayesian credible interval for the standard deviation is

0.4714 /9.4714
(V 20.483" 3—.2Z7'> = (:680,1.708).
(f) Totest Hy : 0 < 1.0vs. Hy : o > 1.0, we calculate the posterior
probability of the null hypothesis.

Plo<10) = P(W > 9"{214)

= P(W >9.4714),

where W has the chi-squared distribution with 10 degrees of freedom.
From Table B.5 we see that this lies between the upper tail values for
.50 and .10. (The exact probability of the null hypothesis found using
Minitab is .4880.) Hence we can not reject the null hypothesis and must
conclude o < 1.0 at the 5% level of significance.

15.5 (a) The shape of the likelihood function for the variance o2 is

Z(h"#)z
flyt, .. ymlo?) « (02)"Fe "2

x (0%~ S %t

(b) The prior distribution is Sx an inverse chi-squared distribution with 1
degree of freedom where § = .4549 x 42 = 7.278. Its formula is

7.2783% 1 7.278
2 i
go2(0°) Q%F(%) x (0.2)%+le :
(c) The shape of the prior distribution for the standard deviation is found by
applying the change of variable formula. It is

9o(0) x go2(0?) x 0o
1 — 7278
—_— 20
(0)?
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(d) The posterior distribution of the variance is 33.40x an inverse chi-squared
with 6 degrees of freedom. Its formula is

33.40% 1 33.40
2 = T
92 (0%ly1, ... y5) = 2§F(-g—) X (02)%+le 207

(e) The posterior distribution of the standard deviation is found by using the
change of variable formula. It has shape given by

go(oly, ... ys) 9«2(02F917~~-,y5)><0
i 33.40

——e
(02)%+1

(f) A 95% Bayesian credible interval for the standard deviation is

/ 33.40 /33.40
— | = (1. .195) .
( 14.449’ 1.237> (1:520,5.195)

(g) Totest Hy : o < 5vs. Hy : 0 > 5 we calculate the posterior probability
of the null hypothesis.

P(o <5)

33.40
p (w > 20)

= P(W >1.336),

where W has the chi-squared distribution with 6 degrees of freedom.
From Table B.5 we see that this lies between the upper tail values for
975 and .95. (The exact probability of the null hypothesis found using
Minitab is .9696.) Hence we would accept the null hypothesis and
conclude o < 5 at the 5% level of significance.

Chapter 16: Robust Bayesian Methods

16.1

16.3

(a) The posterior go(n|y = 10) is beta(7 + 10,13 + 190).

(b) The posterior g1 (m|y = 10} is beta(1 + 10,1 + 190).

(c) The posterior probability P(I = 0|y = 10) = .163.

(d) The marginal posterior g(r|y = 10) = .163 X go(n|y = 10) + .837 x
g1{mly = 10). This is a mixture of the two beta posteriors where the
proportions are the posterior probabilities of 7.

(a) The posterior go(u|y1,. . ., Ys) is normal(1.10061, .0008982).

(b) The posterior g1 {(uly1, - - -, ¥e) is normal(1.10302, .0022).

(c¢) The posterior probability P(I = 0|yy,...,ys) = .972.
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(d) The marginal posterior

gy, -+ ye) = 972 X go(ulyr, - - ys) + 028 x g1(ply1, .- -+ ¥s) -

This is a mixture of the two normal posteriors where the proportions are
the posterior probabilities of 1.
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Bayes’ theorem, 66, 73
Bayes’ theorem using table
binomial observation with discrete prior, 110
discrete observation with discrete prior, 104
normal observation with discrete prior, 200
Poisson observation with discrete prior, 112
Bayes’ theorem
Poisson
Jeffreys’ prior, 185
analyzing the observations all together, 106, 203
analyzing the observations sequentially, 202,
106
binomial observation
beta prior, 143
continuous prior, 142
discrete prior, 108
mixture prior, 322
uniform prior, 142
discrete random variables, 101
events, 63, 65, 68
linear regression model, 276
mixture prior, 319
normal observations known mean
inverse-chi-squared prior for 0’2, 302
Jeffreys’ prior for o2, 302
positive uniform prior for 2, 301
normal observations with known variance
continuous prior for y, 205
discrete prior for y, 199
flat prior for u, 206

Index

mixture prior, 324
normal prior for u, 207
Poisson observation
continuous prior, 183
gamma prior, 185
positive uniform prior, 184
Bayes factor, 70
Bayesian approach to statistics, 6, 11
Bayesian credible interval, 153
binomial proportion 7, 153
difference between normal means p — uo
equal variances, 240
unequal variances, 246
difference between proportions 71 — 73, 248
normal mean y, 211, 226
normal standard deviation o, 309
Poisson parameter 1, 192
regression slope 3, 280
used for Bayesian two-sided hypothesis test, 176
Bayesian estimator
normal mean p, 224
binomial proportion 7, 152
normal o, 308
Bayesian hypothesis test
one-sided
binomial proportion 7, 173,
difference between normal means u; — pg,
242,
normal mean y, 230
normal standard deviation o, 310
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Poisson parameter y, 193

regression slope 3, 280
two-sided

binomial proportion 7, 176,

difference between normal means p; — uo,

243,245
normal mean g, 234
Poisson parameter p, 194
regression slope 3, 281
Bayesian inference for standard deviation, 297
Bayesian universe, 66, 101, 112
parameter space dimension, 69, 74, 101, 112
reduced, 67, 102, 113
sample space dimension, 69, 74, 101, 112
beta distribution, 127
density, 128
mean, 128
normal approximation, 133
shape, 127
variance, 129
bias
response, 16
sampling, 14
binomial distribution, 83, 96, 141, 353
characteristics of, 84
mean, 84
probability function, 84
table, 361-363
variance, 85
blackjack, 71, 76
boxplot, 30, 48
stacked, 37
central limit theorem, 132, 199
Chi-squared distribution, 359
conditional probability, 73
conditional random variable
continuous
conditional density, 134
conjugate family of priors
binomial observation, 144, 155
Poisson observation, 185-186
continuous random variable, 121
probability density function, 123, 136
probability is area under density, 124, 136
correlation
bivariate data set, 46, 49
covariance
bivariate data set, 46
cumulative frequency polygon, 35, 48
deductive logic, 56
degrees of freedom, 43
unknown variance, 213
simple linear regression, 280
two samples unknown equal variances, 244
two samples unknown unequal variances
Satterthwaite’s adjustment, 246

derivative, 339

higher, 341
partial, 349

designed experiment, 18, 22

completely randomized design, 18, 22, 24-25
randomized block design, 19, 22, 24-25

differentiation, 339
discrete random variable, 77-78, 95

expected value, 80
probability distribution, 77, 80, 95
variance, 81

dotplot, 30

stacked, 37

equivalent sample size

beta prior, 147
gamma prior, 187
normal prior, 209

estimator

frequentist, 163, 223

mean squared error, 164

minimum variance unbiased, 164, 224
sampling distribution, 163

unbiased, 164, 224

Event, 58
event

complement, 58, 73

events

independent, 60-61

intersection, 58, 73

mutually exclusive (disjoint), 58, 61, 73
partitioning universe, 64

union, 58, 72

expected value

continuous random variable, 125
discrete random variable, 80, 95

experimental units, 17-18, 20, 24
finite population correction factor, 86
five number summary, 31

frequency table, 33

frequentist approach to statistics, 5, 11
frequentist confidence interval, 167

normal mean p, 226
regression slope 3, 280

frequentist confidence intervals

relationship to frequentist hypothesis tests, 175

frequentist hypothesis test

p-value, 172
level of significance, 171
nul distribution, 172
one-sided
binomial proportion =, 171
normal mean w, 229
rejection region, 172
two-sided
binomial proportion =, 173
normal mean u, 232



frequentist
interpretation of probability and parameters,
161
function, 333
antiderivative, 342
continuous, 337
maximum and minimum, 338
differentiable, 339
critical points, 341
graph, 334
limit at a point, 335
fundamental theorem of calculus, 346
gamma distribution, 129
density, 130
mean, 130
shape, 129
variance, 131
histogram, 34-35, 48
hypergeometric distribution, 85
mean, 86
probability function, 86
variance, 86
integration, 342
definite integral, 342, 345, 347
multiple integral, 350
interquartile range
data set, 42, 49
posterior distribution, 152
inverse chi-squared distribution, 310
density, 298
Jeffreys’ prior
binomial, 145
normal mean, 206
normal variance, 302
Poisson, 185
joint likelihood
linear regression sample, 276
joint random variables
conditional probability, 92
conditional probability distribution, 93
continuous, 134
continuous and discrete, 135
continuous
joint density, 134
marginal density, 134
discrete, 89
joint probability distribution, 89
marginal probability distribution, 89
independent, 91
joint probability distribution, 96
marginal probability distribution, 96
likelihood
binomial, 108
proportional, 111
discrete parameter, 103—104
events partitioning universe, 66
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mean
single normal observation, 200
multiplying by constant, 67, 111
normal mean
random sample of size n, 203
using density function, 201
using ordinates table, 200
normal variance, 299
normal
sample mean g, 203
Poisson, 184
regression
intercept az, 277
slope 3, 277
sample mean from normal distribution, 209
logic
deductive, 72
inductive, 72
lurking variable, 2, 10, 19-20, 25
marginalization, 214, 282
marginalizing out the mixture parameter, 321
mean squared error, 225
mean
continuous random variable, 125
data set, 40, 49
difference between random variables, 92, 96
discrete random variable, 80
grouped data, 40
of a linear function, 82, 96
sum of random variables, 90, 96
trimmed, 42, 49
measures of location, 39
measures of spread, 42
median
data set, 41, 47, 49
mixture prior, 317
Monte Carlo study, 7, 11, 23-24, 71
nonsampling errors, 16
normal distribution, 131
area under standard normal density, 354, 364
density, 131
mean, 131
ordinates of standard normal density, 355, 365
shape, 131
standard normal probabilities, 132
variance, 131
nuisance parameter, 7, 214, 282, 297
nverse chi-squared distribution, 298
observational study, 17, 22
Ockham’s razor, 4, 170
odds ratio, 69
order statistics, 30, 32, 47
outcome, 58
outlier, 40
parameter, 5-6, 14, 21, 69
parameter space, 69
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plausible reasoning, 56, 72 discrete parameter, 102
point estimation, 163 mutitiplying by constant, 67, 111
Poisson distribution, 86, 183, 358 uniform prior for w, 155
characteristics of, 87 prior probability
mean, 88 for an unobservable event, 66
probability function, 87 probability, 58
table, 367-368 probability distribution
variance, 88 conditional, 93
population, 5, 14, 21 continuous random variable
posterior distribution, 6 probability density function, 123
discrete parameter, 103-104 probability
normal with discrete prior, 200 addition rule, 60
regression slope 3, 278 axioms, 59, 72
posterior mean square conditional, 62
of an estimator, 152 independent events, 63
posterior mean degree of belief, 69
as an estimate for w, 152 joint, 60
beta distribution, 150 law of total probability, 64, 73
gamma distribution, 189 long run relative frequency, 68
posterior median marginal, 61
as an estimate for m, 152 multiplication rule, 63, 73, 94
beta distribution, 150 quartiles
gamma distribution, 189 data set, 30, 48
posterior mode from cumulative frequency polygon, 35
beta distribution, 150 posterior distribution, 151
gamma distribution, 189 random experiment, 58, 72
posterior probability distribution random sampling
binomial with discrete prior, 110 cluster, 16, 22
posterior probability simple, 15, 22
of an unobservable event, 66 stratified, 15, 22
posterior standard deviation, 151 randomization, 5, 10
posterior variance randomized response methods, 16, 22
beta distribution, 151 range
pre-posterior analysis, 8, 11 data set, 42, 49
precision regression
normal Bayes’ theorem, 276
4, 209 least squares, 268
observation, 208 normal equations, 268
posterior, 208 simple linear regression assumptions, 273
prior, 208 robust Bayesian methods, 317
regression sample, 5, 14, 21
likelihood, 278 sample space, 69, 72
posterior, 278 of a random experiment, 58
prior, 278 sampling distribution, 7, 11, 23-24, 162
predictive distribution sampling frame, 15
normal, 214 scatterplot, 44, 49, 267
regression model, 281 scatterplot matrix, 45, 49
prior distribution, 6 scientific method, 3, 10
choosing beta prior for 7 role of statistics, 4, 10
matching location and scale, 146, 155 standard deviation
vague prior knowledge, 146 data set, 44, 49
choosing inverse chi-squared prior for o2, 303 statistic, 14, 21
choosing normal prior for 1, 209 statistical inference, I, 14, 72
choosing normal priors for regression, 277 statistics, 5
constructing continuous prior for y, 210 stem-and-leaf diagram, 32, 48

constructing continuous prior for m, 147, 155 back-to-back, 37



Student’s t distribution, 212, 297, 357
critical values, 366
uniform distribution, 126
universe, 58
of a joint experiment, 89
reduced, 62, 65, 92
updating rule
binomial proportion 7, 145
normal mean g, 208
normal variance o2, 303
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Poisson parameter ., 186

variance
continuous random variable, 126
data set, 43, 49
difference between ind. RV’s, 92, 96
discrete random variable, 81, 95
grouped data, 43
linear function, 82, 96
sum of ind. RV’s, 91, 96

Venn diagram, 58, 60
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